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1 Welcome to the Delphix Continuous Compliance
documentation!

This information explains how to deploy Continuous Compliance Engines for data masking, use its features,
or tune its configurations for optimal performance. The content has been organized into several categories,
available from the lefthand navigation.

List of Continuous Compliance documentation versions in PDF format.

21.0.0.0_ContinuousCompl...

. (see page 39)

20.0.0.0_ContinuousCompl...

. (see page 39)
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19.0.0.0_ContinuousCompl...

(see page 39)

18.0.0.0_ContinuousCompl...

(see page 39)

17.0.0.0_ContinuousCompl...

(see page 39)
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16.0.0.0_ContinuousCompl...

(see page 39)

15.0.0.0_ContinuousCompl...

(see page 39)

14.0.0.0_ContinuousCompl...

(see page 39)
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13.0.0.0_ContinuousCompl...

(see page 39)

12.0.0.0_ContinuousCompl...

(see page 39)

11.0.0.0_ContinuousCompl...

(see page 39)
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10.0.0.0_ContinuousCompl...

(see page 39)

9.0.0.0_ContinuousCompli...

(see page 39)

8.0.0.0_ContinuousCompli...

(see page 39)
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7.0.0.0_ContinuousCompli...

(see page 39)

6.0.17.0_ContinuousCompl...

(see page 39)

6.0.16.0_ContinuousCompl...

(see page 39)
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6.0.15.0_ContinuousCompl...

(see page 39)

6.0.14.0_ContinuousCompl...

(see page 39)

6.0.13.0_ContinuousCompl...

(see page 39)
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6.0.12.0_ContinuousCompl...

(see page 39)

6.0.11.0_ContinuousCompl...

(see page 39)

6.0.10.0_ContinuousCompl...

(see page 39)
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6.0.9.0_ContinuousCompli...

(see page 39)

6.0.8.0_ContinuousCompli...

(see page 39)

6.0.7.0_ContinuousCompli...

(see page 39)
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6.0.6.0_ContinuousCompli...

(see page 39)

6.0.5.0_ContinuousCompli...

(see page 39)

6.0.4.0_ContinuousCompli...

(see page 39)
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6.0.3.0_ContinuousCompli...

(see page 39)

6.0.2.0_ContinuousCompli...

(see page 39)

6.0.1.0_ContinuousCompli...

(see page 39)
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6.0.0.0_ContinuousCompli...

(see page 39)

5.3.9_ContinuousComplian...

(see page 39)

5.3.8_ContinuousComplian...

(see page 39)
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5.3.7_ContinuousComplian...

(see page 39)

5.3.6_ContinuousComplian...

(see page 39)

5.3.5_ContinuousComplian...

(see page 39)
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5.3.4_ContinuousComplian...

(see page 39)

5.3.3_ContinuousComplian...

(see page 39)

5.3.2_ContinuousComplian...

(see page 39)
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5.3.1_ContinuousComplian...

(see page 39)
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2 Quick references

« Data masking overview'
+ Installation?
Identifying sensitive data®
+ New features*
+ Fixed issues®

1 https://masking.delphix.com/docs/latest/introduction-to-delphix-masking
2 https://masking.delphix.com/docs/latest/installation

3 https://masking.delphix.com/docs/latest/discovering-your-sensitive-data
4 https://masking.delphix.com/docs/latest/new-features

5 https://masking.delphix.com/docs/latest/fixed-issues
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3 Release notes

This section covers the following topics:

3.1

New features (see page 55)

Fixed issues (see page 83)

Known issues (see page 133)

Deprecated and end-of-life features (see page 147)
Licenses and notices (see page 151)

New features

3.1.1 Release 22.0.0.0

User experience

The user experience has been dramatically improved across all remaining admin sub-pages, including
Users, Logs, About, and Email Notifications. Additionally, a new sub-page for Application Settings has
been introduced, enabling users to conveniently adjust application behavior via the Ul. The
Environments landing page has been upgraded, and the async task is now accessible as a separate
page under Monitor. Moreover, the entire UX has transitioned into a single-page application,
dramatically enhancing Ul performance and user experience. This transition results in smoother
interactions and faster load times, among other improvements.

Automated Sensitive Data Discovery (ASDD) for fixed width files

ASDD was introduced last year, bringing a complete set of sensitive data identification techniques to
structured data and semi-structured files. Previously, ASDD worked with databases, JSON, delimited,
and XML files. It now supports fixed width files as well.

Automated Sensitive Data Discovery (ASDD) improvements

ASDD now comes with a major time-saver — profile sets are now tunable with a single assignment
threshold. This allows us to ship the ASDD Standard profile set with a better tuned assignment
threshold that reduces false positives without impacting the default/out-of-the-box, application-wide
assignment threshold for all profile sets. Moreover, users can now fine-tune the ASDD profile sets
that are created easier.

GCP Secrets Manager support for PostgresSQL

Increasingly, organizations are looking to connect to their databases various secret manager
solutions. With this release, support has been added for using GCP Secrets Manager with Continuous
Compliance connectors to Postgres databases.

SAP Accelerator

Introducing a new method to provide secure password properties. Removed the engine command

to reduce redundancy.
YugabyteDB
YugabyteDB is now supported. This is certified with the existing PostgreSQL connector.
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3.1.2 Release 21.0.0.0

Automated Sensitive Data Discovery (ASDD) for XML files

ASDD was introduced last year, bringing a much more complete set of sensitive data identification
techniques to structured data and semi-structured files. Previously, ASDD worked with databases,
JSON, and delimited files. Now ASDD also supports XML files.

New profiling jobs use ASDD by default

When creating a new profiling job on an ASDD supported data source, the ASDD Standard (see page
501) profile set will be select by default.

AWS S3 connector Ul

AWS S3 connectors can now be created in the Ul, in addition to the API. This connector allows you to
connect to S3 buckets and mask supported file types.

Improved user experience

This release introduces completely overhauled Environments Jobs and Connectors pages. These
improvements include easy to use wizards for both connectors and jobs, as well as new grid views.

3.1.3 Release 20.0.0.0

Automated Sensitive Data Discovery for JSON and delimited files

Automated Sensitive Data Discovery (ASDD) was introduced last year, bringing a more complete set
of sensitive data identification to structured data. This has now been expanded to operate against
JSON and delimited files.

File masking in S3 buckets

Increasingly, organizations store sensitive application data in object storage buckets. To ensure that
these buckets can be masked alongside other application data, connecting directly to S3 buckets and
masking supported file types is now available.

Improved user experience

The Add and Edit Ruleset pages in the Environments page have been updated.

3.1.4 Release 19.0.0.0

Character Replacement Algorithm Framework

This framework allows for the creation of rules to replace specific characters in a string with other
characters. As an example, you can use this framework to remove inconsistent punctuation in data to
maintain referential integrity across data sources.

3.1.5 Release 18.0.0.0

New String Chaining Framework

Introducing a new framework, StringAlgorithmChain, designed to make it easier to build chained
algorithms for String types. This framework allows for combining various algorithms to produce a
specific output. A scenario where this would be helpful is if an instance of the Data Cleansing
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framework should be used before another masking algorithm, or if highly unique data needs to be
normalized or formatted before or after masking with any type of algorithm.

Expanded Classifiers

Automated Sensitive Data Discovery has been expanded to add data discovery for medical codes
(CPT, ICD-9, ICD-10), IBAN TYPE & PATH classifiers, swift codes and bank account routing numbers.
Further, we've added a type classifier for license plates.

Expanded algorithms

New masking algorithms have been added for swift codes and bank account routing numbers.

Ul improvements

Continued improvement on the user interface, upgrading the monitoring functionality in this release.
Certifications

Certified SAP HANA SPS 07.

3.1.6 Release 17.0.0.0

Password Vault support for MariaDB/MySQL

Supported password vault platforms may now be used to authenticate the connections to MariaDB
and MySQL databases.

Email algorithm enhancement to include ExtendedEmail plugin capabilities

The Email algorithm framework has been updated to allow the chaining of existing first name and
last name algorithms, expanding on the current Email algorithm capabilities. Options to remove
accent characters, specify error handling actions, and preserve original domains are also added, all to
facilitate the creation of a realistic masked email value. More details can be found in the Email
(algorithm frameworks)® page.

Continuous Compliance user experience improvements

The Continuous Compliance user experience overhaul continues with an update to the Environments
Rule Set page in the UL.

New Classifiers

In Automated Sensitive Data Discovery (ASDD), classifiers are used to identify different types of data.
New classifiers have been added for gender, sexual orientation, house number, marital status,
language, ethnicity, blood type, prescription drugs, companies, job titles, and department.

New Secure Lookup algorithms

To pair with the new classifiers, new Secure Lookup algorithms have been added for marital status,
language, ethnicity, blood type, prescription drugs, job titles, and department.

3.1.7 Release 16.0.0.0

New Multi-Column Conditional Algorithm Framework

A new algorithm framework has been added that allows users to conditionally mask a column. This is
an extremely handy new capability that will eliminate scripting or custom plug-ins that were required
to satisfy conditional masking use cases in the past.

6 https://masking.delphix.com/docs/latest/email-algorithm-frameworks
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FTPS support for Mainframe data sets

Users masking files on the Mainframe can now establish direct connections using the built-in FTPS
protocol support on the Mainframe.

Automated index, constraint, and trigger control for Db2 iSeries

Users masking Db2 iSeries databases can now take advantage of our automated support for
managing indexes, constraints, and triggers that are impacted by masked columns. This eliminates
custom pre and post scripting that has otherwise been required.

Automated constraint and trigger control for Db2 z/0S

Users masking Db2 z/0S databases can now take advantage of our automated support for managing
constraints and triggers that are impacted by masked columns. This eliminates some of the custom
pre and post scripting that has otherwise been required. Index automation is not available for Db2 z/
0S.

Additional classifiers and algorithms

Additional classifiers, domains, and algorithms have been added to allow users an easier experience
finding and masking age and location data.

Password vault for SAP ASE

Supported password vaults may now be used with SAP ASE (Sybase) databases.

Updated user experience

Continued overhauls of the user interface have been implemented to provide better utility, scalability,
and stability. In this release, the Inventory page for XML and Mainframe file formats has been
updated.

Redeploy Support (Repave)

Continuous Compliance Engines may now be disconnected from their storage and redeployed,
maintaining the previous configuration and data. Redeployment support only works with the same
Delphix Engine version.

3.1.8 Release 15.0.0.0

Document type masking support for Delimited File Fields (JSON and XML)

Increasingly, XML and JSON data are stored in delimited file fields, often as the result of exporting a
database table to a delimited file. Now, these fields can be assigned an appropriate file format so fine
grained masking of XML or JSON can be performed.

Masking Ul Revamp - Inventory screens for databases and JSON

This release introduces completely overhauled database and JSON inventory pages, showcasing a
range of user-friendly improvements. These improvements include filtering, sorting, column resizing,
and overall performance optimizations. For those using databases and working with JSON data, this
upgrade is a must-have.

Improved auditing of cascading deletes

In some cases, deleting an object (e.g., a Connector) results in a cascading deletion of dependent
objects (e.g., rule sets, jobs). Previously the audit log only recorded the initial object deletion. Now,
the audit log will also record an entry for all other deleted objects.
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3.1.9 Release 14.0.0.0

Updated Classifiers

A new tranche of classifiers has been added to discover additional sensitive data. These new
classifiers include elements like medical record number, full name, age, and IP address. Several
existing classifiers have been improved to better discover sensitive information, including credit card
numbers and bank account numbers.

Data Discovery and Authentication Support

Automated Sensitive Data Discovery now supports OAuth for Salesforce or Kerberos for Oracle
Database, Microsoft SQL Server, and SAP ASE.

FTP Support for Mainframe MVS Storage

The Compliance Engine now offers enhanced functionality with FTP support, enabling direct access
to the mainframe MVS storage environment.

Updated IBM Db2 LUW Connector

The connector will now provide more automated control of indexes, constraints, and triggers as well
as deliver automated identity column support. This will automatically upgrade and allow you to
choose these features.

IBM Db2 LUW, iSeries and z/0OS Temporary Identity Column Support The connector will now created
an identity column and index for Db2 tables where none exists. These will be removed and the table
returned to it's original state after masking concludes.

Password Vault for IBM DB2 on LUW, iSeries and z/0S

Supported password vaults may now be used with DB2 databases on LUW, iSeries, and z/0S
systems.

Updated User Experience

The process of overhauling the user interface to provide you better utility, scalability, and stability
continues. In this release, the inventory page has been updated for fixed-length and delimited file
types, as well as the file format settings page.

ESXi 8.0 U1

Continuous Compliance may now be run on VMware ESXi 8.0 U1.

The product’s REST API schema specification has been upgraded from Swagger 2.0 to OpenAPI
3.0.1. This may impact API consumers in different ways, depending on what tools are used to
access the API. The short summary is: unless your API client is dynamically generating API
access classes (aka. stubs), you should not notice any disruption.

Usage that will see limited or no Impact:

Using Curl / HttpRequest / other Third party HTTP libraries

These tools do not consume the REST API schema. The only known, observable difference regards
the error response returned when a request is sent with an empty body (when body content is
required). Valid API usage should never encounter this error.
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Using Swagger 2.0 static stubs

API client stub methods generated previously from an APl schema taken from earlier product
versions should continue to function normally. The REST API version used to construct the API stubs
should be specified in the request path to maintain compatibility; this a general requirement for API
compatibility not resulting from this change.

Usage that will see significant impact:

Generating API client stubs

This approach dynamically generates API client access classes using the REST API's swagger
schema specification. These classes are sometimes referred to as client-stubs. Third-party libraries
like swagger-codegen or openapi-generator can be used to generate API helper classes. To
continue with dynamic client generation, the third-party library in use will need to be upgraded to a
version compatible with the OpenAPI 3 schema format.

+ After the library upgrade, the auto-generated OpenAPI 3 client stubs will likely differ from the
Swagger 2 specification’s client stubs, requiring updates to any code that consumes the stub
classes. These changes include the following, though other variations may exist that were not
encountered during testing:

+ Change in default date-time libraries (can be configured through generator library
arguments).

+ Change in the order of request parameters and request body within the method
arguments of stubs classes.

+ Change in getter functions of boolean variables (ex: variable-“valid” getter function in
2.0 specificationis getValid() ,whereasin3.0itis isvalid() ).

3.1.10 Release 13.0.0.0

Password Vault Support for Microsoft SQL Server

In this release, the SQL Server connector joins the growing list of connectors that support credential
management systems.

SQL Server

SQL Server 2022 is now supported.

Microsoft Azure SQL Data Warehouse

Azure SQL Data Warehouse is now supported.

Updated User Experience

The Roles page has been updated, with a number of handy templates now provided as well.

3.1.11 Release 12.0.0.0

ASDD extended drivers

Extended drivers allow you to provide your driver with additional data sources. Automated Sensitive
Data Discovery, which aims to identify common sensitive and personally identifiable data elements,
now works with these sources.
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« Password vault support for Oracle
You can now leverage supported password vaults to manage credentials for Oracle databases.

3.1.12 Release 11.0.0.0

+ IBAN discovery and masking
Supports automatically discovering and masking International Bank Account Numbers.

+ New US driver's license classifier
Supports automatically discovering and masking US Driver's Licenses.
Oracle source sizing
Measures the size of connected Oracle databases. This information will be available via a new
utilization PDF report, as well as through the GET /billing-usage API.
New features for the Postgres connector
The connector will now provide more automated control of indexes, constraints, and triggers. This
will automatically upgrade and allow you to choose these features.
User-controlled automated sensitive data discovery (ASDD) set upgrade
With the 11.0 release, Delphix will begin shipping the standard ASDD discovery set independent of
Continuous Compliance. You can use a new APl endpoint to control when to adopt new ASDD
discovery sets. This will allow you to upgrade to newer releases of the software without impacting
existing workflows, as well as easily creating and distributing your own classifier sets.

3.1.13 Release 10.0.0.0

+ Password vault support for PostgreSQL connections
This release adds HashiCorp Vault and CyberArk support for storing and accessing secrets, keys, and
certificates necessary for PostgreSQL operations.

+ More automated sensitive data discovery classifiers
Classifiers improve our ability to automatically discover sensitive information and accurately
recommend masking algorithms. This update adds classifiers for identifying Credit Cards, Addresses,
Telephone numbers, US Passports, US SSNs, and Bank accounts. With ASDD Classifiers,
organizations can easily mask new data sources for downstream teams to start working with
compliant data quickly.

+ Classifiers user interface
This update adds a new user interface for the Automated Sensitive Data Discovery classifiers
introduced in 9. Previously, classifier definitions were only accessible via the API.

+ Enhanced document type support for JSON and XML
This update expands our support for the JSON and XML Document types. Applying the multi-column
algorithms to JSON and XML structures is now possible. Further, it is now possible to mask JSON
and XML structures stored in BLOBs.

+ CbData license upload
Our partnership with CData allows customers to purchase and use CData JDBC drivers from Delphix
to connect to additional data sources with Continuous Compliance. This release enables users to
install the required license files on their engines. Customers download the CData drivers directly from
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CData but download the corresponding license files for these drivers from Delphix. Consult your
account representative for purchasing and using a specific CData driver.

3.1.14 Release 9.0.0.0

New Automated Sensitive Data Discovery (ASDD) profiler implementation

The new ASDD profiler has been introduced with a number of new features (see page 502), including
new data-level profiling logic and improved database sampling capabilities. A new profile set, ASDD
Standard (see page 501) has been added that leverages the new implementation.

Ul Updates: Audit and Classifiers

Audit: This page allows for a quick review of historical user activity with global audit logs, to help
ensure compliance. Updated for speed and ease-of-use, with significantly better filtering, searching,
and performance.

Classifiers: This section of the Settings page contains a list of Classifiers with relevant information
and actions. The Profiler can be customized for domain and data level (name, column metadata, data
value) using standard regex expressions. Improved performance, data level inspection, and accuracy
for matching data types (using data classifiers).

3.1.15 Release 8.0.0.0

Improved JSON document store performance

Upon upgrade, JSON Document Store masking is significantly faster. For more information, visit
Document Store Type Masking (see page 0).

This release contains bug fixes for the Continuous Compliance Engine.

3.1.16 Release 7.0.0.0

JSON and XML: tokenization/re-identification and chained algorithms

Easily leverage tokenization/re-identification algorithms and chained algorithms with JSON and XML
data. Data tokenization/re-identification provides reversible data anonymization to protect data in
non-prod environments. Chain algorithms enable complex multistep algorithms to be run on separate
values, such as Full Name algorithms.

3.1.17 Release 6.0.17

JSON; XML field masking

This release introduces the ability to mask JSON; XML objects nested in string/text fields, allowing
Continuous Compliance to be maintained for semi-structured JSON &amp;amp; XML data in non-
production environments. With this, the Continuous Compliance library can be leveraged, or
customized algorithms can be created to meet required data schemas.

Microsoft Intelligent Data Platform Integration (Azure Data Factory; Azure Synapse Pipelines)
Accelerate data compliance using Microsoft Intelligent Data Platform’s ETL tools with Delphix
Continuous Compliance. This allows users to quickly mask data while moving between 100+ Azure
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Synapse Analytics and Azure Data Factory connections. Quickly identify sensitive data in ETL
pipelines and mask using Delphix algorithms.

+ Containerized masking
This feature allows users to efficiently spin up and tear down Continuous Compliance containers.
Easily orchestrate scaling out Continuous Compliance using a container orchestrator, allowing for
quick parallelized masking jobs in the self-managed container cluster to multiple instances.

+ Hyperscale Compliance masking job sync
Introducing fast migration for masking jobs from existing Continuous Compliance Engines to the
Hyperscale Compliance Orchestrator. This accelerates the masking of massive Oracle databases for
compliance and greatly improves masking speed for databases with billions of rows containing PlII,
PHI, or sensitive data fields.

3.1.18 Release 6.0.16.0

+ Strict content security policy
This release adds a new application setting group that drives strict content security policy. Content
Security Policy (CSP) is an added layer of security that helps to detect and mitigate certain types of
attacks. Including (but not limited to) Cross Site Scripting (XSS), and data injection attacks.

3.1.19 Release 6.0.15.0

+ JSON file masking
This update introduces support for JSON File Masking, a popular human-readable data exchange
format. Teams can leverage Delphix's existing library of pre-built algorithms to mask sensitive
information. For more information, see JSON File Masking.”

+ Segmented mapping algorithm V2
This update enhances the Segmented Mapping Algorithm for improved performance, extensibility,
security, and portability. It produces new masking results from the legacy algorithm. Segmented
Mapping allows a user to create unique masked values by dividing data into segments that are
masked piecewise. For more information, see Segmented Mapping. (see page 860)

* Numeric expression algorithm
This new algorithm enables formula transformations to values, so that teams can run common math
operators to scale or shift numbers.

+ New API endpoints
This release introduced a new API Support Bundle Generation endpoint:

The new API endpoint is:

Group Endpoints Description

supportBundle POST /support-bundle Generates support bundle

7 https://delphixdocs.atlassian.net/wiki/spaces/CC/pages/8456938
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For more information, see API for generating support bundle. (see page 905)

3.1.20 Release 6.0.14.0

Certifications
+ SAP HANA 2.0 SP 05
« CockroachDB

* VMware ESXi 7.0 U3c

+ Data cleansing
The Data Cleansing algorithm has been updated to standardize spellings, misspellings, and convert
abbreviations. Algorithm based data cleansing eliminates slow and manual processes prior to
masking the data. For more information, see Data Cleansing. (see page 832)

+  Min Max
The MinMax Number and MinMax Date algorithms have been updated for normalizing outlier data in
a table column by masking numbers and dates that could give context of records based on values.

+ Continuous Compliance Ul improvements

+ Monitoring interface now details which job step is currently underway
+ Improved Continuous Compliance job management for intermediate steps
+ Redesigned Execution Monitor interface

« For more information, see Monitoring Masking Job. (see page 486)

+ “Optional” columns for multi-column algorithms
The Multi-column algorithm now allows for some fields to be marked as optional for more run-time
flexibility. Concurrent Continuous Compliance operations can now occur using multiple data columns
in a single operation. For more information, see Using Multi-Column Algorithms. (see page 961)

+ Automated sensitive data discovery
A new default profile set is being implemented to improve the accuracy and speed of column level
profiling. 40 new profile expressions utilizing type constraints are introduced for domain and
algorithm assignment to help reduce false positives associated with data type mismatches during
inspection. The default profiler set upgrade has no change or impact on existing users.

+ New API endpoints
This release extends the list of APl-endpoints by adding the following task-based progress
monitoring endpoints.
The new API endpoints are :

Group Endpoints Description

monitoring GET /monitor-task get the status of Execution or async
task

monitoring GET /monitor-task/ get the status of Execution or async
task by the id
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3.1.21 Release 6.0.13.0

Certifications

This release adds support for VMware ESX/ESXi 7.0 U3c and DB2 12.0 on z/0S.

New tokenization algorithm

In this release, Delphix introduces a new Tokenization algorithm framework to replace the legacy
Tokenization algorithm. This new Tokenization algorithm framework includes additional
configuration options for increased security. For more information, see Tokenization (see page 732).
Legacy Tokenization algorithm instances will remain in place and function the same until their
planned EOL in version 6.0.15.0, migration to the new Tokenization algorithm is recommended.
Zip+4 algorithm

A new version of the Zip+4 algorithm is now available that is used for full-length (nine-digit) zip
codes. This new version is built upon the Masking Algorithm SDK and offers the same benefits as
other new algorithms, including greater performance.

Improved masking monitoring

This release improves usability and diagnosability of the Masking Engine by allowing users to search
for past jobs and filter the results based on job type and status. For more information, see the Search
section at Monitoring Masking Job. (see page 486)

New API endpoints

This release extends the list of API-endpoints by adding the following execution logs endpoints.
These API endpoints will return file download ID that can be used to download execution logs under
GET /file-downloads/{fileDownloadld}.

The new API endpoints are :

Group Endpoints Description
executions GET /execution-logs get all execution logs of all jobs.
executions GET /executions/ get a particular execution log by

using execution ID.

execution-component-log GET /execution-component-log get all the execution component

logs of all jobs, execution ID is a
mandatory parameter.

execution-component-log GET /execution-component-log/ | get a particular execution log by

using componentid.

3.1.22 Release 6.0.12.0

New Microsoft SQL Server implementation to disable constraints/triggers and drop indexes
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In this release, Delphix adds default driver support for Microsoft SQL Server database masking
options of Disable Constraints, Drop Indexes, and Disable Triggers as job tasks. These changes apply
to masking, reidentification, and tokenization jobs where enabled.

For details on the usage and known limitations of the Microsoft SQL Server Disable Constraints, Drop
Indexes, and Disable Triggers driver support tasks, see Microsoft SQL Server Built-in Driver Support
Plugin (see page 749). Upon engine upgrade, any existing jobs on built-in Microsoft SQL Server
connectors where these options were selected will be upgraded to these enabled driver support
plugin tasks.

Improved user experience diagnosability

This release improves user experience by ensuring time is displayed in a consistent fashion. It
prevents users from running parallel update threads against incompatible databases and provides
per-job log information. The job monitoring view now displays the total time taken in the
hours:minutes:seconds format.

Free text redaction

This release updates the free text redaction algorithm to the new extensible Algorithm framework to
improve performance and allow chaining of algorithm instances. For more information, see Free Text
Redaction. (see page 841)

Updated secure lookup instances

This release updates the legacy Secure Lookup algorithms to the extensible Secure Lookup
framework. Masked results will remain the same other than whitespace handling.

New API endpoint for define fields

This release extends the list of API-endpoints by adding the following file-field-metadata endpoint to
create field metadata for a file format. This field allows users to add a file field that you want to mask
in a format. After the user uploads a format, all the fields from the uploaded file format are displayed
at the inventory screen.

The new API endpointis :

Group

Endpoints

Description

fileFieldMetadata

POST /file-field-metadata

Creates field metadata for a file
format.

+ Masking whole file

You can now configure the masking engine to mask the complete file and pass the content of that file
as a single input to an algorithm. For more information, see Masking Whole File. (see page 495)

+ Character mapping algorithm support for tokenization/reidentification jobs
The character mapping algorithm can now be used for tokenization and reidentification jobs.

3.1.23 Release 6.0.11.0

 Certifications

This release adds support for Oracle database 21c.
+ General Ul for extended algorithms
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In this release, Delphix continues to improve the experience of creating and using new extended
algorithms. These algorithms may include configuration information stored in JSON format. The
configurations are now editable via the Ul. For more information, see General Ul for Extended
Algorithms. (see page 738)

OAuth2 API support

The Virtualization and Masking engine APIs are now accessible via OAuth2 tokens that improve
Delphix's security offerings. For more information, see Configuring OAuth2 Authentication for API
Access.8

New Oracle optimizations to disable constraints/triggers and drop indexes

In this release, Delphix has re-implemented the Oracle database masking options of Disable
Constraints, Drop Indexes, and Disable Triggers as job tasks, using the Driver Support Plugin
Framework (see page 746), improving both functionality and performance. These optimizations apply to
masking, reidentification, and tokenization jobs where these tasks are enabled.

For details on the optimizations, usage, and known limitations of the Oracle Disable Constraints, Drop
Indexes, and Disable Triggers driver support tasks, see Oracle Built-in Driver Support Plugin (see page
748). Upon engine upgrade, any existing jobs on built-in Oracle connectors where these options were
selected will be upgraded to these enabled driver support plugin tasks.

New export secure lookup values API

This release extends the list of API-endpoints by adding a new API for exporting the values from a
secure lookup algorithm instance.

The new API endpoint is:

Group Endpoints Description
algorithm POST /algorithms/ Export lookup values form secure lookup
algorithm.

For more information, see Secure Lookup - Exporting Secure Lookup Values via API (see page 721).
New copy ruleset API

This release extends the list of API-endpoints by adding three new APIs for copying rulesets under
databaseRuleset, fileRuleset, and mainframeDatasetRuleset.

The new API endpoints are :

Group

Endpoints

Description

databaseRuleset

PUT /database-rulesets/

Copy ruleset objects in the same
database environment.

fileRuleset

PUT /file-rulesets/

file environment.

Copy ruleset objects in the same

8 https://delphixdocs.atlassian.net/wiki/spaces/CD/pages/6295763/
Configuring+0Auth2+authentication+for+API+access
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Group Endpoints Description
mainframeDatasetRuleset PUT /mainframe-dataset- Copy ruleset objects in the same
rulesets/ dataset environment.

New binary lookup algorithm

This release introduces a new binary lookup algorithm framework in the masking extensibility SDK
that supports advanced features such as algorithm chaining. Legacy binary lookup algorithm
instances will be automatically and seamlessly migrated to the new binary lookup framework when
you upgrade the masking engine. For more information, see Binary Lookup (see page 666).

Ul/UX enhancements

This release introduces substantial improvements to the user interface that gives a new look and feel
to the masking engine.

3.1.24 Release 6.0.10.0

Masking Salesforce data

There has been an increasing demand for an easy way to manage and utilize the highly sensitive data
stored in Salesforce. With this new Select Connector offering, sensitive data discovery and masking
algorithm assignment is automatically handled for the Salesforce default schema; this is not only
unique in the market, but also the first time Delphix is delivering this solution as an addition to its
product suite. This is the top compliance solution for Salesforce on the market and provides a
dramatically simpler deployment option to manage and secure this business-critical data. For more
information, see Application Solutions documentation.®

New mapping algorithm

A more powerful and faster mapping algorithm is now available. This allows running the same
mapping algorithm across multiple jobs and across multiple engines. Running the same mapping
algorithm across multiple engines requires a compatible external database. New APIs now support
migrating mappings from existing mapping algorithms to the new mapping algorithms.

Algorithm replacement APls

APIs are now being introduced to list and replace algorithms.

Group Endpoints Description

algorithm GET /algorithms/ Retrieves all usage of the algorithm specified
in the request path.

algorithm PUT /algorithms/ Updates all usage of the algorithm specified in
the request path to use the new algorithm
name supplied as a query parameter.

For more information, see Managing Algorithm Usage (see page 823).

9 https://ecosystem.delphix.com/docs
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Group Endpoints Description

algorithm GET /algorithms/migration Returns a list of result objects describing
each possible migration. One object is
returned for every algorithm on the engine
that can be migrated.

algorithm POST /algorithms/ Creates a new algorithm named
newAlgorithmName (from the API query
parameters), by migrating from the algorithm
named in the query path.

For more information, see Migrating algorithms (see page 827).

New phone masking algorithm

A new masking algorithm for the phone number framework for US and international numbers is now
available. Migration from the old phone masking algorithm to the new one is required. For more
information on transition, see Delphix Community Post°.

New custom SQL API

In this release, Delphix has extended the list of APl-endpoints by adding a new table-metadata
endpoint for generating custom SQL for the given tableMetadatald.

The API endpoint is :

Group Endpoints Description

tableMetadata GET /table-metadata/ Generates a custom SQL.

3.1.25 Release 6.0.9.0

Masking SDK driver support plugins

The Masking SDK functionality is extended with the ability to develop a new kind of plugin, called
driver support plugins. These allow the execution of developer-defined tasks as part of a masking job.
Masking SFTP connector is extended with a new flag UserDirlsRoot

Delphix introduces a new flag, setting whether the SFTP Connector configured Path is relative or
absolute.

New Email framework

Delphix introduces a new Email Framework along with two default algorithm instances. This
functionality allows for more customization in masking email addresses.

New copy environment API

In this release, Delphix has extended the list of APl-endpoints by adding a new API for copying
environments.

10 https://community.delphix.com/blogs/michael-torok/2021/08/12/delphix-end-of-life-notice-legacy-masking-algorith
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The API endpoint is :

Group Endpoints Description

environment POST /environments/ Copy environment objects in the

same or a different application

3.1.26 Release 6.0.8.0

New name and full name frameworks

Delphix introduces new Name and Full Name Frameworks, as well as their default algorithms
instances. That functionality adds flexibility and more sophisticated ways for name masking.
Masking SDK multiple plugins capacity

Masking SDK functionality is extended with an option of loading multiple plugins and chaining
extensible algorithms based on different plugins. The dlpx-core plugin is uploaded by default.

New regex decompose algorithm chaining framework

Delphix introduces the Regex Decompose extensible algorithm framework, which allows the
capability to build new algorithms from a combination of predefined actions and existing algorithms.
Enclosure escape character support for delimited file masking

In this release, Delphix has added escape character support for delimited file masking. Specifically
the following were added:

+ Enclosure escaping strategy: The user can configure the enclosure escape character from
the UI/API to escape the enclosure. To configure the enclosure escape character from the Ul,
the user must select the "Enclosure Escaping Strategy" dropdown value as per the below
options on the edit Rule Set popup window.

i. Double Enclosure: Double enclosure option will set the escape character value same
as enclosure value.
ii. Custom: By selecting custom option, the user can specify any single character as an
enclosure escape character, except the "escape sequences" and "control characters".
Escape "Enclosure Escape Character”
The user can escape the "enclosure escape character" itself by clicking on the Escape "Enclosure
Escape Character" checkbox on the edit RuleSet popup window.
For more detailed information, see Managing rule sets (see page 384).

3.1.27 Release 6.0.7.0

New date masking frameworks

Delphix introduces new date masking frameworks, which includes date replacement, date shift, and
multi-column dates. These new frameworks obviate the need for many of the custom date algorithms
that were required in the past. Delphix also introduces new default implementations of common date-
masking functionality. The new date masking frameworks are briefly described below.

+ Date Replacement: Selects a replacement value from a configurable date range.
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+ Date Shift: Produces a replacement value by randomly shifting the input date by a
configurable increment range.

+ Multi-column Date: Masks date values that have a dependency, such as admission and
discharge date using the same algorithm as Date Shift. This allows masking of both the initial
date and the difference between the dates.

New credit card masking algorithms

Delphix introduces a robust payment-card masking framework, as well as a default algorithm
implementation for credit card data. The legacy credit card algorithm (that produced random values)
is being replaced by the new default instance, which provides consistent masking results, a unique
output for every valid input, always changes a valid input value, and preserves all non-digit portions of
the input value.

Masking Engine changes for users and groups

This enhancement adds stronger on-Masking Engine safeguards to the Users and Groups experience
delivered in Central Management ,in which the access to a Masking Engine’s objects is determined by
assigning authorization via global access groups. Specifically, when an engine opts into the global
model, it relinquishes local control of object access. With this, the local enforcement of global
(Central Management) settings is strengthened by deactivating local object access in the Ul, thus
ensuring the local values will not be overridden via frequent, periodic scans from Central
Management.

New forgot and reset password APIs

In this release, Delphix has extended the list of APl-endpoints by adding two new API's related to the
existing Forgot and Reset password feature for a user, which was available via GUI only till now.

The two new sets of API endpoints are :

Group Endpoints Description
user POST /users/forgot-password | Send reset password mail to
the user

POST /users/reset-password Reset new password for the
user

The forgot-password API will generate and send a password reset link to the registered email id of
the user, for which the password has to be reset.
The reset-password API will use the token sent via the password reset link, to set the new password.
Control character support for delimited file masking
In this release, Delphix has added the control character support for delimited file masking.
Specifically the following were added:
a. Control character as a delimiter: The user can specify a control character as the delimiter
from UI/API.
b. Control character as an end of record: The user can specify a control character as the end of
record from UI/API.
c. Control character as a value: Delimited files containing values with control characters are
now supported.
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Date-Time format change for the APl response
In this release, the date-time format for API responses is changed
From: yyyy-MM-dd'T'HH:mm:ss.SSSZ e.g. 2027-03-17T17:35:39.352+0000
To: yyyy-MM-dd' T'HH:mm:ss.SSSXXX e.g. 2027-03-17T17: 35:39.352+00:00.
The API endpoints below will be affected by this change:

GET /system-information

GET /plugin

GET /profile-jobs

GET /profile-sets

GET /execution-events

GET /async-tasks

GET /audit-logs

GET /algorithms in algorithm extension object

GET /execution-components

GET /jdbc-drivers

GET /masking-jobs

GET /reidentification-jobs

GET /tokenization-jobs

3.1.28 Release 6.0.6.0

Certifications

This release adds support for DB2 iSeries v7.4.

Multi-column algorithm

In this release, Delphix has introduced a Multi-Column Extensible Algorithm mechanism, which allows
masking multiple columns of the same table conditional to their values (or using any other logic
needed by the customer). To use the Multi-Column Algorithm Framework, users first create an
algorithm via the Masking SDK and then install their algorithm on a Masking Engine via the Extensible
Algorithm Plugin interface.

Latest API version

The latest masking API version supported on the engine will be included in the GET /system-

information APIresponse.

Custom database connection properties

There is now a way to specify custom connection properties for all of our database connector types
by uploading a properties file. For more information, see Database Connection Properties (see page
342).

3.1.29 Release 6.0.5.0

Certifications
This release adds support for the following certificates:
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+ MySQL 8

+ Postgres SQL 12

+ DB2LUW11.5

+ Oracle Database Cloud Services on Virtual Machines
+ Oracle Database Cloud Services on Bare Metal

+ Google Cloud SQL for PostgreSQL

+ Google Cloud SQL for MySQL

+ Google Cloud SQL for SQL Server

+ Character mapping algorithm
Delphix is introducing a replacement for the Segment Mapping Algorithm, the Character Mapping
Algorithm. The new Character Mapping Algorithm is built using the recently released algorithm SDK,
and in most common configurations this new algorithm will be faster and require less memory than
the existing segment mapping algorithm. In addition, this new version does not have a length
limitation for the input string and can handle non-ASCII characters.

+ Default API version
Introducing the ability to specify the Masking API version to be used when the version is omitted from
the base path of the Masking API request's URL.

+ New API version
To reflect the API improvements mentioned above, the API version increased to 5.1.5 in this release.
For a complete listing of version 5.1.5, see Masking API Client (see page 803).

3.1.30 Release 6.0.4.0

+ Certifications
This release adds support for SQL Server 2017 and 2019.

+ Masking job memory improvements
Memory management has been dramatically improved. Not only can jobs run with less memory, but
the Masking Engine will also now ensure that jobs can only run if enough memory is available and
that the engine cannot run out of memory.
Along with these changes, there are two new execution statuses: CANCELLED and QUEUED .

+ Extensible connector permissions change
The first iteration of the Masking Extensible Connectors, supporting the ability to upload and use
JDBC drivers, required that the permissions for each driver be enumerated at install time. Delphix has
now replaced this mechanism with a fixed security policy blocking only the most dangerous
permissions (specifically those that could inflict harm to the Masking Engine), removing the need for
user management of permissions. It remains the case that the engine administrator must ensure that
only trusted JDBC driver software is installed.

+ File masking performance
The performance of file masking has been significantly improved.

+ Builtin extensible secure lookup framework
Delphix has added a builtin, configurable Secure Lookup Algorithm Framework, based on the
Extensible Algorithms feature (introduced in 6.0.3.0 release).
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This framework provides better performance and new features when compared with the Legacy
Secure Lookup Algorithms.

It allows configuring the case sensitivity of input values (true/false), and the case configuration of the
output values:

Preserve Lookup File Case // i.e. as found in Lookup File Preserve Input
Case // i.e. preserve case of input value - UpperCase /
LowerCase / Mixed Force all Lowercase // forces output to

LowerCase Force all Uppercase // forces output to UpperCase

The algorithm instance (based on the new Secure Lookup Algorithm Framework) might be managed
via the existing Algorithm API, similar to any other plugin algorithm. The GUI has been changed for
configuring/editing Secure Lookup Algorithm. For more information, see Secure Lookup Algorithm
Framework (see page 721).

Job scheduler removed

As of this release, we have removed the Job Scheduler feature. The introduction of Masking's REST
API several releases ago allowed customers to schedule job executions using their preferred job
scheduler. As a result, the integrated scheduler is seldom used.

Free text redaction algorithm

The redaction strategies used in a free text redaction algorithm have been renamed to "Allowlist" and
"Denylist".

New API version

To reflect the APl improvements mentioned above, the API version increased to 5.1.4 in this release.
For a complete listing of version 5.1.4, see Masking API Client (see page 803).

3.1.31 Release 6.0.3.0

Extensible algorithms

We introduced a new, radically simpler, method to create new masking algorithms. With the new
framework, Delphix partners and customers can create and share new algorithms.

Extensible algorithms and their related algorithm plugins can be managed through the following APIs:

Group Endpoints Description
plugin GET /plugin Get all plugins
POST /plugin Install plugin
DELETE /plugin/ Delete plugin
GET /plugin/ Get plugin detail by pluginid
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Group Endpoints Description

PUT /plugin/ Update plugin

Existing algorithm APl is extended with the following endpoints:

Group Endpoints Description

algorithm GET /algorithm/frameworks Get all algorithm frameworks

GET /algorithm/frameworks/id/ Get algorithm framework by
frameworkld

Ul-based environment sync

Over the past several releases Delphix has introduced and refined the ability to synchronize objects
between Masking Engines via the API. In 6.0.3, Delphix now supports importing and exporting
environments via the Ul.

Note: In this release, the deprecated XML import/export functionality has been removed. If you used
the XML import/export feature in previous releases, you'll find the new Sync Environment feature to
be a more robust and complete solution with complete API support in addition to being available in
the UL

New SQL Server JDBC driver

The product switched from the jTDS JDBC driver to Microsoft's official open-source JDBC driver. This
was done to obtain improved support for recent versions of SQL Server.

All SQL Server basic connectors will be converted transparently. If you used a SQL Server Advanced
connector or a Generic connector using the jTDS driver, you will need to manually convert your JDBC
URL to the Microsoft JDBC driver's format. To perform this conversion, see the references for the
jTDS parameters'! and the Microsoft JDBC parameters'2. Delphix Customer Support's upgrade
validation checks will detect any SQL Server Advanced connectors and Generic connectors using the
jTDS driver in your installation and they will notify you of the need to manually convert those
connectors.

AzureSQL managed databases

This release is certified to be compatible with the following Azure SQL Managed Databases:

+ Azure Database for PostgreSQL service
+ Azure Database for MySQL service
+ Azure Database for MariaDB service
+ Azure Database for SQL
Note: You must enable support for non-TLS connections.

+ File masking performance

11 http://jtds.sourceforge.net/faq.html
12 https://docs.microsoft.com/en-us/sql/connect/jdbc/building-the-connection-url?view=sql-server-ver15
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This release contains significant performance improvements for delimited and XML file masking.

New API version

To reflect the APl improvements mentioned above, the API version increased to 5.1.3 in this release.
For a complete listing of version 5.1.3, see Masking API Client (see page 803).

3.1.32 Release 6.0.2.0

Certifications

This release adds support for Oracle 19c.
Mainframe data set improvements for masking
This release delivers multiple quality-of-experience enhancements around mainframe masking

workflows:

+ Mainframe masking performance: Anyone masking mainframe data sets may see a large

improvement in performance.

+ Engine sync support for mainframe: The Sync APIs and workflows now support mainframe
objects: connectors, rule sets, jobs, and formats.

+ Mainframe data set record type APIs: This enhancement builds upon the recent release of
Record Type APIs to include mainframe support. You will now be able to manage Mainframe
data set record types via REST API, including redefine conditions. When masking a mainframe
data set, the Masking Engine uses a mainframe data set format to interpret the data set's
contents. A mainframe data set format has one default record type "All Record". If a
mainframe data set format contains redefined fields, each redefined and redefines field will
have a corresponding record type that holds the redefined condition for the redefined and

redefines fields. Specifically, the following APIs were added:

Group

Endpoints

Description

mainframeDatasetRecordTy
pe

GET /mainframe-dataset-
record-types

Get all Mainframe Dataset
record type

GET /mainframe-dataset-
record-types/

Get Mainframe Dataset
record type by ID

PUT /mainframe-dataset-
record-types/

Update Mainframe Dataset
record type by ID

For more information on redefine conditions, see Managing a mainframe inventory (see page 428).

JDBC to delimited files support

On-the-fly masking jobs with a JDBC source and delimited file target are now supported. This is
targeted at users with data lake applications. This is targeted at users with data lake applications
who wish to extract unmasked data using a JDBC connection and insert masked data back using a

bulk file load mechanism.

Environment sync support for masking
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With this release, an entire environment is now syncable with a single operation via the Sync REST
APIs. Previously, Sync users would have to export/import objects on an individual basis, the process
now is far more streamlined. Note: Environment Sync APlIs are the preferred way of handling
environment export/import versus XML-based transfer.

New API version

To reflect the APl improvements mentioned above, the API version increased to 5.1.2 in this release.
For a complete listing of version 5.1.2, see Masking API Client (see page 803).

3.1.33 Release 6.0.1.0

Extended connectors

Extended connectors is a new feature that allows you to upload additional JDBC Drivers to the
Continuous Compliance engine. This enables masking data sources that are not natively supported
by Continuous Compliance. For more information, see Managing Extended Connectors (see page 373).
Sync for tokenization and reidentification jobs

The Sync feature allows you to coordinate the operation of multiple engines. This release adds Sync
support for Tokenization and Reidentification Jobs. For more information on the Sync feature, see
Managing Multiple Engines for Masking (see page 767).

File record type APIs

When masking a delimited or fixed length file, the Masking Engine uses a file format to interpret the
file's contents. Each format has one or more record types. In previous releases, these record types
could only be created and managed through the graphical user interface. This release adds the ability
to also create and manage file record types through the APIs. Specifically, the following APIs were
added:

Group Endpoints Description

recordType GET /record-types Get all record type
POST /record-types Create record type
DELETE /record-types/ Delete record type by ID
GET /record-types/ Get record type by ID

PUT /record-types/

Update record type

recordTypeQualifier

GET /record-type-qualifiers

Get all record type qualifiers

POST /record-type-qualifiers

Create record type qualifier
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Group Endpoints Description
DELETE /record-type- Delete record type qualifier by
qualifiers/ ID

GET /record-type-qualifiers/

Get record type qualifier by ID

PUT /record-type-qualifiers/

Update record type qualifier by
ID

Note that record types are only used for delimited and fixed-length file formats. For more information

on record types, see Adding Record Types for Files (see page 449).

3.1.34 Release 6.0.0.0

Objects names requirements

Delphix 6.0 adds validations for object names that can be created/renamed manually. For more
information, see Naming Requirements (see page 224).
Please note that enforcing these requirements might fail the import, sync, or upgrade from pre-6.0
release. For resolving those failures, see [Knowledge Base Article KBA5096](https://
support.delphix.com/Delphix_Masking_Engine/Object_Naming_Requirements_(KBA5096).

Versioning framework

6.0 marks the release of version 5.1 of the Masking API. For information on how the Masking APl is

versioned, see Masking API Versioning Documentation (see page 903).

New API endpoints

In 6.0 we have expanded the list of APl endpoints to include:

Group

Endpoints

Description

Application

DELETE /applications/

Delete application by ID

Mount Filesystem

GET /mount-filesystem

Get all mounts

POST /mount-filesystem

Create a mount

GET /mount-filesystem/

Get a mount by ID

DELETE /mount-filesystem/

Delete a mount by ID

PUT /mount-filesystem/

Update a mount by ID
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Group Endpoints Description
PUT /mount-filesystem/ Connect a mount by ID
PUT /mount-filesystem/ Disconnect a mount by ID
PUT /mount-filesystem/ Remount a mount by ID

In addition to the new APl endpoints, we have improved existing APl endpoints. These improvements
include:

Addition of the applicationld field to the application model
Replacement of the application field with an applicationld field in the Environment model
Removal of the classification field from the domain model

Addition of the rulesetType field to the Masking, Profiling, Reidentification, and Tokenization
job models.

Addition of mountName in the Connectioninfo of a file connector and a mainframe dataset
connector to use a filesystem mount point.

For more information on Continuous Compliance APIs, see API documentation (see page 803).

+ NFS and CIFS mounts
In previous releases, the Masking Engine has supported masking files via FTP or SFTP. In this
release, we have added the ability for users to directly mount and mask a file system over NFS and
CIFS. This should dramatically simplify the process of file masking. As with other Masking Engine
objects, the Sync feature can be used to coordinate mount objects across multiple engines. For more
information on the mount feature, see Managing Remote Mounts (see page 335).

3.1.35 Release 5.3

+ Synchronizing masking jobs and universal settings across Engines
In 5.2 we introduced the ability to synchronize Masking Algorithms between engines to ensure
consistent masking, regardless of the engine executing the masking. In 5.3 we are expanding the list
of syncable objects to include:

Masking Jobs
Connectors
Rulesets
Domains

File Formats

The sync of objects is possible through improvements to several sync API endpoints, including:

+ GET /syncable-objects[?object_type=
+ POST /export
+ POST /export-async
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+ POST /import

+ POST/import-async
This expansion of syncable objects ensures that users can sync their Masking Jobs and all the objects
necessary for that masking job to execute successfully - regardless of the masking engine it lives on,

allowing for easier scaling of Continuous Compliance across the enterprise. For more information, see
Managing Multiple Masking Engines (see page 767).

+ Support for Kerberized connections
In 5.2.4 we added support for Kerberos for our Oracle Masking Connector. In 5.3 we have expanded
the list of connectors that support Kerberos to:
+ SQL Server
+ Sybase
+ To enable Kerberized connectors your engine must be configured properly and you must
configure your masking Connectors for Kerberos. Kerberos can be enabled by going to the

Advanced mode on Oracle, SQL Server and Sybase. For more information, see Managing
Connectors (see page 342).

Create Connection
Type
Database - Oracle v OBasic @ Advanced
Connection Name Use Kerberos Authentication
Principal Name
Schema Name
ENTER ONLY CAPITAL LETTERS
Password
JDBC URL LEAVE BLANK TO USE KEYTAB
Custom Properties File @ Select...
Test Connection Cancel Save

+ New API endpoints
In 5.2 we released an all-new set of API endpoints allowing for the automation of many masking
workflows. In 5.3, we have expanded this list of APl endpoints around Algorithms, Users, Roles, File
Upload, System Information, Login, Rulesets, and Connector. Below are the net new API endpoints:

Group Endpoints Description

Algorithms POST /algorithms Create algorithm
DELETE /algorithms/ Delete algorithm by name
GET /algorithms/ Get algorithm by name
PUT /algorithms/ Update algorithm by name
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Group Endpoints Description
PUT /algorithms/ Randomize key by name
Users GET /users Get all users
POST /users Create user
DELETE /users/ Delete user by ID
GET /users/ Get user by ID
PUT /users/ Update user by ID
Roles GET /roles Get all roles
POST /roles Create role
DELETE /roles/ Delete role by ID
GET /roles/ Get role by ID
PUT /roles/ Update role by ID
Rulesets PUT /database-rulesets/ Update the rule set’s tables
PUT /database-rulesets/ Refresh the rule set
Connectors POST /database-connectors/ Test a database connector

POST /database-connectors/

test

Test an unsaved database
connector

POST /file-connectors/

Test a file connector

POST /file-connectors/test

Test an unsaved file connector
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Group Endpoints Description

Async Tasks GET /async-tasks Get all asyncTasks
GET /async-tasks/ Get asyncTask by ID
PUT /async-tasks/ Cancel asyncTask by ID

File Upload/Download

DELETE /file-uploads

Delete all file uploads

POST /file-uploads

Upload file

GET /file-downloads/

Download file

System Information

GET /system-information

Get version, etc.

Login/Logout

PUT /logout

User logout

Executions

GET /execution-components

Status for a table, file, or
Mainframe data set

Tokenization Job

GET /tokenization-jobs

Get all tokenization jobs

POST /tokenization-jobs

Create tokenization job

DELETE /tokenization-jobs/

Delete tokenization job by ID

GET /tokenization-jobs/

Get tokenization job by ID

PUT /tokenization-jobs/

Update tokenization job by ID

Re-identification Job

GET /reidentification-jobs

Get all re-identification jobs

POST /reidentification-jobs

Create re-identification job

DELETE /reidentification-jobs/

Delete re-identification job by
ID
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Group Endpoints Description
GET /reidentification-jobs/ Get re-identification job by ID
PUT /reidentification-jobs/ Update re-identification job by
ID
Database Rulesets PUT Update Database Ruleset by ID

In addition to the net new API endpoints, we have improved pre-existing APl endpoints. Some of the
improvements include:

Addition of DB2 iSeries and Mainframe to connector endpoints.

Addition of Kerberos configuration on Oracle, SQL Server, and Sybase connectors
Ability to have ruleset refresh drop tables

Support for XML file types

Addition of dataType to column metadata

Addition of isProfilerWritable field to file-field-metadata endpoints. This is now represented in
the API as a new isProfilerWritable boolean field in the body of a file-field-metadata. When the
isProfilerWritable field is set to true, the algorithm/domain assignment on a column can be
overwritten by the profiler. When the field is false, it may not be overwritten.

Addition of multipleProfilerCheck field to Profile Job endpoints. This feature is turned on
using the boolean field in the body of a profile job. The job profiler normally stops profiling a
column as soon as it flags a field as sensitive. If multipleProfilerCheck is true, the profiler will
continue to scan the column for additional sensitive patterns. In the event that it finds more
than one pattern, it will tag all the data domains found and apply 'one' standard algorithm for
all those domains. The standard algorithm is ‘Null SL’ as of 5.3.4.0. This feature was formerly
called ‘multi PHI'.

For more information on Continuous Compliance APls, see API documentation (see page 803). Please note that
the previous generation of Masking APls (commonly referred to as V4) is EOL and no longer supported in
this release. All users are encouraged to migrate to the V5 APIs.

3.2 Fixed issues

3.2.1 Release 22.0.0.0

Bug Number

Description
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DLPX-55643 On the Environments Ul page, users can now see when a copy environment operation
isin progress.

DLPX-56003 Fixed the performance of the Environments Ul page when displaying a large number of
environments.

DLPX-75217 Fixed an issue with larger environments or large settings exports, the file download
popup in the GUI would appear to hang without showing any progress information.

DLPX-75795 Fixed the File Format listing to show the correct file-format IDs in the UI.

DLPX-86719 Fixed the Jobs Ul to only show supported tasks for SAP ASE jobs (e.g., Drop Indexes).
DLPX-89299 Adds ASDD support for Yugabyte database.

DLPX-90170 The Job status icon that was shown in the Job Monitor Ul if an execution event type of

FILE_PATTERN_NO_MATCH is raised is now a warning icon.

DLPX-90225 Fixed an issue where masking a database to a file would fail if the file format had
either header or trailer records.

DLPX-90506 Driver support plugin's tasks were updated to compensate for Db2 LUW internally
padding trailing spaces (which are considered insignificant) to schema names shorter
than 8 bytes, which prevents error.

DLPX-90728 Fixed an issue where too many running row count tasks in the background should no
longer cause ruleset Create or Refresh operations to report a failure.

3.2.2 Release 21.0.0.0

Bug Number Description

DLPX-69181 In the new Ul, a Db2 connector's network port and database name are optional

DLPX-71997 Fixed an issue where the Ul incorrectly indicated that synced NFS mount connectors
were missing their password
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DLPX-80803 With the ongoing Ul improvements, the New Job page addresses issues related to
scalability and performance of the grid.

DLPX-81579 A new execution event type FILE_PATTERN_NO_MATCH will be raised when a file
name pattern does not have any match for XML file masking jobs.

DLPX-84106 Fixed an issue in the Ul with scrolling a long jobs list using the Firefox browser

DLPX-84517 Fixed an issue in the Ul that prevented users from configuring the source connector for
an on-the-fly (OTF) MariaDB job.

DLPX-87773 Fixed an issue where the connector Ul was not accepting hostnames with
underscores.

DLPX-89316 Multicolumn algorithms can no longer be assigned to a domain for profiling and an
error message is shown.

DLPX-89601 In the the rule set inventory Ul, opening the dialogue box for a column or field now
correctly shows the current algorithm assignment

DLPX-89668 Fixed an issue that caused the Drop Index feature to fail on a SAP ASE (Sybase) table
with a NULL partitiontype.

DLPX-90075 Fixed a rare issue in the Ul framework that caused startup of the Continuous

Compliance service to fail

3.2.3 Release 20.0.0.0

Bug Number Description

DLPX-82812 Added a notification to notuse \r\n or \n foracustom end of record, At or \t
for a delimiter, and to use the appropriate CTRL characters.

DLPX-82813 The dialog box for entering a control characters as a delimited file's end-of-record or
delimiter was redesigned to improve the usability.

DLPX-89175 Batch masking is now possible for delimited and fixed-width files with multiple record

types.
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DLPX-89208 File masking will no longer fail when a mix of wildcard patterns and named files are
present in the ruleset.

DLPX-89227 Added an application setting for the database masking text field maximum size.

DLPX-89660 Fixed the cluster environment creation error when the cluster environment name is
longer than 15 characters.

DLPX-89797 Locking that prevents engine sync import and export from occurring simultaneously
has been removed.

DLPX-89803 Fixed an issue where storage space recovery may not happen right after a failover
commit operation.

3.2.4 Release 19.0.0.0

Bug Number Description

DLPX-85261 Fixed an issue related to GraphQL service stability, where the service was not
recovering from a kill.

DLPX-89037 Updated Db2 license installation script to display helpful error messages when
restarting the masking service fails.

DLPX-89205 Postgres SQL masking jobs no longer fail when an algorithm is assigned to a column
with type INT8.

3.2.5 Release 18.0.0.0

Bug Number Description

DLPX-86874 Fixed an issue that sometimes showed an incorrect timestamp in the Ul.

DLPX-87707 In very rare cases, the Continuous Compliance Engine’s storage can be filled with
compliance jobs and inventory PDF reports. This issue might be encountered after
generating hundreds of thousands of reports over multiple years.
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DLPX-88335 Fixed an issue where rapid scrolling through the inventory tables in the presence of a
sluggish API response could lead to an infinite loop of API calls, resulting in the grid
becoming unresponsive and stuck in a perpetual loading state.

DLPX-88654 Fixed an issue where instead of 'NaN' for the Start Time column in the queued job grid,
it now shows empty.

DLPX-89105 Fixed the dropping of views that exists in schemas other than the user's default
schema

DLPX-89149 Fixed ASDD profiling 'CAST' errors with Db2 Z0S, LUW.

3.2.6 Release 17.0.0.0

Bug Number Description

DLPX-66872 Fixed an internal server error caused by import of subtype connectors Maria DB, RDS
Postgres, and Aurora Postgres.

DLPX-82740 Kerberos authentication for SQL Server advanced connector is now working as
expected.

DLPX-87025 Fixed an issue with the algorithm plugin file not being found after a sync import fails.

DLPX-87291 ASDD profiling jobs now have an option to clear previous profiling-inventory and
domain assignments before a new run of the job.

DLPX-87576 Fixed an issue with compliance job status reverting to Running after masking is
completed, if the row count returns at the same time.

DLPX-88132 Fixed an issue for SQL Sever where jobs were failing if the column name contains
double quotes.

DLPX-88220 Fixed an issue causing failures on import of large size sync bundles.

DLPX-88575 Fixed column CAST issues for Sybase database that occurred during ASDD profiling.
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DLPX-88658

Fixed the error in Redact Digits-Zero masking algorithm, which also fails the dependent
Lat_Long coordinates algorithm.

DLPX-83390

Improved SFTP protocol interoperability by adding support for the ssh-ed25519

host key algorithm. This enables SFTP connections with Amazon Linux 2023 and other
recent SFTP servers.

3.2.7 Release 16.0.0.0

Bug Number Description

DLPX-52296 Fixed an issue where masking a MSSQL table without primary key column(s) using
custom SQL fails.

DLPX-84493 Fixed an issue where an Oracle table with primary key column(s) fails if primary key
column(s) are not included in custom SQL.

DLPX-87311 Fixed an issue related to uploaded copybook formats that have a group item with a
picture node.

DLPX-87535 Fixed an issue where copy privileges for custom roles are not getting updated via
masking Ul and API.

DLPX-87800 Improved performance of saving profiling results for non-ASDD database profiling.

DLPX-87875 Improved performance of Mainframe dataset files with redefined conditions.

DLPX-88027 Fixed an issue where a masking job could override JDBC driver default fetch size, which
caused memory issues for MySQL and MariaDB.

DLPX-88182 Removed the unused libwebp library in Containerized Masking.

3.2.8 Release 15.0.0.0

Bug Number

Description
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DLPX-86773 Improved performance of the Environment-Jobs overview Ul page.

DLPX-87009 Fixed an issue regarding profile job errors due to duplicate billing periods.

DLPX-87054 Masking Teradata TIMESTAMP columns no longer fails when data has null values.

DLPX-87131 Added a new search and filter API for fetching executions.

DLPX-87183 Fixed an issue where an extended connector's uploaded JDBC driver passed an extra
property named "URL".

DLPX-87185 Masking Teradata INTEGER and BIGINT columns no longer fails when data has null
values.

DLPX-87349 Sync import of the Free Text Redaction algorithm will no longer fail when the lookup file
name has spaces.

DLPX-87363 Fixed an issue in the Continuous Compliance Ul where inventory or edit format did not
have an option to filter by Masked Fields.

DLPX-87514 The presences of header and/or trailer record types will no longer cause algorithm
batching to be disabled for delimited file masking.

DLPX-87604 The secure shuffle algorithm should now function normally when the Row Limit for a job
is set to 0 (unlimited).

DLPX-87697 Fixed an issue where sorting the monitorJobsDBCompleted grid by 'Status/Logs'
column did not sort the rows that have non-conforming data with the “success” status.

DLPX-49075 Improved performance of database inventory screen having a large number of tables

DLPX-87767 and columns.

3.2.9 Release 14.0.0.0

Bug Number

Description
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DLPX-85469 For JSON Masking, Algorithm assignment to JSON multi-dimensional array field ( $
['sample'][*][*] type of paths) and multi-column algorithm assignment are
allowed when they are under the same parent level.

DLPX-86322 Columns that are set with ID method = USER are excluded from ASDD profiling,
including data fetch.

DLPX-86877 Masking OTF job with Sybase and MSSQL database will no longer fail if the table name
starts with a number and the table contains an identity column.

DLPX-86955 Email Unique algorithm no longer strips beginning or ending whitespace from input
rows.

DLPX-87189 Fixed an issue for PostgresSQL where masking a large value in NUMERIC(0) column
was causing precision loss.

DLPX-86865 Clarified that only database rule sets support the approval workflow feature.

3.2.10 Release 13.0.0.0

Bug Number Description

DLPX-79868 Fixed an issue with Inventory export/import functionality to avoid CSV injection.

DLPX-82217 Fixed an issue where dlpx-core:FirstName would not mask as expected.

DLPX-82912 Fixed an issue showing HTML code instead of an actual success/error GIF when
performing an inventory import from the Ul.

DLPX-84783 Fixed an issue with permissions ambiguity when viewing Jobs logs vs Application logs.
Now, a user who can view a job on the Monitor page will be able to view logs as well. In
addition, a non-admin user with permission to view diagnostics will be able to view
application logs.

DLPX-84875 Fixed an issue where a user with create/edit permissions was not able to create or edit

the classifier.
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DLPX-85564 Fixed an issue where non-admin user access was restricted to only the tasks they
started (APl methods: GET /async-tasks and GET /async-tasks/

{asyncTaskId}).

DLPX-86134 Fixed an issue where a masking algorithm migration failure during engine upgrade
causes the Algorithm Ul to not load and the dlpx-core plugin to not upgrade.

DLPX-86254 Added Audit log entries for rulesets and jobs in case of the deletion of a related
connector.

DLPX-86715 Secured GraphQL APIs by adding Content-Security-Policy headers and removing unsafe
CPRS headers.

DLPX-86717 Fixed an issue where ASDD jobs on Maria DB will no longer fail with SQL exceptions due
to incorrect identifier quoting.

3.2.11 Security Fixes

Bug Number Introduced Description Security Bulletin

DLPX-86715 13.0.0.0 Secured GraphQL APIs TB110
by adding Content-
Security-Policy headers
and removing unsafe
CORS headers.

3.2.12 Release 12.0.0.0

Bug Description
Number

DLPX-8560 | Fixed the DROP INDEX feature for MySQL databases.
0

DLPX-8586 | Fixed an issue related to uninformative masking progress whenever the row count is more
4 than 2.1bn for SQL server.

Release notes — 92



Continuous Compliance — Continuous Compliance Home

Bug Description

Number

DLPX-8597 | Fixed an issue where a masking job fails if column name contains special characters and
1 custom SQL is used.

DLPX-8604 | Fixed an issue related to the GraphQL service returning Http-502 in certain scenarios.

9

DLPX-8619 | Fixed an issue where segment mapping algorithms exported using Engine Synchronization
6 (from releases 6.0.15.0 -> 10.0) were not validated upon import to 11.0.

DLPX-8624 | Updated protobuf-java dependency version to 3.23.2.

9

DLPX-8625 | ASDD job execution will now correctly show execution event(s) in the Ul when failures

9 occur.

3.2.13 Security fixes

Bug Number

Introduced

Description

Security Bulletin

DLPX-86329

6.0.13.0

Sysadmin can execute
shell commands on the
underlying Operating

System.

TB109

3.2.14 Release 11.0.0.0

Bug Number Description

DLPX-85961 Fixed an issue where the Filter, Logical Key, and Custom sql for DB tables could
not be updated when using the table name search feature inside DB rulesets.

DLPX-85867 The non-conformant data will no longer get copied to all the tables.

DLPX-85862 Fixed a CSS issue causing the Inventory Ul to slide to the bottom of the page.
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Bug Number Description
DLPX-85743 Fixed missing tables in the Ul-Job Monitor-Waiting grid page.
DLPX-85514 Fixed an issue in the ASDD profiler where the count of rows profiled was not

displayed in the job monitor.

DLPX-85459 Fixed an issue that sometimes caused long delays before log messages related to
jobs would show in the main logs.

DLPX-86112 ASDD profiling fails when multiple tables with similar names containing an
underscore are present.

DLPX-82007 The deletion of a user-created mapping algorithm now deletes associated
mappings from MDS.

DLPX-85289 Added changes for ensuring JDBC parameters are handled properly with DB2
mainframe connectors.

3.2.15 Security fixes

Bug Number Introduced Description Security Bulletin

DLPX-85414 6.0.15.0 Unmasked Data or TB108
Masking Job Failure

When Using a Migrated
Version of the Segment

Mapping Algorithm
3.2.16 Release 10.0.0.0
Bug Number Description
DLPX-79335 Fix for Oracle databases masking job failing while masking XMLType columns,

having masked data more than 2000 characters.

DLPX-84025 If a mapping algorithm is used on a field that contains only characters set to be
ignored, a non-conforming data error will no longer be thrown.
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Bug Number Description

DLPX-84303 Phone Unique and Phone US algorithms no longer report non-conforming data as
an error, since masking can continue and it can obscure true breaking errors.

DLPX-84874 Fixed an issue that causes long load times for the algorithm and domain settings
screens.

DLPX-84966 Prevents masking job failures by adding extra validation when defining
alphanumeric segments with Segment Mapping algorithms.

DLPX-85382 Fixed an issue with the ASDD profiler that can make data-level profiling take much
longer than expected on large tables in a Microsoft SQL Server DB.

DLPX-85437 Fixed an issue that can make deletion of a database ruleset very time consuming
when many profiler results exist.

DLPX-85961

3.2.17 Release 9.0.0.0

Bug Number Description

DLPX-82535 Added an application setting to change the default API page size for all GET APIs
from 1 to 5000.

DLPX-84110 Fixed an issue where the drop index checkbox reset to an unchecked state after
the masking dialog box is closed.

DLPX-84336 The search options on the Environment and Ruleset page now allow for "-"
character matching.

DLPX-84488 Phone Unique and Phone US algorithms saw a failure on zero width and

formatting characters included with a phone number in a database row. Phone
algorithms can now pass over these non-numeric charactacters as expected.
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3.2.18 Release 8.0.0.0

Bug Number Description

DLPX-73334 Profiling jobs in tokenization environments where domains lack a tokenization
algorithm assignment no longer fail.

DLPX-82175 Fixed an issue where editing a DB ruleset was taking a long time to modify the
logical key of a table with a massive amount of data, by moving the validation
from the Ul to a backend check for null values in a conditional column.

DLPX-83340 Encryption algorithm upgrade for Engine sync bundles.

DLPX-83536 The city column level profiling expression has been updated to not match
"address".

DLPX-84046 Added a flag 'trimWhitespaceFromInput' to the Secure Lookup algorithm that can

be used to restore pre-6.0.12.0 trim behavior.

DLPX-84081 Fixed an issue where the Continuous Compliance Engine environment
revisionHash changes on profile job execution, even though there was no change
in inventory.

DLPX-84230 Fixed an issue where support for moving data from DB tables to delimited files

was inoperable.

DLPX-84463 Swagger-Ul minor version upgrade for bug fixes done in library.

DLPX-84525 Inventory page fails to load on Continuous Compliance Engine when there are
more than 32,767 masked columns on the engine.

3.2.19 Release 7.0.0.0

Bug Number Description

DLPX-76693 Added an execution-event and a log error message showing the missing column
names, when custom SQL is used in the ruleset and some columns are not
specified in the query.
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Bug Number Description

DLPX-79530 Continuous Compliance Engine environment revisionHash changes frequently due
to execution of masking and tokenization jobs.

DLPX-80124 Column name is checked if it contains a space, if a true rename of the column
name is set to false, so that the column name is not renamed. Note, this change is
only for column names having whitespace and not for columns having special
characters.

DLPX-81503 Fixed an issue when wrong environment link was getting generated on Monitor
page.

DLPX-82950 Fixed an issue where Filter By in the Inventory page on the Ul was intermittently
working for File inventories.

DLPX-83035 In case of Job failures, Error details will be displayed in Status/Logs dialog on the
Execution details page.

DLPX-83566 Fixed an issue when connection to NFS mount failed after the NFS server was
restarted.

DLPX-83593 Fixed an issue where unnecessary locking can cause slowdowns and possibly
deadlocks.

DLPX-83659 An update was made to the DB2 license upload script to make it compatible with
all Continuous Compliance versions 6.0.14.0 and later.

DLPX-83804 Fixed an issue where assigning Dataset File Formats using the APl was not
working for some formats.

DLPX-83809 Fixed an issue causing random job failures when masking SQL Server tables that
have columns of date/time data type as part of the PK.

DLPX-83817 Fixed an issue where non-admin users can submit a inventory change for approval
workflow without approval inventory permission.

DLPX-83930 Fixed an issue that caused some environment sync import operations to fail with

PersistentObjectException.
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3.2.20 Release 6.0.17.0

Bug Number Description

DLPX-46230 Fixed an issue where tables with a Primary Key column of datatype RAW would
cause an error when selected for masking.

DLPX-55224 Search using wildcards and substrings is now allowed on search boxes across
multiple pages.

DLPX-69096 Email addresses are case sensitive when SSO is enabled.

DLPX-69501 User defined domains cannot be deleted when assigned to profiler expressions.

DLPX-76315 Display of field level redefine fields have been applied in the Inventory screen.

DLPX-76696 Audit logs being displayed is not limited to 1000 entries, all the logs recorded will
be displayed with a pagination of 50 rows per page. API of audit logs is modified to
include all search and filter parameters used in Ul.

DLPX-77069 Fixed an issue where using regex for File Name Patterns in xmlfile Rule Sets would
succeed but give an error.

DLPX-80496 Removed extraneous link to the job's execution log from the monitor screen for
profiling jobs.

DLPX-80539 Fixed an issue where some failures detected during file masking job generation are
not correctly reported via an execution event.

DLPX-80540 Fixed an issue where some failures during file masking job generation leave a job
in running status indefinitely.

DLPX-80984 Fixed negative row counts when custom SQL includes column name that contains
SQL reserved word.

DLPX-81311 A generic DB error message will now be shown to users for fetching and creating
rule set.

DLPX-81725 Fixed a bug that could cause the masking engine to run out of memory processing

results from large jobs.
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Bug Number Description

DLPX-82064 Fixed MSSQL masking performance issue when using Kerberos authentication and
masked columns that are unicode, but primary keys are non-unicode.

DLPX-82289 Fix provided to support backslashes and other special characters that might be
required to form a valid regular expression.

DLPX-82310 User's first and last names are now redacted in the support bundle.

DLPX-82579 Improved performance to prevent GUI lag when navigating across pages.

DLPX-82864 Error message for invalid LDAP authentication attempt has been updated to
prevent username harvesting.

DLPX-82925 Fixed an issue where the Profile Results screen breaks due to a database error.

DLPX-83026 Fixed an issue causing the DateShiftDiscrete algorithm to not be assigned a new
random key when an engine is deployed.

DLPX-83086 Upgraded Swagger Ul to enhance the security and usability of the swagger API
Client.

DLPX-83200 Fixed scale issues related to storing job logs in the product's internal database.

DLPX-83232 Added an option to the Secure Lookup algorithm to disable whitespace cleanup
when the lookup file is loaded.

DLPX-83354 Updated the profile expression 'Full_Name_V2' to reduce the number of false
positive results. This change only applies to newly deployed Continuous
Compliance Engines.

DLPX-83427 Fixed Directory Travel vulnerability for the export inventory Ul.

DLPX-83431 Upgraded Apache Commons to 1.10.0.

DLPX-83576 Fixed an issue where the Support bundle process did not collect the /etc/hotfix file.
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3.2.21 Release 6.0.16.0

Bug Number Description

DLPX-49116 Data truncation when masking CHAR(n) using Segment Mapping to mask short
numeric segments

DLPX-73539 Pdf for Audit log does not contain Status column

DLPX-77777 View only connector privilege user will be able to see connection details and test
connection using Masking Ul

DLPX-77929 Algorithm API: Add mask_type attribute in the Api response for component type
algorithm.

DLPX-78474 Able to validate algorithm from: Algorithms > edit extended instance > "validate
configuration" button

DLPX-79358 Monitor page Ul Start and End Date Filters do not work as expected

DLPX-79607 Show a better user friendly error message when creating full name algorithm with
invalid input

DLPX-79743 User will not be logged out, after performing an operation for which they have
insufficient privilege. API will be throwing 403 status code, instead of 401.

DLPX-80304 isldentity has been added to the GET /column-metadata API response that
indicates whether the table column is an identity column

DLPX-80668 For Job execution steps, icon for last event step "Job completed” will be aligned to
final status of the job. (1) If job is success - Green tick icon (2) If job has failure -
Red failed icon, (3) If job was cancelled - Red cancelled icon

DLPX-80784 Addition of new application setting group to drive strict content security policy

DLPX-81058 Saving File/Copybook field properties on Inventory screen will now retain the
ruleset selected

DLPX-81422 Updated Job Monitor page with small Ul fixes. Page position will remain same

after page refresh. Renamed job execution events.
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Bug Number Description

DLPX-81730 Segment Mapping pads short numeric input even when not masked

DLPX-81807 Fixed an issue that can very rarely cause the masking service to fail with a stack
overflow during startup

DLPX-81895 Data profiling results are not shown under job -> monitor page -> results tab for
delimited, fixed and XML files

DLPX-81897 Internal error when GET syncable-objects API is called with object_type=LOOKUP

DLPX-81935 Profiling regex with escaped double-quotes fails in compiling javascript

DLPX-81946 Allow masking of dates containing month values in all-upper character case

DLPX-82025 Setting pseudo column as ROWID in the Logical Key of the Ruleset is possible

DLPX-82057 GET /file-uploads API endpoint returns a 500 error when plugins exist on the
engine

DLPX-82086 From this change, all the timestamps on Masking Ul will be as per user timezone.
Logs, search filter on Job monitor and Audit page will be in UTC Timezone. User
won't be able to change timezone on UL. It will be by default as per their browser
timezone.

DLPX-82166 Segment Mapping v2 Ul cannot specify SPACE as an ignore character

DLPX-82186 Clicking outside connector dialog will not dismiss the dialog

DLPX-82337 Segment Mapping algorithm with CONSTANT segment should not be allowed in
Tokenization job

DLPX-82355 Fixes an internal server error that occurred when attempting to import a legacy
Secure Lookup algorithm of type LOOKUP.

DLPX-82491 From this change, User can hover on the time displayed on Ul and will able to
identify timezone offset related information.

DLPX-82627 Fix an incorrect check preventing the Segment Mapping Algorithm from running in

REIDENTIFY mode
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3.2.22 Release 6.0.15.0

Bug Number Description

DLPX-77088 Fixed an issue causing the Full Name Algorithm to fail masking when a single non-
alphanumeric char is present, one of the input words is in the particles file, and the
'Last-First-Middle' convention is used.

DLPX-79547 Fixed an issue causing: MSSQL Masking Job
XmlArtistFailureException: Input has a cycle and cannot be
used with XML Artist.

DLPX-80123 Non-conforming Data is now reported when a mapping algorithm's available
mappings are exhausted.

DLPX-80225 A new interface has been developed in the masking SDK for SingleOperationTask.

DLPX-80603 Fixed an issue causing read-only multi-column fields to be upgraded incorrectly.

DLPX-80604 Fixed an issue where records are truncated if the field length is not '0' in the fixed
width file format, and 'whole file masking' selected.

DLPX-80732 Fixed incorrect text in an error message that occurs while exporting a
profile_typed_expression.

DLPX-80788 Added a check to validate same site cookies transfer.

DLPX-80837 Fixed an issue where a copybook with a file name more then 24 characters fails
loading: "String field too long".

DLPX-80842 Fixed an issue where the "All Fields" button in database inventory unexpectedly
refreshes inventory for the displayed table.

DLPX-80922 Changed the version for the extensibility API to 1.10.0.

DLPX-81067 Cleaned up some stale build properties.

DLPX-81110 Fixed an issue where the filter on the Job Wizard Inventory screen was missing.

Release notes — 102




Continuous Compliance — Continuous Compliance Home

Bug Number Description
DLPX-81128 Fixed an issue of being unable to create/edit a profile set from the GUI.
DLPX-81175 Fixed an issue with Tokenization v2 instances where character mapping fallback

and the same character groups produced the same results within a job, and
inconsistent results across jobs.

DLPX-81259 Removed the 256 character limit on masking copybook redefine conditions.

DLPX-81261 Fixed an issue where masking VSAM with different Algorithms causes:
IndexOutOfBoundsException: Index: 0, Size: 0.

DLPX-81330 Permanent file upload is now available for files that are not explicitly associated
with a JDBC driver, algorithm, driver support plugin, or connection properties.

DLPX-81397 Fixed an issue where the JOB ID was not displayed in Job Monitor Processing or
Waiting tabs.
DLPX-81512 Fixed an issue where sync bundles from releases prior to 6.0.15.0 could not be

imported into 6.0.15+ releases.

DLPX-81666 Fixed an issue where sync exports of environments/jobs/connectors using non-
default driver support settings were unusable. This happened due to failures of
jobs/edits on the system where they are imported, where the non-default driver
support settings are used.

3.2.23 Release 6.0.14.0

Bug Number Description

DLPX-56200 Stopped execution.job.jobld logs from spamming the log files.

DLPX-77999 The Legal disclaimer and description of the framework on the Algorithm GUI now
appear.

DLPX-78560 The issue with sync compatibility for multiple headers and footers is now fixed.

DLPX-78671 Added pagination for Syncable objects with the object_type LOOKUP.
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Bug Number Description

DLPX-78850 Fixed an issue where the mainframe file format delete fails with
NoSuchFileException if the format file is not present on disk.

DLPX-79160 Fixed an issue that could cause sync import to fail due to inconsistent multi-
column algorithm assignments in the sync document.

DLPX-79472 Fixed an issue that prevented the saving of multi-column algorithm masking
assignments in file inventories.

DLPX-79608 Fixed an issue causing SLv2 to fail when the lookup file contains just spaces.

DLPX-79720 Fixed an issue where DriverSupport logs stopped printing after switching to the
next log file due to file size limit.

DLPX-79865 Improvements have been made to the Forgotten Password API error message.

DLPX-79966 PostgreSQL driver updated from 42.2.23 to 42.3.2 version.

DLPX-79986 The expression_name field in the profile-type-expression endpoint has been
renamed type_expression_name.

DLPX-80386 Column and data level profiler expressions are now tested in a predictable order -
alphabetically, by expression name.

DLPX-80411 Upgraded Spring framework version from 5.2.5 to 5.2.20.

DLPX-80078 The issue while removing files with complex file permissions on EBS is now fixed.

DLPX-81071 HTML escape the inventory notes field.

DLPX-81082 Addresses the issue described in TB098"3.

13https://support.delphix.com/Support_Policies_and_Technical_Bulletins/Technical_Bulletins/
TB098_Arbitrary_Code_Execution_May_Be_Performed_When_Configuring_Masking_Environments
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3.2.24 Release 6.0.13.0

@ Thisrelease renames Delphix Masking to Continuous Compliance.

Bug Number Description

DLPX-77075 The issue with masking MSSQL date field that was causing the error "Conversion
failed when converting date and/or time from character string" is now fixed.

DLPX-78363 This release adds support for API to get execution logs.

DLPX-78366 This release adds the new API endpoints to get execution component logs.

DLPX-78472 This release adds the total job time to the Masking job reports.

DLPX-78755 The issue with the failure of async export (if data is huge) with the OOM(Requested
array size exceeds VM limit)error message is now fixed.

DLPX-78948 Previously, the edit user dialog was not opening for non-admin users if SSO is
enabled. This issue is now resolved.

DLPX-79152 Extended algorithm enclosure handling was throwing an NPE when there are too
few fields in a delimited file. This issue is now fixed.

DLPX-79177 The mapping Algorithm was failing in some cases(such as delimited files and
BigInt Column) with error Mapping output value exceeding maximum value length
of 0 characters. This issue is now fixed.

DLPX-79567 Previously drop index was failing if an index with the same name existed on the

masked columns across multiple tables for MSSQL databases. This issue is now
fixed.
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Bug Number Description

DLPX-79627 The issue with the failure of the Masking SQL Server when special characters(such
as][or") are used in the table column is now fixed.

DLPX-79632 The issue with the failure of the Masking Oracle DB when special characters are
used in the table or column name is now fixed.

DLPX-79803 The issue with the failure of the Masking with MSSQL database if table name
contains [ is now fixed.

DLPX-79804 The issue with the failure of the Masking with MSSQL database if table name
contains '\' is now fixed.

3.2.25 Release 6.0.12.0

3.2.25.1 Log4j updates

Based on detailed testing and analysis, all the currently supported products are not susceptible to known
log4j vulnerabilities. Please refer to TB095 Technical Bulletin'® for more information. All instances of log4j in
currently supported Delphix products are updated to log4j 2.17.1 as of this release.

Delphix keeps you updated on the latest developments and keeps releasing hotfixes, procedures, and
workarounds for such critical vulnerabilities. For more information on how Delphix supports our product and
customers in such cases, see Delphix Product Security."®

For more information, refer to the following pages:
+ TBO095 log4j Vulnerabilities'®
« Uninstalling the Delphix Connector Service from the Target Database Servers'’

« Delphix Product Lifecycle Policies'®
+  Product Security'®

14https://support.delphix.com/Support_Policies_and_Technical_Bulletins/Technical_Bulletins/
TB095_Log4j_Vulnerabilities_(CVE-2021-44228%2C_CVE-2021-45046%2C_CVE-2021-45105%2C_CVE-2019-17571%2C
_CVE-2021-4104)

15 https://delphixdocs.atlassian.net/wiki/spaces/CD/pages/4227213/Delphix+product+security

16 https://support.delphix.com/Support_Policies_and_Technical_Bulletins/Technical_Bulletins/
TB095_log4j_Vulnerabilities_(CVE-2021-44228%2C_CVE-2021-45046%2C_CVE-2021-45105%2C_CVE-2019-17571%2C_
CVE-2021-4104)

17 https://delphixdocs.atlassian.net/wiki/spaces/CD/pages/4819106/
Uninstalling+the+Delphix+connector+service+from+the+target+database+servers

18 https://support.delphix.com/Support_Policies_and_Technical_Bulletins/Support_Policies/
Product_Lifecycle_Policies_(KBA1003)

19 https://delphixdocs.atlassian.net/wiki/spaces/CD/pages/4227974/Product+security
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3.2.25.2 Fixed Issues

Bug Number Description

DLPX-48506 The issue with the VSAM masking job failing with an error message, "Multiple
entries with the same key: FILLER" is now fixed.

DLPX-64060 For the "Define Fields" popup in File Inventory, the previously saved algorithm is
now displayed as selected. If domain and algorithm were not assigned, then
selecting a domain will not select the respective default algorithm in the algorithm
field.

DLPX-67419 The issue with the generation of the Generic Security Services API exception when
performing data-level profiling on a Kerberized database is now fixed.

DLPX-69263 The issue with the failure of masking Hana DB using an extended connector when
binary columns are masked or present for OTF jobs is now fixed.

DLPX-75726 The issue with the clearing of the file format configurations when modifying the
file masking pattern is now fixed.

DLPX-76752 Time format now includes seconds on the Monitor page for a better user
experience.

DLPX-77036 The issue with setting Null for owner_id on referenced objects when deleting a
user and resulting in NPEs is now fixed.

DLPX-77145 The issue with being unable to run any jobs - NPE in
getTotalXmxOfRunningExecutions is now fixed.

DLPX-77166 Extended algorithms that support tokenization are now available to assign as the
tokenization algorithm in domains.

DLPX-77233 PostgreSQL JDBC driver is upgraded to version 42.2.23.

DLPX-77258 This release fixes a bug in Data Level profiling when the specified schema is not
the user's default schema.

DLPX-77401 The issue with not being able to extract the unmasked fields using APl is now

fixed.
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Bug Number Description

DLPX-77502 This release now adds an end-point (POST) for file-field-metadata API.

DLPX-77503 Inventory GUI now uses a POST API end-point.

DLPX-77506 The issue with the failure of Data level profiling if the EnableDatalLevelCount
application is set to True is now fixed.

DLPX-77521 The masking engine now bars multiple headers and trailers for the record type.

DLPX-77524 This release adds filters to the table-metadata API.

DLPX-77594 The issue with a regular user not being able to submit an inventory change is now
fixed.

DLPX-77629 This release changes the field labels from 'Prescript' and 'Postscript' to 'Pre SQL
Script' and 'Post SQL Script' respectively in the Masking Job UL.

DLPX-77636 Job execution API now provides a job status filter to enhance the user experience.

DLPX-77688 The Character Mapping Algorithm's non-editable preserve range when editing the
algorithm is now fixed.

DLPX-77718 Users will now be able to associate a new parameter 'Whole File Masking' for any
files listed on the Fixed File Rule Set page.

DLPX-77720 The issue with the displaying of an error message,
"java.lang.NumberFormatException" when using Save & View option during the
environment copy operation is now fixed.

DLPX-77767 Previously, the Delphix Masking engine used the incorrect HTML response code
of 400 (Bad Request) for objects that could not be manipulated because they
were currently in use. This release changes that to code 409 (Conflict).

DLPX-77786 This release blocks the creation of multiple header/trailer record types.
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Bug Number Description

DLPX-77869 The issue where DESC order indexes were not being dropped and re-created as
part of the Oracle Drop Indexes task has now been resolved. Functional indexes,
including DESC order indexes, are now dropped and re-created on Oracle tables
that contain any masked columns.

DLPX-77931 This release adds a translator to support Backward compatibility for PUT /file-
field-metadata/

DLPX-77962 Users will now be unable to update fields like position and length for a fixed-width
file if the 'Whole File Masking' feature is enabled.

DLPX-77963 For any Fixed-Width file, if the 'Whole file masking' option is selected, then Kettle
Reads the complete content of the file and passes it as one single record to the
configured algorithm.

DLPX-77976 This release replaces all the "NULL" values for the user_id column of the algorithm
table by the ID of a Delphix internal user called 'deleted-user'.

DLPX-78105 Users will now see a proper error message when creating/updating the
mainframe field if the provided date format is invalid.

DLPX-78116 This release adds an 'istokenizationSupported' flag in the Algorithm API response.

DLPX-78161 Created a function that uploads files bypassing tomcat's /tmp directory.

DLPX-78422 The issue with the logical key not being added to the table in Rule Set via GUI if
the user is not the schema owner is now fixed.

DLPX-78615 The issue with masking job throwing an exception while logging certain
messages from plugin algorithms or driver support modules (This issue resulted
in job deadlock during cleanup) is now fixed.

DLPX-78680 This release performs a clean-up of an obsolete lookup file attachment after
making the import of an FTR-v2 algorithm.

DLPX-78740 The issue with the changing of an algorithm key when making the import of an

FTR-v2 algorithm is now fixed. This release keeps the algorithm key unchanged.
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Bug Number Description

DLPX-78743 This release updates all the masking dependencies on the Apache log4j library to
version 2.15.0.

DLPX-78864 This release updates Log4j to version 2.0.17.

DLPX-78943 This release updates the log4j version to 2.17.1.

3.2.26 Release 6.0.11.0

Bug Number Description

DLPX-55595 The issue where the Edit job dialog closes and leaves the screen greyed out with
no errors while jobs are running has now been resolved.

DLPX-55595 The issue where the Edit job dialog closes and leaves the screen greyed out with
no errors while jobs are running has now been resolved.

DLPX-65971 The issue where Cancel Masking job fails with "Execution status must be
RUNNING, but is SUCCEEDED" has now been resolved.

DLPX-67558 The issue where a Masking job appears to hang when masked columns are
unicode, but the primary keys are non-unicode, has now been resolved.

DLPX-69778 SAML response should no longer be logged on successful SSO login.

DLPX-70104 Enhanced the date format validation for file-field-metadata and mainframe-
dataset-field-metadata API.

DLPX-70499 The Monitor Page will now show an informative message if no jobs are returned.

DLPX-72196 The issue when editing column properties for a file based inventory with no value
selected for the ID Method field causing no validation to show has now been
resolved.
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Bug Number Description

DLPX-73326 There was an issue where when copying an environment, a dialog box shows a
message that passwords will not be saved for connectors, but in the copied
environment, the password information is present and Test Connection succeeds
without any change. This issue has now been resolved.

DLPX-74245 The issue with inconsistent deletion behavior for a referenced database, file, and
dataset connectors has now been resolved.

DLPX-74745 The DEFAULT_MULTIPHI_ALGORITHM application setting has been renamed to
DEFAULT_MULTIPLE_PROFILER_EXPRESSION_ALGORITHM .

DLPX-75948 The issue showing inconsistent breadcrumbs for the VSAM/Mainframe Inventory
screen has now been resolved.

DLPX-76365 The issue where the Trans Level Info table grows without bound has now been
resolved.

DLPX-76574 The issue causing a failure to retrieve the ERROR or Warning column type has now
been resolved.

DLPX-76678 Added validation to disallow null values in the logical key columns at the time of
create or update.

DLPX-76707 The issue where update algorithm shows an error with, "installed by the plugin
[plugin name], cannot be modified independently” has now been resolved.

DLPX-76847 The issue where Masking PK on Oracle adds ROWID to SELECT but uses PK in
UPDATE has now been resolved.

DLPX-76931 The issue where the Masking Ul strips extra characters from connector hostname
when hostname exceeds max character limit has now been resolved.

DLPX-77056 The ruleset deletion validation message has been updated.

DLPX-77075 The issue where masking an MSSQL date filed caused the error, "conversion

failed when converting date and/or time from character string" has now been
resolved.
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Bug Number Description

DLPX-77103 The issue where mixing extensible algorithms and mapplets in a VSAM jobs
causes the job to crash has now been resolved.

DLPX-77138 The issue where the use of Carriage return \r breaks the inventory page when
used in mainframe redefine condition has now been resolved.

DLPX-77139 The issue where V2021_04_05_2__fix_algorithm_plugin_metadata
migration may fail with a "FileNotFound" exception has now been resolved.

DLPX-77159 The issue with VSAM Unmasked fields being truncated when redefines are
present and an algorithm returns non-null results for null input has now been
resolved.

DLPX-77267 The issue where an XML masking job can hang when GSSAPIAuthentication is

enabled on the sftp server has now been resolved.

DLPX-77542 The issue where an extended connector SQL count fails when the column name
contains the word 'FROM_DATA' in custom SQL has now been resolved.

DLPX-77544 The issue where deleting a masking user causes the deletion of the masking
users' objects (meaning potential loss of important information, including
historical information) has now been resolved.

DLPX-77710 The issue with a missing index on an Oracle DB after a successful masking job
run has now been resolved.

3.2.27 Release 6.0.10.0

Bug Number Description

DLPX-59886 You can now set a timeout for the FTP connections.

DLPX-70680 The issue with the increasing of the JobLogs without bounds has now been
resolved.

DLPX-71259 Masking Oracle LONG RAW length is now set to 0 characters.
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Bug Number Description

DLPX-71993 The need for the 'Repository’ on the Masking Monitor page is now removed.

DLPX-73059 The issue with the Masking Engine throwing the 'Unsupported Property Error' in
application logs for properties that differ in the case from the actual properties'
has now been resolved.

DLPX-74740 Masking File Format Import error now shows the list of invalid special characters
present in the file name.

DLPX-74760 The issue with the failure of the POST /import with "Unknown document version
UNRECOGNIZED" when the source engine version is newer than the destination
engine version has now been resolved.

DLPX-75441 The issue withmaskedObjectNamenot populating the execution events when
masking files have now been resolved.

DLPX-75487 The issue withDMS_ROW_IDas a column name in the Masking Rule Set causing
jobs to fail has now been fixed.

DLPX-75712 The "About" page now lists the correct patent number.

DLPX-75868 The issue with the DataLevel Profiling resulting in an abort with "TypeError:
Cannot find function getinteger in object false" has now been resolved.

DLPX-76009 The issue with the failure of the 'File format id greater than a specific number'
when trying to update the file format ruleset via the API only has now been
resolved.

DLPX-76063 The issue with the failure of the DateShift Algorithm when masking the VSAM
(Mainframe) numeric data type has now been resolved.

DLPX-76068 Masking now allows passwords that are longer than 12 characters.

DLPX-76134 The issue with the Welcome screen displaying "User can launch 'Create Job'
wizard" when they are not able to have now been resolved.

DLPX-76352 Delimited File masking no longer truncates white-space only fields.
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Bug Number Description

DLPX-76405 Multi-column algorithms now display a better error message when logical fields
are missing.

DLPX-76428 For masking operation, the Advanced Oracle Connector now rounds decimal
numbers to integers.

DLPX-76450 The Payment Card framework Ul now permits configuring
minimumMaskedPositions to 0.

DLPX-76493 The issue with the MSSQL instance name property not being passed by default
when connecting has now been resolved.

DLPX-76541 The issue with the file masking job failure using a pattern with a Windows-based
FTP server has now been resolved.

DLPX-76566 The issue with the profiling Job failure with the 'Couldn't get row from result set'
error due to conversion unsupported has now been resolved.

DLPX-76608 The plugin's authorization to delete files in the temp directory is now granted.

DLPX-76610 The issue with the IP SFTP Masking failure to delete the file has now been
resolved.

DLPX-76670 The issue with the masking Job failure with the 'Conversion failed from string to
uniqueidentifier data type' error has now been resolved.

DLPX-76821 The issue with the throwing ofJSchExceptionfor pattern-based SFTP masking

with file count > 10 has now been resolved.

3.2.28 Release 6.0.9.0

Bug Number Description
DLPX-57961 Inventory export fails silently when a dataFile has fileFormats = NULL.
DLPX-64329 v5 API: Create an endpoint to copy environment objects in the same/different

environment.
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Bug Number Description

DLPX-68807 DateShift algorithm example should exclude invalid entries in the Ul pop-up.

DLPX-69728 The active CIFS/NFS mount is getting disconnected after the upgrade.

DLPX-72383 Masking job hangs due to "Unable to acquire lock for job removal before
timeout.".

DLPX-73344 Internal server error when importing invalid delimited or fixed-width file format.

DLPX-74409 Masking Engine: Upgrade slf4j-ext-1.7.25.jar to slf4j-ext-1.7.30 jar.

DLPX-74415 Masking Engine: Upgrade Guava version to 30.1-jre.

DLPX-74882 Masking's SFTP client no longer compatible with SolarWinds and Goanyware
SFTP servers.

DLPX-74913 Inventory exports do not include the notes field.

DLPX-74941 Create a sync state on export for syncable objects that have null sync states.

DLPX-75005 Importing the COMPONENT type algorithm does not change the sync state object
type.

DLPX-75202 Batch Masking and Failed kettle jobs may fail to terminate.

DLPX-75235 Secure lookup GUI: Add support to specify remote file URI.

DLPX-75244 Extensible driver test fails "Parameter 'directory’ is not a directory” for the
removed driver.

DLPX-75296 Sync import fails for an object having files with space in the filename.

DLPX-75307 Multi-column algorithm assignment details are missing from CSV inventory
export.

DLPX-75308 SQLFeatureNotSupportException method not supported ...getSchema().
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Bug Number Description

DLPX-75311 Debug message with %s logged when using Regex Decomposition Algorithm.

DLPX-75437 LastNameSeparator text box is not disabled for default dlpx-core:FullName
algorithm.

DLPX-75440 XML masking job fails with "Sequencer step still had unwritten rows!".

DLPX-75468 Upgrade MySQL driver org.mariadb.jdbc:mariadb-java-client from 2.4.1 to latest
available version 2.7.2.

DLPX-75516 Updated Masking Web API version to 5.1.9.

DLPX-75520 Fixed an issue that could cause XML masking jobs to stall or fail with the error
"Sequencer step still had unwritten rows!".

DLPX-75644 Added new "UserDirlsRoot"flag to the SFTP type connector.

DLPX-75768 Row limiter can still deadlock jobs in some failure cases.

DLPX-76267 Sync export fails with insufficient memory available in JVM error.

3.2.29 Release 6.0.8.0

Bug Number Description

DLPX-66147 Environment errors occur after deleting a referenced Mainframe connector.

DLPX-71318 Transformation - SQL check for CREATE and DROP IDENTITY Column is not
using Schema.

DLPX-71489 Masking plugin API does not include the plugin author from Jar metadata.

DLPX-72581 Masking usernames and emails not redacted in support bundles.

DLPX-72653 Masking Job "Row Limit" Ul shows 20 to be the lowest limit - This has been fixed

to reflect 100 as the lowest.
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Bug Number Description

DLPX-73207 Table name for MSSQL with single quote appears incorrectly on inventory page.

DLPX-73328 Incorrect tooltip text displayed for Admin link in footer.

DLPX-74152 Unable to edit ruleset from Ul after adding tab (4 space) as an "End Of Record" in
file ruleset.

DLPX-74190 Sync import of global settings fails with NullPointerException in an extended
algorithms tearDown method.

DLPX-74426 PostgreSQL driver got updated from 42.2.10 to 42.2.19 version.

DLPX-74612 Oracle Masking Job fail with FanManager - unable to create ONS subscriber.

DLPX-74638 Bad example format in Date Algorithm GUI.

DLPX-74844 Algorithm Ul breaks with JSON special characters in the algorithm extension
JSON.

DLPX-74849 Adding a new field to a record type via the GUI incorrectly always sets the field to
be masked.

DLPX-74875 Importing pre/post script into the same environment with the same file name
and job name deletes the file.

DLPX-74881 Certain algorithm plugins causes minor breakage in Algorithm Settings Screen.

DLPX-74967 New Date Shift algorithms do not allow for any time zone specifiers in the date
format.

DLPX-74974 InvalidKeyException "No installed provider supports this key: (null)".

DLPX-74990 Specifying Backspace character("\b") as enclosure for delimited files via API
does not throw an error, but crashes Ul.

DLPX-75246 Mask Value Range for Segment Mapping (legacy) not getting saved from GUI.

DLPX-75290 Cannot use MSSQL or JTDS driver in SDK as extensible framework.

Release notes — 117




Continuous Compliance — Continuous Compliance Home

3.2.30 Release 6.0.7.0

Bug Number Description

DLPX-45399 Improve masking test connector errors.

DLPX-57910 Control character field delimiters are replaced incorrectly in delimited file
masking.

DLPX-67246 The Ul and the API should have the possibility to LOCK a user account.

DLPX-70837 Update MDS "All Privileges" role to have correct privileges.

DLPX-70844 End of Record options for file masking is misleading.

DLPX-70885 Masking API to submit update password request with forgot password token.

DLPX-71125 Masking Bundle generation is very slow.

DLPX-72036 Ul sync operations initiate but fail; no evidence in MDS or logs.

DLPX-72121 Algorithm description field limit on Ul should be same as new API limit i.e 8192.

DLPX-72424 String masking algorithm results in null values when masking oracle LONG(0)
columns.

DLPX-72501 Regression in delimited file allowed Delimiters.

DLPX-72509 DateShift cast of DATE to DATETIME is not range cognizant.

DLPX-72551 FreeTextRedactionExtension translator does not properly set profileSetld when
API version is v5.1.3 or less.

DLPX-72731 Incorrect handling end-of-record (EOR) character embedded in an enclosure.

DLPX-72734 The plugin VIEW privilege is no longer required to add, update, or delete a plugin.
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Bug Number Description

DLPX-72878 Migration V2019.04.11.0 wrongly assumes role with role_id==1 always present.

DLPX-72879 Extensible algorithm numeric to string conversion is inconsistently producing
input String with scientific notation.

DLPX-73068 Fixed an issue that causes numeric algorithms using the extensibility framework
to fail when applied to fixed-width files.

DLPX-73157 Masking job queued failing immediately as unable to get the execution ID.

DLPX-73187 Custom sql inside the ruleset is not getting auto-generated in case the custom
property file is used.

DLPX-73302 Remove GUI validation to support multiple characters for the delimiter.

DLPX-73327 Job with multiple tables/files that differs only by case run indefinitely.

DLPX-73384 Special characters in mysql database instance names are not properly escaped.

DLPX-73441 Masking IP on DB2 using 'Direct Row Access' with ROWID is failing with
conversion error.

DLPX-73477 Prevent locked user accounts from logging in when SSO is enabled.

DLPX-73599 Fixed an issue that causes loss of sub-millisecond precision when processing
MS SQL Server datetime types.

DLPX-73671 Uploading Hive driver on the masking engine is failing with
InsufficientJvmPermissionException.

DLPX-73702 Extended Connector Profile Job fails with FilePermission required for "target": "/
tmp/jtds2094637632459524041.tmp" with "action": "write".

DLPX-73805 Masking Ul: SM editor spins when create 4 * alpha-numeric segments.

DLPX-73886 Upgrade Masking API version to v5.1.7.

DLPX-74055 Allow masking admin users to have api access rights revoked.
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Bug Number Description

DLPX-74135 Empty string delimited inside of enclosures results in masking job failure.

DLPX-74185 Character Mapping algorithms with more than 3 characterGroups do not display
correctly in UL

DLPX-74188 Masking connector properties API/UI needs to redact passwords.

DLPX-74292 Custom property file is getting ignored for the source connector in case of OTF

job resulting in job failure.

3.2.31 Release 6.0.6.0

Bug Number Description

DLPX-59842 Fixed an issue causing jobs to fail with out of memory or stack overflow
exceptions when the number of tables exceeded a threshold of approximately
800 per stream. It should no longer be necessary to set job streams greater than
1 to avoid this issue.

DLPX-64493 The Roles APl is missing elements for the following categories: Custom
Algorithms, Diagnostic, Inventory Report, and Approve Inventories.

DLPX-71396 Settings link is missing from footer for user without setting permissions

DLPX-71397 Settings link in footer redirects to profilerSettings.do instead of default
jdbcDriver.do

DLPX-71830 Database Tokenize/re-identify job's commit size is not set to default post-
upgrade

DLPX-72079 MSSQL JDBC Urls should accept 'database’ as a valid parameter

DLPX-72095 Some extended connectors db drivers - throw errors for connection properties
they don't understand

DLPX-72311 Exposed DEFAULT_MULTIPHI_ALGORITHM setting via API.
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Bug Number Description

DLPX-72385 Edit Custom Algorithm - Name of Previously Uploaded File No longer Visible.
DLPX-72460 Large environment export hangs.

DLPX-72564 "Add Application" option should be on top inside the action dropdown list.
DLPX-72704 Expanded LK table text limit 1024 characters.

DLPX-72867 Mssql driver is not working with the extended connector in case the

instanceName is given in the JDBC url.

DLPX-73082 Unable to assign algorithm to XML fields which contain special characters.

DLPX-73212 Copying an environment that contains a profile or tokenization job causes the
environment export to fail with NullPointerException.

DLPX-73338 XSS attack is getting executed on the environment overview page.

DLPX-73502 OTF job with generic connector is failing.

3.2.32 Release 6.0.5.0

Bug Number Description
DLPX-62372 API authorization token used by the Ul expires before the Ul login session.
DLPX-70685 Removal of format installation via FTP, SFTP, and mount for XML and

Mainframe File Format.

DLPX-71387 Editing recordType to change recordTypeQualifier results in empty JSON.

DLPX-71540 Added Application option is not displayed to the user without copy environment
permission.

DLPX-71686 Deleting all mountFilesystem objects nor rebooting does not stop the running

portmapper and auxiliary NFS RPC services.
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Bug Number Description

DLPX-50282 Masking support for Oracle XMLType.

DLPX-71666 Characters in Ignore Characters causes Non-Conforming error in Segment
Mapping.

DLPX-71758 Propagated SSL related system properties set in Tomcat to Kettle.

DLPX-71734 Masking SQL Server datatype datetime2 generate conversion error.

DLPX-71824 DB-To-Flle masking job failure.

DLPX-71159 Uploading copybook file format fails if a filename contains multiple full stops.

DLPX-71915 Segment mapping doesn't mask and reports success when positions are
misconfigured.

DLPX-71531 Extended algorithm internal conversion of numeric to string types produces
unexpected results.

DLPX-72003 Newline characters in the description of an extended algorithm break the
Algorithm Settings Ul.

DLPX-72028 Using Algm-SDK 1.1 on Windows, algm builds fail w/ 'lllegal char <:> at index 2:".

DLPX-72128 Overly aggressive quoting of Oracle usernames breaks proxy users.

DLPX-72194 Upgraded MSSQL driver to latest version 8.4.1.

DLPX-72267 Made default API version configurable through application settings.

DLPX-72263 Domain value is not retained on defining a file field causing NPE while job
execution.

DLPX-72308 RPC serviceUser can delete an active mount which resulted in active RPC
services.

DLPX-72367 Null Pointer Exception when applying a String type extended algorithm or non-

legacy Secure Lookup to numeric type columns.
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3.2.33 Release 6.0.4.0

Bug Number Description

DLPX-69407 Hybrid jobs are not syncable.

DLPX-69476 File connector sync throws an error for missing passwords.

DLPX-69834 The user without permission can access Ul components using a direct URL.

DLPX-70053 VSAM job performance still poor when file wildcards are used due to flaw in
DLPX-68780 fix.

DLPX-70265 NPE along with 'problem-saving mapplet' pop-up is displayed for invalid
filereferenceld.

DLPX-70412 OTF Masking SYBASE could not mask 2 tables with the same name but different
owners.

DLPX-67886 Updated the SAP ASE (Sybase) JDBC Driver.

DLPX-70567 Implemented a job queue to regulate memory consumption.

DLPX-70642 Copy Ruleset performance improvement.

DLPX-69699 VSAM Masking - Inventory blank after Copy Rule Set fails to copy and corrupts
Rule Set and File Format.

DLPX-67501 Fixed an issue that caused Delimited and Fixed-width data level profiling jobs
with an FTP or SFTP connector to hang on large files.

DLPX-63065 Updated jquery.js library for Masking to 1.12.0d.

DLPX-69124 Fixed an issue discovering column metadata for Oracle databases that could
result in incorrect column lengths and masking jobs failing on update because
values are not trimmed correctly.

DLPX-70651 application_nm is not trimmed automatically during an upgrade.
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Bug Number Description

DLPX-70878 Fixed an issue where an on-the-fly Masking job with the disable constraints
feature on attempted to use null as the database password.

DLPX-63491 File Masking OTF jobs create the file at the end of the job instead of
continuously writing masked rows.

DLPX-59952 OutOfMemory in File Masking when masking large or many files.

DLPX-70395 Renamed Delphix FT algorithm properties "Blacklist" and "Whitelist" to "Denylist"
and "Allowlist".

DLPX-70807 Removed Row Types for Database Inventory.

DLPX-70662 Removed Scheduler from Masking.

DLPX-71000 Fixed an issue where CLOB and NCLOB masked values were being incorrectly
truncated on Oracle. Refresh the ruleset for the fix to take effect.

DLPX-70982 Masking LDAP user is locked locally when LDAP auth fails.

DLPX-71235 In the monitor screen, all tables show failed if any tables are failed.

DLPX-71320 Removed/hid the environment export checkbox from the roles page.

DLPX-71310 The profiling job fails if a profiler set matches all columns of a table using
column profiling.

DLPX-71424 Disable triggers, drop constraints, drop indexes, prescripts and postscripts
target source database with OTF jobs and advanced connectors.

DLPX-71530 Unmasked values with only spaces result in (null) masked value.
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3.2.34 Release 6.0.3.0

Bug Number Description

DLPX-63874 ExecutionComponent status for unwritable files was incorrect when masking
over SFTP.

DLPX-68123 Masking Engine does not re-read Kerberos config dynamically.

DLPX-68725 Upgraded tomcat to 9.0.31 or later.

DLPX-69655 loginid did not support '@' when creating connectors.

DLPX-69492 MSSQL driver requires java.net.socketpermission to accept permission which is
not present in MDS.

DLPX-69493 Execqtiqn event is not getting generated for profile job in case of missing
permission.

DLPX-69761 Masking Jobs, fail to save added Pre-Scripts.

DLPX-69766 Masking GUI: Remove any script from masking job dialog removes both the
scripts.

DLPX-69782 Export/Import Environment using engine sync API.

DLPX-69780 Ul based Export Global Object using engine sync API.

DLPX-46853 Switch from jTDS to Microsoft SQL Server JDBC driver.

DLPX-65380 Masking Jobs with commit size>=340 are getting failed on Azure Managed SQL
instance.

DLPX-69815 Secure_shuffle algorithm fails for decimal data type using extended connector.

DLPX-69806 Inventory Ul is susceptible to URL based XSS attack.

DLPX-69779 Mapplet's input and output fields are susceptible to XSS attack.
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Bug Number Description

DLPX-69832 Import Environment using sync API.

DLPX-69833 Ul: Import Global Object using sync API.

DLPX-69861 Define Fields 'Field Name' input is susceptible to XSS attack.

DLPX-69888 XSS script in file pattern is getting executed.

DLPX-69960 Unable to Edit File format if the Enclosure is set to " (double quote).

DLPX-69671 Delimited File Masking with delimiter inside enclosure is handled incorrectly.

DLPX-69922 Inventory Ul is susceptible to XSS attack using malicious column names.

DLPX-69941 Error report on job monitor page is susceptible to XSS attack.

DLPX-69989 dateFormat field of date algorithms is susceptible to XSS attack.

DLPX-69920 Import/Upload file Ul is susceptible to iframe based XSS attack, throughout the
application.

DLPX-69919 Redaction value input field of Free Text Redaction algorithm is vulnerable to XSS
attack.

DLPX-69917 Export Inventory Ul is susceptible to URL based XSS attack.

DLPX-70055 Masking - Inventory for oracle always picking up NUMBER (22) instead of real
NUMBER definition.

DLPX-70046 OTF job with decimal data type and secure shuffle algorithm is changing the last
digit after the decimal point of the unmasked column in case of Hana database.

DLPX-70050 CSV and XML file masking performance improvements.

DLPX-70074 Copying an environment does not create a sync state.

DLPX-69851 Masking jobs fail to set fetch size large enough in the input step query.

Release notes — 126




Continuous Compliance — Continuous Compliance Home

Bug Number Description

DLPX-69672 Delimited File Masking and Segment Mapping is not ignoring delimiter if
specified as ignore character.

DLPX-69954 Delimited file masking row parsing incorrect when a field contains multiple
enclosure characters and a delimiter.

DLPX-70178 Delimited Files: Improve validation for delimiter and enclosure from API.

DLPX-70182 Improved validation for delimiter and enclosure from GUI.

DLPX-70217 "Max number of jobs" Setting on masking engine should be API accessible.

DLPX-70379 For the multi-tenant job, the source connector dropdown doesn't show the
connector in the list if the connector instance name contains the space in
between.

DLPX-70558 searchEnvironment parameter in URL is vulnerable to XSS attack.

DLPX-70557 Copy Ruleset has a scale performance issue with a large number of tables/
columns.

DLPX-70641 Unmasked data logged in the support bundle logs when using extended

connector with enable_logger functionality on

3.2.35 Release 6.0.2.0

Bug Number Description

DLPX-65833 Removed unnecessary error out on passwords being provided for file
connectors using the mount mode.

DLPX-65319 New API endpoint for mainframe-dataset-record-type.

DLPX-68153 If creating a mapping algorithm in the Masking Ul fails, the failure is now
properly reported to the user.

DLPX-67882 Upgrade the PostgreSQL JDBC driver to version 42.2.10.
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Bug Number Description

DLPX-58184 List rule sets alphabetically on the inventory page.

ES-662 Added Sync support for data set connectors.

ES-664 Added Sync support for mainframe data set formats

ES-671 Added Sync support for Mainframe data set jobs

ES-665 Added Sync support for Mainframe data set rule sets.

DLPX-68786 Masking job misreported successful tables as 0 rows masked.

DLPX-67517 Added support for on-the-fly jobs from a database to a delimited file.

DLPX-68842 Jobs slowed down over time - after running many jobs.

DLPX-68985 A memory leak occurred for Informix/oracle database on every test connection
using an extended connector.

DLPX-68780 VSAM Input step performance was negatively affected by the number of
unmasked fields.

DLPX-67886 Sybase jConnect driver failed when a batch contains string parameters of
different sizes and HOMEGENOUS_BATCH=true.

DLPX-65841 Fixed an issue where a REST API call to GET /syncable-objects?
object_type=MASKING_JOB would fail after environment copy.

DLPX-69156 Test Connection always returned connection succeeded in case of wrong jdbc
url with extended connector.

DLPX-69238 Secure Shuffle algorithm, when used with extended connectors, left data
unmasked but reports success.

DLPX-69244 Importing a 5.3.x Masking Environments into 6.0.1 ME, the Application Name is
converted to numeric.

DLPX-69154 Fixed an issue where setup could fail if the DNS Domain is empty.
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Bug Number Description

DLPX-69622 Data level profiling jobs fail with "Couldn't find field 'XYZ' in row!"

3.2.36 Release 6.0.1.0

Bug Number Description
DLPX-64530 Allow a JDBC URL to contain a single quote (') character.
DLPX-65302 Add a status column to the audit log page to report each recorded action's result

(success/failure).

DLPX-65622 Fix an issue where an in-place, multi-tenant XML file masking job that used file
patterns did not have an execution component.

DLPX-65974 Updated log statements in the file masking job logs to reflect that file
connectors may use mounts in addition to FTP and SFTP.

DLPX-66127 Fixed a job monitoring issue when counting the rows in table with more than 2+
billion (2,147,483,647) rows.

DLPX-62130 Fixed an issue with the XML file inventory GUI that prevented users from
assigning algorithms to both a tag and its attribute(s).

DLPX-66272 Fixed an issue where an on-the-fly job using generic connectors used an
incorrect database password.

DLPX-66600 Removed the requirement to restart the Masking service after changing email
settings.
DLPX-66328 Fixed an issue with file masking jobs using multiple record types that could

cause the job to fail or corrupt the output.

DLPX-66557 Added support to the Date Shift algorithm for numeric data types.
DLPX-66517 Enhanced the GET /file-field-metadata endpoint to return the full XML XPath for
an XML field.
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Bug Number Description

DLPX-66102 "Drop Indexes" checkbox now handles compound indices correctly for Sybase.

DLPX-66967 Fixed a Job Scheduler issue that caused a periodic job to only running once.

DLPX-67318 Prevent reordering of the XML file inventory GUI when an algorithm is assigned

DLPX-67317 On the XML file inventory GUI, open the algorithm assignment dialogue box with
a single mouse click

DLPX-66076 Added API endpoints for file recordTypes and recordTypeQualifiers

DLPX-65855 Optimize the performance of EngineSync import, export, and get syncable object
for large database rule sets.

DLPX-65987 Fixed an issue that caused data level profiling of a database to fail when a
column name was a special JavaScript word.

DLPX-67747 Fixed an issue that caused some delimited or fixed file masking jobs with
multiple record types of different lengths to fail.

DLPX-67470 Fixed delimited file masking to treat double quote (") characters in fields as
normal characters.

DLPX-67765 Updated the Sybase JDBC driver.

DLPX-67838 Fixed an issue that prevented XML File masking jobs from scaling above a few
thousand files.

DLPX-67832 Non-administrators can no longer regenerate the engine encryption key.

DLPX-67960 Make username searches on the Audit page case insensitive.

DLPX-68148 Fix an issue that caused an XML file masking job to run out of memory when
masking very large XML input files.

DLPX-46220 Import of extremely large object sets via the GUI XML feature is handled

inefficiently.
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3.2.37 Release 6.0.0.0

Bug Number Description

DLPX-42385 Added a job execution event with information on how to resolve an Oracle
deadlock error (ORA-00060), see https://www.delphix.com/masking-help/
knowledge-base/KBA1853.

DLPX-47004 Added a job execution event with information on how to resolve an Oracle
snapshot too old error (ORA-01555), see https://www.delphix.com/masking-
help/knowledge-base/KBA1827.

DLPX-47662 Test connector detects that a file/mainframe connector targets a single file
instead of a directory and fails.

DLPX-52151 Fixed copy rule set to prevent leading/trailing spaces in a new rule set's name.

DLPX-55478 Correctly display file patterns, including escape characters, throughout the user
interface.

DLPX-55739 Fixed the disable constraint feature to support an Oracle constraint (a) created
by a different database user than the Masking job's database user and (b) using
a validation setting of "NOT VALIDATED".

DLPX-58958 Added support for LDAPS (LDAP over TLS/SSL).

DLPX-59060 Attach the correct PDF report to all job execution emails.

DLPX-59111 When editing a large rule set in the GUI, do not reset to the first page after editing
and saving a modification to a rule set component.

DLPX-59807 If a failure occurs during job generation, do not attempt to execute the job.

DLPX-60200 When uploading an SSH key, return an error if the name contains one of the
following restricted characters: \ (backslash), ; (semi-colon), % (percent), ?
(question mark), or : (colon).

DLPX-61630 Improved the performance for appending new mapping values to a mapping

algorithm.
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Bug Number Description

DLPX-62214 Fixed PDF report download URLs.

DLPX-62593 Fixed creation of a PDF audit report on the Audit tab of the user interface.

DLPX-63365 Removed leading/trailing spaces from Masking object names on upgrade. For
naming rules, see the Getting Started > Naming Requirements section in the
documentation.

DLPX-63706 Fixed the XML file inventory GUI to show an algorithm edit button for a tag with
the same name as its parent.

DLPX-64691 Added support in the user interface for Cobol copybooks with a redefine
condition at level 01.

DLPX-64707 Improved the file record types user interface to (a) remove the unnecessary
length input and (b) clarify that the qualifier may be a regular expression.

DLPX-65274 Improved the performance of the copy environment feature.

DLPX-65314 Fixed an issue in the copy environment feature that removed file format
assignments from the source environment.

DLPX-65632 Fixed an issue in the segment mapping algorithm that caused duplicate
mappings if a minimum value was specified for the real values range.

DLPX-65860 For mainframe file masking, add support for a redefine condition on a field name
that contains a - (dash) followed by a digit.

DLPX-65866 Fixed an issue with the rule set GUI when displaying table names longer than 50

multi-byte characters.
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3.3.1 Release 22.0.0.0
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Key

Summary

Workaround

DLPX-87283

The Continuous Compliance Engine is
unable to mask a large dataset present in
Mainframe MVS storage.

In the case of in-place jobs with large size
datasets (i.e. more size than the
configured system default size), users
should manually create the dataset with
the same name as the input dataset, with
a .msk extension at the end. Allocate the
newly created dataset with more size than
the input dataset, before the job.

3.3.2 Release 21.0.0.0

Key Summary Workaround
DLPX-87283 The Compliance Engine is unable to mask In the case of in-place jobs with large size
a large dataset present in Mainframe MVS | data sets (i.e. more size than the
storage. configured system default size), users
should manually create the dataset with
the same name as the input dataset, with
a .msk extension at the end. Allocate the
newly created dataset with more size than
the input dataset, before the job
execution, to resolve the issue.
DLPX-90170 The job status icon displayed in the Job None
Monitor Ul, if the execution event type of
FILE_PATTERN_NO_MATCH is raised,
should be a warning icon.
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a large dataset present in Mainframe MVS
storage.

Key Summary Workaround
DLPX-81579 Job monitor Ul should display when a file None
name pattern does not have any match.
DLPX-87283 The Compliance Engine is unable to mask In the case of in-place jobs with large size

data sets (i.e. more size than the
configured system default size), users
should manually create the dataset with
the same name as the input dataset with
a .msk extension at the end. Allocate the
newly created dataset with more size than
the input dataset before the job execution
to resolve the issue.

3.3.4 Release 19.0.0.0

Key Summary Workaround
DLPX-87283 Unable to mask a large dataset on the In the case of in-place jobs with large size
mainframe storage. datasets, i.e. more size than the
configured system default size, users
should manually create the dataset with
the same name as the input dataset with
a .msk extension at the end. Allocate the
newly created dataset with more size than
the input dataset before the job execution
to resolve the issue.
DLPX-87852 In the Monitor job Ul completed grid, sort Set the Nonconforming Data behavior to
on the 'status' field will not sort the Mark Job as Failed in the Ul or the
'success' rows with non-conforming data application setting
when the user setting, ‘Nonconforming DefaultNonConformantDataHandli
Data behavior', is set to 'Mark job as )
Succeeded'. ng to FAIL would allow the sorting to
work with success and failure records.
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Key Summary Workaround

DLPX-83946 The Swagger Ul does not work while a user | Use an incognito window for the API
is already logged into the Compliance client.

Engine in another tab.

DLPX-87283 The Compliance Engine is unable to mask In the case of in-place jobs with large
a large dataset present in Mainframe MVS | sized datasets (i.e. more size than the
storage. configured system default size), users

should manually create the dataset using
the same name as the input dataset with
a .msk extension at the end. Allocate the
newly created dataset with more size than
the input dataset before the job execution
to resolve the issue.

DLPX-87852 Sorting the monitorJobsDBCompleted | Setting the non-conforming data behavior
grid by the 'Status/Logs' column does not Iﬁ MarIT.Jott.) as Fa:;lled in the Ul or using
sort the rows that have non-conforming € application setling
data with the 'success’ status. DefaultNonConformantDataHandli

ng to FAIL would allow the sorting to
work with success and failure records.

3.3.6 Release 17.0.0.0

Key

Summary

Workaround

DLPX-87283

The Compliance Engine is unable to mask
a large dataset present in Mainframe MVS
storage.

In the case of in-place jobs with large size
datasets (i.e. more size than the
configured system default size), users
should manually create the dataset with
the same name as the input dataset with
a .msk extension at the end.

To resolve the issue, allocate the newly
created dataset with more size than the
input dataset before the job execution.
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DLPX-87707 In very rare cases, the Compliance Engine’s | None
storage can be filled with compliance job
and inventory PDF reports. This issue
might be encountered after generating
hundreds of thousands of reports over
multiple years.
DLPX-87852 Sorting the monitorJobsDBCompleted | Setting the Nonconforming Data behavior
grid by the 'Status/Logs' column does not to l\/ll.arkt.Job as Failed in the Ul or the
sort the rows that have non-conforming application
data with status- 'success'. Setting- DefaultNonConformantDataH
andling to FAIL would allow the sorting
to work with success & failure records.
DLPX-88335 Rapid scrolling through the inventory The problem occurs exclusively during
tables in the presence of a sluggish API high-speed scrolling within the grid. Upon
response can lead to an infinite loop of APl | encountering this issue, triggering a
calls, resulting in the grid becoming manual refresh will restore the grid to the
unresponsive and stuck in a perpetual most recently successfully loaded page.
loading state. However, in scenarios where users
continue to scroll even after the page has
become unresponsive, a grid refresh may
not recover the previous state. In such
instances, a complete page refresh is
required.
To mitigate these issues, users are
encouraged to mitigate the problem by
using filters to narrow down the grid data.
DLPX-89056 Data-level profiling with ASDD for Oracle None
database might not return any
classification results for a column that has
large number of null or empty values.
DLPX-89149 ASDD Profiling job for Db2 zOS/LUW Update the asdd application setting-

databases might fail when profiling a table
with a column that has large number of
null or empty values.

DefaultMaximumColumnSize to 250

3.3.7 Release 16.0.0.0

Key

Summary

Workaround
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DLPX-87283 Compliance Engine is unable to In the case of in-place jobs with
mask a large dataset present in large size datasets (i.e. more
Mainframe MVS storage. size than the configured system
default size), users should
manually create the dataset with
the same name as the input
dataset with a .msk extension at
the end. Allocate the newly
created dataset with more size
than the input dataset before the
job execution to resolve the
issue.
DLPX-87707 In very rare cases, the None
Continuous Compliance Engine’s
storage can be filled with
masking job and inventory PDF
reports. This issue might be
encountered after generating
hundreds of thousands of
reports over multiple years.
DLPX-87852 Sorting the Setting the Nonconforming Data
mon-torJobsDBCompleted behavior to Mark Job as Failed in
grid by the 'Status/Logs' column the Ul or the application
does not sort the rows that have | setting- DefaultNonConforma
'non-conf'orming data with status- | ntpataHandling to FAIL
success. would allow the sorting to work
with success & failure records.
DLPX-88335 Rapid scrolling through the The problem occurs exclusively

inventory tables in the presence
of a sluggish API response can
lead to an infinite loop of API
calls, resulting in the grid
becoming unresponsive and
stuck in a perpetual loading
state.

during high-speed scrolling
within the grid. Upon
encountering this issue,
triggering a manual refresh will
restore the grid to the most
recently successfully loaded
page. However, in scenarios
where users continue to scroll
even after the page has become
unresponsive, a grid refresh may
not recover the previous state. In
such instances, a complete page
refresh is required.

To mitigate these issues, users
are encouraged to mitigate the
problem by using filters to
narrow down the grid data.
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DLPX-88658 Masking job abruptly fails when The error is due to an issue with
using the 'Lat_Long Coordinates' | the default fallback action which
algorithm and the data doesn't gets triggered when data doesn't
conform to the regexes of this match the regexes specified by
extended algorithm. this algorithm. So add/modify

the regexes within the algorithm
such that fallback action is not

triggered or replace the fallback
action with a custom algorithm.

DLPX-89056 Data-level profiling with ASDD for | None
Oracle database might not return
any classification results for a
column that has large number of
null or empty values.

3.3.8 Release 15.0.0.0

Key Summary Workaround

DLPX-87283 Compliance Engine is unable to In the case of in-place jobs with
mask a large dataset present in large size datasets (i.e. more
Mainframe MVS storage. size than the configured system

default size), users should
manually create the dataset with
the same name as the input
dataset, with a .msk extension at
the end. Allocate the newly
created dataset with more size
than the input dataset before the
job execution to resolve the
issue.

DLPX-87535 Copy privileges for custom roles | Users can duplicate this role,

are not getting updated via the
Continuous Compliance Ul and
API.

uncheck copy privileges, and
save it via the Ul. Or create a new
role via the API/Ul. Updating the
role with API for copy privilege
will also give the same issue.
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DLPX-87707 In very rare cases, the
Compliance Engine storage can
be filled with masking job and
inventory PDF reports. This issue
might be encountered after
generating hundreds of
thousands of reports over
multiple years.

None

DLPX-87852 Sorting the
monitorJobsDBCompleted
grid by 'Status/Logs' column
does not sort the rows that have
non-conforming data with the
“success” status.

The user can set to fail with non-
conformant data, then sorting
works fine for success and
failure records.

3.3.9 Release 14.0.0.0

Key Summary

Workaround

DLPX-87283 Compliance Engine is unable to
mask a large dataset present in
Mainframe MVS storage.

In the case of In-place jobs with
large size data sets i.e. more size
than the configured system
default size, Users should
manually create the dataset with
the same name as the input
dataset with a .msk extension at
the end. Allocate the newly
created dataset with more size
than the input dataset before the
job execution to resolve the
issue.

3.3.10 Release 13.0.0.0

Key Summary

Workaround

multi-dimensional array.

DLPX-85469 JSON file masking does not support the use of multi- | None
column algorithms on (a) Fields in two or more
different arrays (b) Fields at different levels in a single
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3.3.11 Release 12.0.0.0

Key

Summary

Workaround

DLPX-85469

a multi-column algorithms on

dimensional array.

JSON file masking does not support the use of | No workaround.

Fields in two or more different arrays.
Fields at different levels in a single multi-

3.3.12 Release 11.0.0.0

Key Summary Workaround
DLPX-86196 Segment Mapping algorithms exported View the imported algorithm
using Engine Synchronization from releases | configuration in the Ul and click
6.0.15.0 to 10.0.0.0 are not validated upon save.
import to 11.0.0.0.
DLPX-84875 User with create/edit permissions is not Assign domain view role to user.
able to create or edit the classifier
DLPX-85469 JSON file masking does not support the No workaround.
use of a multi-column algorithms on
Fields in two or more different arrays.
Fields at different levels in a single
multi-dimensional array.
DLPX-85560 Salesforce on the fly jobs fail with latest No workaround.
CDATA driver, with a license error.
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3.3.13 Release 10.0.0.0

Key Summary Workaround
DLPX-85469 JSON file masking does not support the use No workaround.
of a multi-column algorithms on
+ Fields in two or more different arrays.
+ Fields at different levels in a single multi-
dimensional array.
DLPX-85560 Salesforce on the fly jobs fail with latest No workaround.
CDATA driver, with a license error.
DLPX-84875 Unable to create/edit the classifier/ Assign domain view role to user.
expression using the user with create/edit
permission of profiler role
DLPX-85867 Incorrect non-conforming data count across No workaround.
all the tables of a job, if at least one table has
non-conforming data.

3.3.14 Release 9.0.0.0

Key Summary Workaround
DLPX-84875 Unable to create or edit classifiers/ Assign the domain view role to
expressions as a user with create/edit user.
permission of the Profiler role.
DLPX-85867 Incorrect non-conforming data count across | No workaround.
all the tables of a job, if at least one table
has non-conforming data.
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3.3.15 Release 8.0.0.0

Key

Summary

Workaround

DLPX-84141

there is no change in inventory

Masking Engine environment revisionHash
changes on profile job execution even though

No workaround.

DLPX-85867

conforming data.

Incorrect non-conforming data count across all
the tables of a job, if at least one table has non-

No workaround.

3.3.16 Release 7.0.0.0

Key Summary Workaround

DLPX-84141 Continuous Compliance Engine No workaround.
environment revisionHash changes on
every profile job execution even if there is
no inventory change.

DLPX-84525 Inventory Page fails to load on A possible workaround is to reduce the
Continuous Compliance Engines when number of masked columns on the
there are more than 32,767 masked Engine to less than 32,765.
columns.

DLPX-85867 Incorrect non-conforming data count No workaround.
across all the tables of a job, if at least
one table has non-conforming data.

3.3.17 Release 6.0.17.0

No known issues in this release.
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3.3.18 Release 6.0.16.0

Bug Number

Description

Workaround

DLPX-82517

Issues w/ DB2 iSeries Connector License
Installation

No workaround.

3.3.19 Release 6.0.15.0

Bug Number Description Workaround
DLPX-81895 Data Profiling results are not shown at Job -> No workaround.
Monitor page -> Results tab, in the case of

delimited, fixed, and XML files.
DLPX-82517 Issues w/ DB2 iSeries Connector License No workaround.
Installation

3.3.20 Release 6.0.14.0

Bug Number

Description

Workaround

DLPX-82517

Issues w/ DB2 iSeries Connector License
Installation

No workaround.

3.3.21 Release 6.0.13.0

No known issues in this release.
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Bug Number Description Workaround
DLPX-78478 Reidentification of CM numeric When the field is long enough, use the
algorithm on decimal data is failing. Tokenization algorithm instead of CM
tokenization.
DLPX-78659 CM Numeric is not producing unique Use an algorithm other than CM
results for the floating-point numbers. Numeric algorithm for masking floating-
point numbers stored in a numeric field.
DLPX-79567 Drop index fails if an index with the No workaround.
same name exists on the masked
columns across multiple tables for
MSSQL databases.
DLPX-79803 Masking with MSSQL database fails if No workaround.
table name contains .
DLPX-79804 Masking with MSSQL database fails if No workaround.
table name contains '\'.

3.3.23 Release 6.0.11.0

Bug Number Description Workaround
DLPX-78009 The masking job fails when masking | In addition to Drop Indexes, you must enable
the primary key column if Drop Disable Constraints when masking primary
Indexes are not enabled along with keys using built-in driver support functionality.
the Disable Constraints. Advanced users who are not satisfied by
some limitations of the built-in Oracle support
for masking primary keys may also create
custom pre and post-scripts to perform both
drop indexes and disable constraints
operations.
DLPX-79803 Masking with MSSQL database fails | No workaround.
if table name contains T.
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Bug Number Description Workaround

DLPX-79804 Masking with MSSQL database fails | No workaround.
if table name contains '\'.

3.3.24 Release 6.0.10.0

No known issues in this release.

3.3.25 Release 6.0.9.0

No known issues in this release.

3.3.26 Release 6.0.8.0

Bug Number Description Workaround

DLPX-74882 Masking's SFTP client no longer compatible No workaround.
with SolarWinds and Goanyware SFTP servers

3.3.27 Release 6.0.7.0

No known issues in this release.

3.3.28 Release 6.0.6.0

No known issues in this release.

3.3.29 Release 6.0.5.0

No known issues in this release.

3.3.30 Release 6.0.4.0

No known issues in this release.

3.3.31 Release 6.0.3.0

No known issues in this release.
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Bug Number

Description

Workaround

DLPX-69638

Masking job created on engine 6.0.1.1
or prior is failing after the upgrade to
version 6.0.2.0 or later

Masking jobs created in 6.0.1.x using a
HANA JDBC driver will need to be
updated to grant the following
permission

3.3.33 Release 6.0.1.0

No known issues in this release.

3.3.34 Release 6.0.0.0

Bug Number Description Workaround
DLPX-60397 If a mapping algorithm is included in Only run one job at a time.
multiple jobs, only one job should be run
at a time. If multiple jobs are run at the
same time, then the mapping algorithm
might contain multiple mappings to the
same value or the jobs might deadlock.
DLPX-61405 Masking operation should wait for zfs Replication may send more data than
delete queue to drain expected if masking involves dropping
large DBF files.
DLPX-74882 Masking's SFTP client no longer No workaround.
compatible with SolarWinds and
Goanyware SFTP servers
DLPX-64493 V5 API /roles endpoint missing certain View and set these privileges through
items the GUI
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Bug Number Description Workaround
DLPX-66973 Date format is changed after importing Either (a) use the GUI import feature and
the environment then review the imported date formats

for correctness or (b) use EngineSync to
export/import jobs, which will not alter
the date format.

3.4 Deprecated and end-of-life features
3.4.1 Release 20.0.0.0

3.4.1.1 End-of-life features

Job Wizard Ul
The Job Wizard Ul feature has reached End-of-Life (EoL) and has been entirely removed from the
product.

3.4.2 Release 15.0.0.0

3.4.2.1 Deprecated features

Legacy Profiler
The legacy profiler for databases is now deprecated. It will reach End of Life and be removed from
Delphix Continuous Compliance in twelve months.

3.4.3 Release 11.0.0.0

3.4.3.1 Deprecated features

Job Wizard Ul

The Job Wizard is deprecated as of this release. The Job Wizard offers a simplified job creation
experience, but only for a limited set of data platforms. We are incrementally upgrading the existing
Continuous Compliance Ul pages with new, reactive interfaces and improved user experiences. As
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part of that process, the Job Wizard's capabilities will be incorporated into the product's standard
workflows, which makes them available for all data sources.

3.4.3.2 End-of-Life features

ESXi 6.0 support

3.4.4 Release 10.0.0.0

3.4.4.1 Deprecated features

ESXi 6.5 and 6.7 VMware's end of technical guidance for ESXi is on 11/15/2023. To align our
support, Delphix will end support of ESXi 6.5 and 6.7 in version 15.0.0.0 (November 2023 release).

3.4.5 Release 6.0.17.0

3.4.5.1 End-of-life features

Oracle 11.1 and 12.1 Details of the Oracle database end-of-life can be found in the Oracle Lifetime
Support Policy?°.

3.4.6 Release 6.0.15.0

3.4.6.1 End-of-life features

Legacy algorithms & mapplets: The last algorithm migrations have completed in this version (6.0.15),
Legacy Algorithms are now EOL. For more information, see this Delphix Community Post?".

3.4.7 Release 6.0.12.0

3.4.7.1 End-of-life features

Legacy Secure Lookup: Legacy Secure Lookup has been removed and only the extensible version is
supported. Previous secure lookup instances have been moved to the extensibility framework.

20 https://www.oracle.com/us/assets/lifetime-support-technology-069183.pdf
21 https://community.delphix.com/blogs/david-wells/2022/06/10/delphix-6015-continuous-compliance-important-infor
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+ Internet Explorer 11 support: Internet Explorer 11 is no longer supported by Delphix. Users are

requested to refer to the list of Supported browsers?2,

3.4.8 Release 6.0.11.0

3.4.8.1 Deprecated features

« Oracle 11.1 and 12.1: Details of the Oracle database end-of-life can be found in the Oracle Lifetime
Support Policy?3.

+ TLS 1.0 and 1.1 These versions of TLS are known to be vulnerable, enterprise use is heavily
discouraged.

3.4.8.2 End-of-life features

Oracle 10g support: 6.0.10.0 is the last release supporting Oracle 10.1 and 10.2.

+ Create/update of legacy secure lookup algorithms via Ul: The ability to create and update legacy
secure lookup algorithms has been removed from the Ul. This feature is still accessible through the
API endpoints.

3.4.9 Release 6.0.10.0

3.4.9.1 End-of-life features

* Ruleset Edit: The Table Suffix, Add Column, Join Table, and List options were deprecated in the
6.0.3.0 release. These options have reached the end of life in the 6.0.10.0 release and have been
completely removed from the product. These options are the rarely used feature that can be achieved
using the following alternatives:

+ If you were using the Table Suffix functionality, you can achieve the same results with a series
of API calls (/table-metadata and /column-metadata endpoints).

+ For Add Column, Join Table, and List, you need to convert these settings to the equivalent
Custom SQL configuration before upgrading to 6.0.10.0 release.

22 https://delphixdocs.atlassian.net/wiki/spaces/CD/pages/3480605/Tested+browser+and+operating+systems
23 https://www.oracle.com/us/assets/lifetime-support-technology-069183.pdf
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3.4.10 Release 6.0.9.0

3.4.10.1 Deprecated features

Delphix has been creating new and improved versions of our existing algorithms, thus, Delphix would like to
provide formal notice of deprecation and planned End-of-Life (EoL) for the older algorithm versions. This is to
inform our customers that planning should start for their transition to these updated algorithms. For more
information and details on the transition, see Delphix Community Post - Legacy Mapping Algorithm?.

3.4.11 Release 6.0.8.0

3.4.11.1 End-of-life features

Legacy Custom Algorithm (Mapplet). For more information, see Delphix Community Post - Mapplet
EolL?®.
SAP ASE (Sybase) 15.0.3 support

3.4.12 Release 6.0.7.0

3.4.12.1 End-of-life features

ESX 5.5 support
Masking Connectors: Db2 LUW and zOS v9, Db2 LUW and zOS v10, SQL Server 2005, 2008, 2008 R2

3.4.13 Release 6.0.4.0

3.4.13.1 Deprecated features

FTP, SFTP, and mount upload for XML and Cobol formats FTP/SFTP/Mount-based format import
were the original modes for XML and Cobol files, since then, Delphix has added the ability to upload a
format file, which is simpler to set up. After the introduction of “upload”, there has been a dramatic
shift away from the legacy import modes in favor of the simplicity of “upload”.

Row type feature Originally geared for limiting masking to subsets of rows within a column, this
feature was seldom used. The functionality, if desired, can still be replicated via the Custom SQL
feature.

24 https://community.delphix.com/blogs/michael-torok/2021/08/12/delphix-end-of-life-notice-legacy-masking-algorith
25 https://community.delphix.com/blogs/sonali-sharma/2021/06/30/legacy-custom-algorithm-mapplet-end-of-life
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Redundant settings for ‘edit table’ under rule sets Table Suffix, Add Column, Join Table, and List -
These settings are redundant and can be replicated with the Custom SQL setting.

‘HAVING' clause from Masking API Deprecating due to low use. This feature, if desired, can be
replicated with Custom SQL.

3.4.13.2 End-of-life features

Job Scheduler As of this release, Delphix has removed the Job Scheduler feature. The introduction of
Masking's REST API several releases ago allowed customers to schedule job executions using their
preferred job scheduler. As a result, the integrated scheduler is seldom used.

3.4.14 Release 6.0.3.0

3.4.14.1 End-of-life features

In this release, the deprecated XML import/export functionality has been removed. If you used the XML
import/export feature in previous releases, you'll find the new Sync Environment feature to be a more robust
and complete solution with complete API support in addition to being available in the Ul.

3.4.15 Release 6.0.0.0

3.4.15.1 End-of-life features

Native XML CLOB masking: After the upgrade, columns masked as XML CLOBs will have the NULL SL
algorithm assigned.

Excel files can still be masked by first converting them to Delphix-supported file types (CSV, etc).
Also, XML CLOBs can be masked by extracting their values into a table (for example - using
extractValue in Oracle).

DB2 9.1, 9.5, and other 9.x versions of LUW & Z/0S

“Create target” job option: After upgrading jobs using “create target” will be removed.

“Bulk data” job option: After the upgrade, jobs using “bulk data” will be turned into non-bulk data jobs.
Native Microsoft Excel Masking: After the upgrade, MS Excel connectors, rulesets, and jobs will be
removed.

3.5 Licenses and notices

The Delphix Dynamic Data Platform includes licensed, third-party products from the following companies.
These products are copyrighted and all rights are reserved by the respective companies:

Highcharts, © Highsoft

The Delphix Masking engine includes licensed, third-party products from the following companies. These
products are copyrighted and all rights are reserved by the respective companies:
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« Kendo Ul, © Telerik

Starting with 6.0.3.0, the license info is available via a CLI/API on the engine when logged in as a system
administrator.

engine> cd license
engine license> getlLicense
engine license getlLicense *> commit

Access to the source code of such third party open source components may be permitted or required in
certain instances under the applicable open source licenses by sending an email to mailto:open-
source@delphix.com.
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4 Getting started

This section covers the following topics:

4.1

Introduction to Delphix Masking (see page 153)

Data source support (see page 157)

Installation (see page 174)

Naming requirements (see page 224)

Graphical user interface (see page 229)

Managing application settings (see page 236)

Users and roles (see page 238)

Best practices for defining masking roles (see page 260)
Audit logs (see page 263)

Monitor Async Task Status (see page 266)

Kerberos configuration (see page 267)

Password vault configuration (see page 282)

Db2 connector license installation (see page 287)

Continuous Compliance Engine icon reference (see page 289)
Delphix masking terminology (see page 290)

Changing the IP address of the Delphix Engine (see page 300)

Stopping and starting the containerized Continuous Compliance Engine (see page 302)
Stopping, starting, and restarting the continuous compliance engine (see page 304)

Upgrading the Continuous Compliance Engine (see page 306)
Utilization (see page 307)

Introduction to Delphix Masking

4.1.1 Challenge

With data breach incidents regularly making the news and increasing pressure from regulatory bodies and
consumers alike, organizations must protect sensitive data across the enterprise. Contending with insider
and outsider threats while staying compliant with mandates such as HIPAA, PCI, and GDPR is no easy task—

especially as teams simultaneously try to make their organizations more agile.

To tackle the problem of protecting sensitive information, companies are increasingly scrutinizing the tools
they've deployed. Instead of reactive perimeter defenses, security-minded organizations must focus on
proactively protecting the interior of their systems: their data. Moreover, while mainstay approaches such as
encryption may be effective for securing data-in-motion or data resident in hard drives, they are ill-suited for

protecting non-production environments for development, testing, and reporting.
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4.1.2 Solution

The masking capability of the Delphix DevOps Data Platform represents an automated approach to
protecting non-production environments, replacing confidential information such as social security numbers,
patient records, and credit card information with fictitious, yet realistic data.

Unlike encryption measures that can be bypassed through schemes to obtain user credentials, masking
irreversibly protects data in downstream environments. Consistent masking of data while maintaining
referential integrity across heterogeneous data sources enables Delphix masking to provide superior
coverage compared to other solutions—all without the need for programming expertise. Moreover, the
Delphix DevOps Data Platform seamlessly integrates masking with data delivery capabilities, ensuring the
security of sensitive data before it is made available for development and testing, or sent to an offsite data
center or the public cloud.

Delphix Masking is a multi-user, browser-based web application that provides complete, secure, and scalable
software for your sensitive data discovery, masking, and tokenization needs while meeting enterprise-class
infrastructure requirements. The Delphix DevOps Data Platform has several key characteristics to enable
your organization to successfully protect sensitive data across the enterprise:

End-to-End masking — The Delphix platform automatically detects confidential information,
irreversibly masks data values, then generates reports and email notifications to confirm that all
sensitive data has been masked.

Realistic data — Data masked with the Delphix platform is production-like in quality. Masked
application data in non-production environments remain fully functional and realistic, enabling the
development of higher-quality code.

Masking integrated with Virtualization — Most masking solutions fail due to the need for repeated,
lengthy batch jobs for extracting and masking data and a lack delivery capabilities for downstream
environments. The Delphix DevOps Data Platform seamlessly integrates data masking with data
virtualization?%, allowing teams to quickly deliver masked, virtual data copies on-premises or into
private, public, and hybrid cloud environments.

+ Referential integrity — Delphix masks consistently across heterogeneous data sources. To do so,
metadata and data are scanned to identify and preserve the primary/foreign key relationships
between elements so that data is masked the same way across different tables and databases.

+ Algorithms/Frameworks — Eighteen algorithm frameworks allow users to create and configure
algorithms to match specific security policies. Over twenty-five out-of-the-box, preconfigured
algorithms help businesses mask everything from names and addresses to credit card numbers and
text fields. Moreover, the Delphix platform includes prepackaged profiling sets for healthcare and
financial information, as well as the ability to perform tokenization: a process that can be used to
obfuscate data sent for processing, then reversed when the processed data set is returned.

+ [Ease of use — With a single solution, Delphix customers can mask data across a variety of platforms.
Moreover, businesses are not required to program their own masking algorithms or rely on extensive
administrator involvement. Our web-based Ul enables masking with a few mouse clicks and little
training.

Automated discovery of sensitive data — The Delphix Profiler automatically identifies sensitive data
across databases and files, and the time-consuming work associated with a data masking project is
reduced significantly.

26 https://delphixdocs.atlassian.net/wiki/spaces/CD
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4.1.3 High-level platform architecture

The Delphix DevOps Data Platform is made up of 4 main services each of which plays a very important part
in delivering fresh secure data to anybody that needs it. These include:

Virtualize —Delphix compresses the data that it gathers, often to one-third or more of the original
size. From that compressed data footprint, Delphix virtualizes the data and allows operators to create
lightweight, virtual data copies. Virtual copies are fully readable/writable and independent. They can
be spun up or torn down in just minutes. And they take up a fraction of the storage space of physical
copies - 10 virtual copies can fit into the space of one physical copy.

Identify and secure — The Delphix platform continuously protects sensitive information with
integrated data masking. Masking secures confidential data -- names, email addresses, patient
records, SSNs - by replacing sensitive values with fictitious, yet realistic equivalents. Delphix
automatically identifies sensitive values and then applies custom or predefined masking algorithms.
By seamlessly integrating data masking and provisioning into a single platform, Delphix ensures that
secure data delivery is effortless and repeatable.

Manage — Data operators can now quickly provision secure data copies -- in minutes -- to users in
their target environments. The Delphix platform serves as a single point of control to manage those
copies. Data operators maintain full control and visibility into downstream environments. They can
easily audit, monitor, and report against access and usage.

Self-service— Provides developers, testers, analysts, data scientists, or other users with controls to
manipulate data at will. Users can refresh data to reflect the latest state of production, rewind
environments to a prior point in time, bookmark data copies for later use, branch data copies to work
across multiple releases, or easily share data with other users.

On-brem

Cloud

O .
B _. & Personal flexible
E[_ Developer data pOdS for
EE R = everyone
Applications DATA
~ Pop
Ng a q o
[1] —. &)
N QA
EpS :
ompliance bute -
) omp Po dit & Repo .
Files Provisio asking anage _. (!)
Analyst
- —
=S 6
= N’ oBA 0
= : .
Databases Data
Scientist

4.1.4 How Delphix identifies sensitive data

Our platform helps you quickly identify your organization’s sensitive data. This sensitive data identification is
done using two different methods, column-level profiling, and data-level profiling.

Column-level profiling
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Column-level profiling uses REGEX expressions to scan the column names (metadata) of the selected data
sources. There are several dozen pre-configured profile expressions (like the one below) designed to identify
common sensitive data types (SSN, Name, Addresses, etc). You also have the ability to write/import your
own profile expressions.

First Name Expression <([A-Z][A-ZO-9]" \b[A>T*>(.*?2)<\1>

Data-level profiling

Data level profiling also uses REGEX expressions, but to scan the actual data instead of the metadata.
Similar to column-level profiling, there are several dozen pre-configured expressions (like the one below) and
you can write/import your own.

Social Security Number Expression <([A-ZJ[A-ZO-9]" \b[*=]*>(.*?)<\1>

For both column and data level profiling, when data is identified as sensitive, Delphix recommends/assigns
particular algorithms to be used when securing the data. The platform comes with several dozen pre-
configured algorithms which are recommended when the profiler finds certain sensitive data.

4.1.5 How Delphix secures your sensitive data

Delphix strives to make available multiple methods for securing your data, depending on your needs. The two
secure methods Delphix currently supports are masking (anonymization) and tokenization
(pseudonymization).

Masking

Data masking secures your data by replacing values with realistic yet fictitious data. Seven out-of-the-box
algorithm frameworks help businesses mask everything from names and social security numbers to images
and text fields. Algorithms can also be configured or customized to match specific security policies.

Before Masking After Masking

Elon Musk Jeff Bezos

Tokenization

Tokenization uses reversible algorithms so that the data can be returned to its original state. Tokenization is
a form of encryption where the actual data — such as names and addresses — are converted into tokens that
do not convey any meaning (with regard to appearance and formatting).

Before Tokenizing After Tokenizing

226-74-3756 asdflkajsfdaja
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4.2 Data source support

The Continuous Compliance service supports profiling, masking, and tokenizing a variety of different data
sources including distributed databases, mainframes, PaaS databases, and files. At a high level, Continuous
Compliance breaks up support for data sources into two categories:

+ Delphix connectors: These are data sources that the Delphix Engine can connect to directly using
built-in connectors that have been optimized to perform masking, profiling, and tokenization. Delphix
Connectors are available as Standard Connectors and Select Connectors. Standard Connectors are
bundled with the Continuous Compliance Engine. Select Connectors are an add-on to the Delphix
engine and require a separate installation and configuration process.

- FEML sources: FEML (File Extract Mask and Load) is a method used to mask and tokenize data
sources that do not have dedicated Delphix Connectors. FEML uses existing APIs from data sources
to extract the data to a file, masks the file, and then uses APIs to load the masked file back into the
database.

4.2.1 Standard connectors

The Delphix Engine has standard masking connectors for the following data sources:

- Distributed database: Db2 LUW, Oracle, MS SQL, MySQL, SAP ASE (Sybase), PostgreSQL, MariaDB
+ Mainframe/Midrange: Db2 Z/0S, Db2 iSeries, Mainframe data sets
« Files: Fixed Width, Delimited, XML

For a detailed view of all the versions, features, etc. Delphix supports each data source - see the sections
below.

4.2.2 Select connectors

The Delphix Engine has Select masking connectors for the following data sources:

- Distributed database: Salesforce (Compliance Accelerator?’ documentation), CockroachDB,
YugabyteDB, and SAP HANA 2.0 (SAP Compliance?® documentation)

4.2.3 Db2 LUW connector

Introduction

Db2 for Linux, UNIX, and Windows is a database server product developed by IBM. Sometimes called Db2
LUW for brevity, it is part of the Db2 family of database products. Db2 LUW is the "Common Server" product
member of the Db2 family, designed to run on the most popular operating systems. By contrast, all other Db2
products are specific to a single platform.

Support matrix

27 https://ecosystem.delphix.com/docs/main/compliance-accelerator-salesforce
28 https://ecosystem.delphix.com/docs/main/sap-compliance-accelerator
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Platforms Versions Feature Availability
Unix 11.1 TLS/SSL Available
Linux 11.5 Password Vault Available
Windows Kerberos Unavailable
In-place Masking Mode
Multi-tenant Available
Streams/Threads Available
Batch Update Available
Drop Indexes Available
Drop Triggers Available
Drop Constraints Available
Identity Column Support Available
On-the-fly Masking Mode
Restart Ability Available
Truncate Available
Drop Triggers Available
Drop Constraints Available
Profiling
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Platforms Versions Feature Availability
Multi-tenant Available
Streams Available

4.2.3.1 TLS/SSL setup

1. Add the database’s certificate in the setup application using instructions in the Adding a certificate
section, in the TrustStore settings?® page.

2. Restart the Compliance engine.

3. Create a Db2 connector in Continuous Compliance with the relevant parameters. Upload a properties
file for the connector with the following:

sslConnection = True

4.2.4 Oracle connector

Introduction

Oracle Database (commonly referred to as Oracle RDBMS or simply as Oracle) is a multi-model database
management system produced and marketed by Oracle Corporation.

Support matrix

Platforms Versions Feature Availability
Unix 11.2 TLS/SSL Available
Linux 12¢ Password Vault Available
Windows 12cR Kerberos Available
AWS RDS 18¢c In-place Masking Mode

OCI DBaaS on Bare Metal 19¢ Multi-tenant Available
OCI DBaaS on VM 21c Streams/Threads Available

29 https://cd.delphix.com/docs/latest/truststore-settings
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Batch Update Available
Drop Indexes Available
Disable Triggers Available
Disable Constraints Available
Identity Column Support Available

On-the-fly Masking Mode

Restart Ability Available
Truncate Available
Disable Triggers Available
Disable Constraints Available
Profiling

Multi-tenant Available
Streams Available

4.2.41 TLS/SSL setup

1. Add the database’s certificate in the setup application using instructions in the Adding a certificate
section, in the TrustStore settings® article.

2. Restart the Compliance engine.

3. Create an Oracle connector in Continuous Compliance with JDBC URL, similar to below examples,
depending upon the Oracle database and certificate configuration.
Note: SSL connection with BASIC Oracle connector is not supported.

30 https://cd.delphix.com/docs/latest/truststore-settings
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jdbc:oracle:thin:@(DESCRIPTION=(ADDRESS=(PROTOCOL=tcps) (HOST=servername)
(PORT=2484)) (CONNECT_DATA=(SERVICE_NAME=servicename)))
jdbc:oracle:thin:@(DESCRIPTION=(ADDRESS=(PROTOCOL=tcps) (HOST=servername)
(PORT=2484)) (CONNECT_DATA=(SID=SID_NAME)))
jdbc:oracle:thin:@(DESCRIPTION=(ADDRESS=(PROTOCOL=tcps) (HOST=servername)
(PORT=2484)) (CONNECT_DATA=(SID=SID_NAME))
(SECURITY=(SSL_SERVER_CERT_DN="CN=<certificate cn_name>")))

4.2.5 MS SQL connector

Introduction

Microsoft SQL Server is a relational database management system developed by Microsoft. As a database
server, it is a software product with the primary function of storing and retrieving data as requested by other
software applications—which may run either on the same computer or on another computer across a
network (including the Internet).

Support matrix

Platforms Versions Feature Availability
Unix 2012 TLS/SSL Available
Linux 2014 Password Vault Available
Windows 2016 Kerberos Available
AWS RDS 2017 In-place Masking Mode
Azure SQL 2019 Multi-tenant Available
Azure Managed Instance 2022 Streams/Threads Available
Azure SQL Data Batch Update Available
Warehouse
Google Cloud SQL Server Drop Indexes Available
Disable Triggers Available
Disable Constraints Available
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Platforms Versions Feature Availability

Identity Column Support Available
On-the-fly Masking Mode

Restart Ability Available
Truncate Available
Disable Triggers Available
Disable Constraints Available
Profiling

Multi-tenant Available
Streams Available

4.2.5.1 TLS/SSL setup

1. Add the database’s certificate in the setup application using instructions in the Adding a certificate
section, in the TrustStore settings®! article.

2. Restart the Compliance engine.

3. Create a MSSQL connector in Continuous Compliance with the relevant parameters. Upload a
properties file for the connector with the following:

encrypt = true

trustServerCertificate = false / true <—---- Depending upon whether to directly
accept the database certificate without checking certificate common-name
hostNameInCertificate = 10-110-229-143.qa-ad.delphix.com <——--- This property

is only required in case trustServerCertificate is set to false

31 https://cd.delphix.com/docs/latest/truststore-settings
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4.2.6 PostgreSQL connector

Introduction

Continuous Compliance — Continuous Compliance Home

PostgreSQL, often simply Postgres, is an object-relational database management system (ORDBMS) with an
emphasis on extensibility and standards compliance. PostgreSQL is developed by the PostgreSQL Global
Development Group, a diverse group of many companies and individual contributors. It is free and open-
source, released under the terms of the PostgreSQL License, a permissive software license.

Support matrix

Platforms Versions Feature Availability
Unix 9.2 TLS/SSL Available
Linux 9.3 Password Vault Available
Windows 9.4 Kerberos Unavailable
AWS RDS 9.5 In-place Masking Mode
AWS Aurora 9.6 Multi-tenant Available
Azure Database for 10 Streams/Threads Available
PostgreSQL
Google Cloud SQL PostgreSQL | 11 Batch Update Available
12 Drop Indexes Available
13 Disable Triggers Available
14 Drop Constraints Available
Enterprise DB Identity Column Support Available
On-the-fly Masking Mode
Restart Ability Unavailable
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Platforms Versions Feature Availability
Truncate Available
Disable Triggers Available
Drop Constraints Available
Profiling
Multi-tenant Available
Streams Unavailable

4.2.6.1 TLS/SSL setup

1. Add the database’s certificate in the setup application using instructions in the Adding a certificate
section, in the TrustStore settings®? article.

2. Restart the Compliance engine.

3. Create a PostgreSQL connector in Continuous Compliance with the relevant parameters. Upload a
properties file for the connector with the following:

ssl=true
sslmode=verify-full
sslfactory=org.postgresql.ssl.DefaultJavaSSLFactory

Note: To use the verify-full setting (highest security), the PostgreSQL database certificate’s Common
Name (CN) field must match the hostname. To check the CN value in the certificate: openssl x509

-in server.crt -text -noout

4.2.7 MySQL / MariaDB connector

Introduction

MySQL is an open-source relational database management system (RDBMS). MySQL was owned and
sponsored by a single for-profit firm, the Swedish company MySQL AB. MySQL is now owned by Oracle
Corporation.

32 https://cd.delphix.com/docs/latest/truststore-settings
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MariaDB is a community-developed fork of the MySQL relational database management system intended to
remain free under the GNU GPL. Development is led by some of the original developers of MySQL, who
forked it due to concerns over its acquisition by Oracle Corporation.

A MySQL Connector may be used to connect to either a MySQL or MariaDB database instance.

MySQL support matrix

Platforms Versions Feature Availability

Unix 5.5 TLS/SSL Available

Linux 5.6 Password Vault Available

Windows 5.7 Kerberos Unavailable

AWS RDS 8 In-place Masking Mode

AWS Aurora Multi-tenant Available

Azure Database for MySQL Streams/Threads Available

Google Cloud SQL MySQL Batch Update Available
Drop Indexes Available
Disable Triggers Unavailable
Disable Constraints Unavailable
Identity Column Support Available
On-the-fly Masking Mode
Restart Ability Unavailable
Truncate Available
Disable Triggers Unavailable
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Platforms Versions Feature Availability
Disable Constraints Unavailable
Profiling
Multi-tenant Available
Streams Available

MariaDB support matrix

Platforms Versions Feature Availability
Unix 10 TLS/SSL Available
Linux Password Vault Available
Window Kerberos Unavailable
AWS RDS In-place Masking Mode
AWS Aurora Multi-tenant Available
Azure Database for MariaDB Streams/Threads Available
Batch Update Available
Drop Indexes Available
Disable Triggers Unavailable
Disable Constraints Unavailable
Identity Column Support Available
On-the-fly Masking Mode
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Platforms Versions Feature Availability
Restart Ability Unavailable
Truncate Available
Disable Triggers Unavailable
Disable Constraints Unavailable
Profiling
Multi-tenant Available
Streams Available

4.2.7.1 TLS/SSL setup

1. Add the database’s certificate in the setup application using instructions in the Adding a certificate
section, in the TrustStore settings®? article.

2. Restart the Compliance engine.

3. Create a MySQL/MariaDB connector in Continuous Compliance with the relevant parameters. Upload
a properties file for the connector with the following:

useSSL=True

trustServerCertificate=false
keyStore=file:/var/delphix/server/etc/.truststore

keyStoreType=JKS

4.2.8 SAP ASE (Sybase) connector

Introduction

SAP ASE (Adaptive Server Enterprise), originally known as Sybase SQL Server, and also commonly known as
Sybase DB or Sybase ASE, is a relational model database server product for businesses developed by Sybase

Corporation which became part of SAP AG.

Support matrix

33 https://cd.delphix.com/docs/latest/truststore-settings
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Platforms Versions Feature Availability
Unix 15.5 TLS/SSL Available
Linux 15.7 Password Vault Available
Windows 16 Kerberos Available
In-place Masking Mode
Multi-tenant Available
Streams/Threads Available
Batch Update Available
Drop Indexes Available
Disable Triggers Available
Disable Constraints Available
Identity Column Support Available
On-the-fly Masking Mode
Restart Ability Available
Truncate Available
Disable Triggers Available
Disable Constraints Available
Profiling
Multi-tenant Available
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Platforms Versions Feature Availability

Streams Available

4.2.8.1 TLS/SSL setup

1. Add the database’s certificate in the setup application using instructions in the Adding a certificate
section, in the TrustStore settings3* article.

2. Restart the Compliance engine.

3. Create a Sybase connector in Continuous Compliance with the relevant parameters. Upload a
properties file for the connector with the following contents:

ENABLE_SSL=true

4.2.9 Db2 z/0S and iSeries connectors

Introduction

Db2 for z/0S and iSeries are relational database management systems that run on IBM Z (mainframe) and
IBM Power Systems.

Support matrix

iSeries z/0S Feature Availability
7.1 11 TLS/SSL Available
7.2 12 Password Vault Available
7.3 Kerberos Unavailable
7.4 In-place Masking Mode
Multi-tenant Available
Streams/Threads Available

34 https://cd.delphix.com/docs/latest/truststore-settings
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iSeries z/0S Feature

Availability

Batch Update

Available

Drop Indexes

z/0S: Unavailable
iSeries: Available

Disable/Drop Triggers

z/0S: Available
iSeries: Available v7.2+

Drop Constraints Available
Identity Column Support Available
On-the-fly Masking Mode

Restart Ability Unavailable
Truncate Available

Disable/Drop Triggers

z/0S: Available
iSeries: Available v7.2+

Drop Constraints Available
Profiling

Multi-tenant Available
Streams Available

4.2.9.1 TLS/SSL setup

See the instructions in the Db2 LUW connector section

4.2.10 Files connector

Introduction
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Data stored in a variety of different formats may be masked using the same algorithms available for other
data sources.

Support matrix

File type/format Supported encodings Support level
Fixed Width ASCII, UTF-8 Supported
Delimited ASCII, UTF-8 Supported
XML ASCII, UTF-8 Supported
JSON ASCII, UTF-8 Supported

4.2.11 Mainframe data set connector

Introduction

In addition to databases and files, the Continuous Compliance Engine can process data stored in Mainframe
data sets commonly found on the IBM z/0S operating system. For more information on data sets, see this
IBM knowledge center article3>.

Support matrix

The Continuous Compliance Engine requires that data be encoded in EBCDIC rather than something like
ASCIl or UTF-8. EBCDIC is the encoding traditionally used on Mainframes.

4.2.12 On-The-Fly masking jobs

Continuous Compliance supports On-The-Fly (OTF) masking jobs where the data is read from a source
location and written to a different target location. Only certain combinations of connector types are
supported for OTF jobs.

OTF jobs with connectors of the same type are supported. For example, masking data from an Oracle source
database to an Oracle target database is supported if both are using the built-in Oracle connector. OTF jobs
using Extended Connectors are supported if both the source and target are using the same Extended Driver
(the same uploaded JDBC driver). Additionally, OTF jobs with a relational database source and a delimited
file target are supported. The following data sources are supported as source connectors for OTF jobs with
delimited file targets.

Oracle

Db2

MS SQL
PostgreSQL
MySQL / MariaDB

35 https://www.ibm.com/support/knowledgecenter/zosbasics/com.ibm.zos.zconcepts/zconc_datasetintro.htm
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+ SAP ASE (Sybase)
« Connectors created as Extended Connectors (see page 373).
For masking flat files (e.g. XML, delimited, etc) in an on-the-fly masking job, it is no longer required to copy or

create empty files on the target. If the file name pattern does not match any file on the source, the execution
will reported as success, although no file is masked.

No other combinations of connector types are supported. For example, an Oracle source with a PostgreSQL
target, or an MS SQL source with a fixed-width file target, are unsupported.

4.2.13 Yugabyte connector

Introduction

YugabyteDB, often simply referred to as Yugabyte, is a distributed SQL database management system with a
focus on scalability, performance, and high availability. It is designed to be compatible with PostgreSQL and
offers distributed ACID transactions, automatic sharding, and fault tolerance. Yugabyte is developed by
Yugabyte Inc., with contributions from various companies and individual contributors. It is free and open-
source software, released under the YugabyteDB License.

Support matrix

Platforms Versions Feature Availability

Unix 2.18 TLS/SSL Available

Linux Password Vault Available
Kerberos Unavailable

In-place Masking Mode

Multi-tenant Available
Streams/Threads Available
Batch Update Available
Drop Indexes Available
Disable Triggers Available
Disable Constraints Available
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Platforms Versions Feature Availability
Identity Column Support Available
On-the-fly Masking Mode
Restart Ability Unavailable
Truncate Available
Disable Triggers Available
Disable Constraints Available
Profiling
Multi-tenant Available
Streams Unavailable

4.2.13.1 TLS/SSL setup

1. Add the database’s certificate in the setup application using instructions in the Adding a certificate
section, in the TrustStore settings3® article.

2. Restart the Delphix Continuous Compliance Engine.

3. Create a PostgreSQL connector in the Delphix Continuous Compliance Engine with the relevant
parameters. Upload the properties file for the connector with the following:

ssl=true
sslmode=verify-full
sslfactory=org.postgresql.ssl.DefaultJavaSSLFactory

36 https://cd.delphix.com/docs/latest/truststore-settings
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To use the verify-full setting (highest security), the PostgreSQL database certificate’s Common
Name (CN) field must match the hostname. To check the CN value in the certificate, run the

following command: openssl x509 -in server.crt -text -noout.

4.3 Installation

This section covers the following articles:

« Containerized installation (see page 189)

+ Network connectivity requirements (see page 177)
+ Prerequisites (see page 174)

+ First time setup (see page 179)

«  AWS EC2 installation (see page 182)

« Azure installation (see page 187)

+ Google Cloud platform installation (see page 195)
+ IBM Cloud platform installation (see page 202)

+ Hyper-V installation (see page 197)

« OCl installation (see page 213)

+ VMware installation (see page 219)

+ Naming requirements (see page 224)

4.3.1 Prerequisites

4.3.1.1 VM-based Continuous Compliance Engines

This section will detail the hardware/software requirements needed to deploy the Delphix Engine with the
Masking service. The Delphix Engine is a self-contained operating environment and application that is
provided as a Virtual Appliance. Our Virtual Appliance is certified to run on a variety of platforms including
VMware, AWS, and Azure.

The Delphix Engine should be placed on a server where it will not contend with other VMs for network,
storage, or other computing resources. The Delphix Engine is a CPU and I/0-intensive application, and
deploying it in an environment where it must share resources with other virtual machines can significantly
reduce performance.

To use both Continuous Data (data virtualization) and Continuous Compliance (data masking), they must be
deployed as separate Delphix engines. One Delphix engine is required per service, running both operations on
one engine is not supported.

4.3.1.1.1 Client web browser

The Delphix Engine's graphical interface can be accessed from a variety of different web browsers. The
Delphix Engine currently supports the following web browsers:

Getting started — 174



Continuous Compliance — Continuous Compliance Home

Microsoft Edge 40.x or higher
Mozilla Firefox 35.0 or higher
Chrome 40 or higher

4.3.1.1.2 AWS EC2 platform

See AWS EC2 Installation (see page 182) for information about the virtual machine requirements for installation
of a dedicated Delphix Masking Engine on Amazon's Elastic Cloud Compute (EC2) platform.

4.3.1.1.3 Azure platform

See Azure Installation (see page 187) for information about the virtual machine requirements for the installation
of a dedicated Delphix Masking Engine on the Azure platform.

4.3.1.1.4 Google cloud platform

See Google Cloud Platform Installation (see page 195) for information about the virtual machine requirements
for the installation of a dedicated Delphix Masking Engine on the GCP platform.

4.3.1.1.5 IBM Cloud

See IBM Cloud Installation (see page 202) for information about the virtual machine requirements for the
installation of a dedicated Delphix Masking Engine on the IBM Cloud.

4.3.1.1.6 VMware platform

See VMware installation (see page 219) for information about the virtual machine requirements for the
installation of a dedicated Delphix Masking Engine on the VMware Virtual platform.

4.3.1.2 Container (Kubernetes) based Continuous Compliance Engine

For Containerized Masking, the product is delivered as a set of containers that are deployed as a Pod in the
customer's Kubernetes infrastructure. This Pod provides a very similar set of functionality as the Delphix
Engine VM-based appliance.

Containerized Masking was developed to provide the ability to create ephemeral engines. |.e. small engines
that can be spun up quickly for a specific need and then thrown away once that need is fulfilled.

The customer will need to provide said Kubernetes infrastructure whether on-prem infrastructure (such as
MiniKube or MicroK8s) or cloud-based infrastructure (such as AWS EKS).

Additionally, some functionality may require additional software to be installed on the Kubernetes node
systems. For example, if the use of NFS-mounted filesystems is planned, each node would need the NFS
client software to allow Kubernetes to perform the desired NFS mounts.
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4.3.1.2.1 Differences from VMware-based Engines

The VMware-based Continuous Compliance engine was deployed conjoined with the Continuous Data
product, including its Engine Setup App. The containerized version of Continuous Compliance is fully
divorced from the Continuous Data product which means that some functionality that was provided or
enabled by the Engine Setup App is not available. Some unavailable items are on the roadmap to be re-
introduced to Containerized Continuous Compliance in future releases.

The ways in which the containerized service differs from its VMware-based compatriot are summarized in
the following table.

Functionality VMware based engine Containerized engine
FTP support for file masking Yes No'’
SSL / TLS for connectors Yes? Yes*
Local file masking via NFS Yes? Yes*
Local file masking via CIFS Yes? Yes?*
LDAP Yes? No'
Kerberos Yes? No'
SSO / OAuth Yes? No3
Upgrade / upgrade validation Yes? No
IBM's Custom Db2 Driver Yes No
@ 1. Roadmap item, not currently supported.

2. Viathe Engine Setup app.

3. Currently under evaluation.

4. Via Kubernetes.
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More information about each of the above can be found in the document sections that deal with their

subject.

4.3.2 Network connectivity requirements

This topic covers the general network and connectivity requirements, including connection requirements,
port allocation, and firewall and Intrusion Detection System (IDS) considerations.

@ A security mechanism exists that does not allow the Masking engine to deploy behind a reverse
proxy on the network.

4.3.2.1 General outbound connections from the virtual machine Delphix Continuous
Compliance Engine

Protocol Port Numbers | Use

TCP 25 Connection to a local SMTP server for sending email.

TCP/UDP 53 Connections to local DNS servers.

UDP 123 Connection to an NTP server.

UbP 162 Sending SNMP TRAP messages to an SNMP Manager.

TCP 443 HTTPS connections from the Delphix Engine to the Delphix Support
upload server.

TCP/UDP 636 Secure connections to an LDAP server.

TCP/UDP various Connections to target environments such as databases (JDBC) and files
(FTP, SFTP, NFS, or CIFS).
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4.3.2.2 General inbound connections to the virtual machine Delphix Continuous
Compliance Engine

Protocol Port Numbers Use

TCP 22 SSH connections to the Delphix Engine.

TCP 80 HTTP connections to the Delphix GUI (optional).

UDP 161 Messages from an SNMP Manager to the Delphix Engine.
TCP 443 HTTPS connections to the Delphix GUI.

4.3.2.3 General outbound connections from the containerized Delphix Continuous
Compliance Engine

Containerized Masking is deployed as a Pod on a customer Kubernetes infrastructure rather than being a
self-contained machine like the VM deployments. There is much-underlying infrastructure (NTP, for example)
that the VM deployment must manage, which is unnecessary for a containerized deployment. There are
many features (again using time as one example) that a containerized deployment requires from the
underlying infrastructure, but since they are no longer managed by the Pod itself, they no longer appear in the
list of networking requirements.

Protocol Port Use
Numbers
TCP 25 Connection to a local SMTP server for sending email.
TCP/UDP 53 Connections to local DNS servers.
TCP/UDP various Connections to target environments such as databases (JDBC) and files
(FTP, SFTP, NFS, or CIFS).
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4.3.2.4 General inbound connections to the containerized Delphix Continuous

Compliance Engine

@ Theinbound ports shown in the table below are all internal. The kubernetes config defines a
service that routes customer supplied external facing ports to the listed internal ports allowing
the customer to choose any ports that work best for their infra. The example config maps
external port 30080 to internal port 8080 and external port 30443 to internal port 8443, but that
is left entirely to customer discretion.

Protocol Port Numbers Use
TCP 8080 HTTP connections to the Delphix GUI (optional).
TCP 8443 HTTPS connections to the Delphix GUI.

4.3.2.5 Firewalls and Intrusion Detection Systems (IDS)

Firewalls can add milliseconds to the latency between servers. Accordingly, for best performance, there
should be no firewalls between the Delphix Masking Engine and the target environments. If the Delphix
Masking Engine is separated from a target environment by a firewall, the firewall must be configured to
permit network connections between the Delphix Masking Engine and the target environments for the
application protocols (ports) listed above.

Intrusion detection systems (IDSs) should also be made permissive to the Delphix Masking Engine
deployment. IDSs should be made aware of the anticipated high volumes of data transfer between the
Delphix Masking Engine and target environments.

4.3.3 First time setup

This section walks you step by step on how to download and install the Delphix Engine software onto your
infrastructure (VMware, AWS EC2, Azure, or GCP).

4.3.3.1 Setting up network access to the Delphix Engine

1. Power on the Delphix Engine and open the Console.

2. Wait for the Delphix Management Service and Delphix Boot Service to come online. This might take
up to 10 minutes during the first boot. Wait for the large orange box to turn green.

3. Press any key to access the sysadmin console.
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Enter sysadmin for the username and sysadmin for the password (when installing a new engine via
AWS AM, the initial sysadmin password is the AWS Instance ID).

You will be presented with a description of available network settings and instructions for editing.

Configure the hostname. Use the same hostname you entered during the server installation. If you are
using DHCP, this step can be skipped.

Configure DNS. If you are using DHCP, this step can be skipped.

Configure either a static or DHCP address. The static IP address must be specified in CIDR notation
(for example, 192.168.1.2/24).

Configure a default gateway. If you are using DHCP, this step can be skipped.

Commit your changes. Note that you can use the get command prior to committing to verify your
desired configuration.

Check that the Delphix Engine can now be accessed through a Web browser by navigating to the
displayed IP address, or hostname if using DNS.

Exit setup.

4.3.3.2 Setting up the Delphix Engine

Once you setup the network access for your Delphix Engine, enter the Delphix Engine URL in your browser for
server setup. The Unified Setup wizard Welcome screen below will appear for you to begin your Delphix
Engine setup.

(99

SETUP Setup Help

Continuous Compliance Setup

Welcome Welcome
Choose engine type to setup:
Continuous Compliance
Password (O Continuous Data
(® Continuous Compliance
Administrators
This wizard will step you through the setup. During this process you will complete the following:
Time « Create your password for the default "sysadmin" user
« Set the system time
+ Configure network and services
« Configure the storage pool
Network = Configure proxies, SMTP, and LDAP (these are optional)
+ Register your software
Network Security After setup is complete, you will have two administrators defined:
* The system administrator, "sysadmin" with the password you defined. This will be the system administrator for the instance.
« The engine administrator, "admin" with the password you defined. This is typically a DBA who will administer all the data managed by the instance.
Storage + The Continuous Compliance administrator, "admin" with the password you defined. This will be the Continuous Compliance administrator responsible for setting upusers and other administrative actions in Continuous.
Compliance.
) When setup is complete, log in as engine administrator to begin using your engine.
Outbound Connectivity
Authentication
Network Authorization
Registration
Summary

The Welcome page allows you to setup Masking-specific settings such as Masking admin user’s email and 1
password as well as Masking SMTP settings directly from the setup wizard. It will then redirect the customer
to the corresponding login page based on the engine type selected.
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When Masking is selected, the following will be added to the Welcome screen; "admin" with the password
you defined. This will be the Masking administrator responsible for setting up users and other administrative
actions in Masking.

There are limitations to this feature:

Only Masking user settings (email and password) and SMTP settings are supported. Customers will
need to use the API to setup LDAP.

Once set, these settings can only be updated via the Masking API. There are no corresponding
sections in the system dashboard.

Engine Type cannot be modified once set in the Setup Wizard because it has other dependencies
such as SSO.

If the wrong password is entered, after 3 times the user will be locked out of the Masking
service.

11.

12.

On the Welcome tab select Masking and then click Next.

In the Masking Password tab enter the current default (out-of-box) password for Masking. (Currently,
the default is Admin-12)

Click Validate or Next. This causes the engine to validate the entered password with the masking
service.

In the Administrators tab enter System Administrator, Masking Administrator, and Engine
Administrator credentials. Then click Next.

Select an option for maintaining system time. Then click Next.

Note: The Masking engine only works with the UTC time zone. Time zone selection at the time of
engine setup is not applicable for the Masking engine.

Configure your network interfaces and services and then select Next.

Delphix installs certificates signed by the Engines Certificate Authority. You can replace any
certificate. Once you are ready click Next.

The Delphix Engine automatically discovers and displays storage devices. For each device, set the
Usage Assignment to Data and set the Storage Profile to Striped. Then click Next.

Enter the Masking SMTP settings and then click Next.

The Authentication tab allows users to configure Virtualization LDAP settings. But Masking LDAP
settings must be configured via the Masking API.

To enable SAML/SSO, set the Audience Restriction (SP entity ID, Partner’s Entity ID) in the identity
provider to be the Engine UUID. Select Use SAML/SSO0.IdP metadata is an XML document which
must be exported from the application created in your IdPCopy and pasted in the IdP Metadata field.
Click Next.

If using Kerberos authentication select Use Kerberos authentication and complete all fields. Then
enter Next.
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13. If the Delphix Engine has access to the external Internet (either directly or through a web proxy), then
you can auto-register the Delphix Engine. If external connectivity is not immediately available, you
must perform manual registration. Copy the Delphix Engine registration code.

14. Click Next.

15. The final Summary tab will enable you to review your configuration. Click Submit to acknowledge the
configuration.

4.3.3.3 Logging in to the Delphix Continuous Compliance Engine

1. Loginto a web browser that pointsto http://masking-engine.example.com/masking.
2. Enter default username: admin .

3. Enter default user password: Admin-12 .

4.3.4 AWS EC2 installation

This section covers the virtual machine requirements for installation of a dedicated Continuous Compliance
Engine on Amazon's Elastic Cloud Compute (EC2) platform.

For best performance, the Continuous Compliance Engine and all database/file servers should be in the
same AWS region.

The following topics are covered:

+ Instance Types

+ Network Configuration

+ EBS Configuration

+ General Storage Configuration

+ Additional AWS Configuration Notes

4.3.4.1 Instance types
The Continuous Compliance Engine can run on a variety of different instances, including large memory

instances (preferred) and high 1/0 instances. We recommend the following large memory and high 1/0
instances:
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Requirements

Notes

Large Memory Instances:

ron.2xlarge
rSn.4xlarge
r5n.8xlarge
r5n.16xlarge
r5n.24xlarge
r4.2xlarge
r4.4xlarge
r4.8xlarge
r4.16xlarge

- Larger instance types provide more CPU, which can prevent resource
shortfalls under high I/0 throughput conditions.

- Larger instances also provide more memory, which the Delphix
Engine uses to cache database blocks. More memory will provide
better read performance.

High 1/0 Instances (supported)

i3.2xlarge
i3.4xlarge
i3.8xlarge

@ On the AWS EC2 platform, the Continuous Compliance Engine must have sufficient memory to
operate when multiple masking jobs are running. Our recommendation is to provide 8 GB of
memory for the Continuous Compliance Engine in addition to any memory that will be used by

running jobs.

4.3.4.2 Network configuration

Requirements Notes
Virtual Private - You must deploy the Delphix Engine and all of the source and target environments in
Cloud a VPC network to ensure that private IP addresses are static and do not change when

you restart instances.
- When adding environments to the Delphix Engine, you must use the host's VPC
(static private) IP addresses.

Static Public IP The EC2 Delphix instance must be launched with a static IP address; however, the
default behavior for VPC instances is to launch with a dynamic public IP address -
which can change whenever you restart the instance. If you're using a public IP
address for your Delphix Engine, static IP addresses can only be achieved by using
assigned AWS Elastic IP Addresses.
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Requirements Notes

Security Group The default security group will only open port 22 for SSH access. You must modify the
Configuration security group to allow access to all of the networking ports used by the Delphix
Engine and the various source and target engines.

4.3.4.3 Storage configurations

@ You must always attach a minimum of 2 storage pools to the Delphix Engine; one for rpool and
other for domain0 pool.

4.3.4.3.1 EBS configuration

Deploying Delphix on AWS EC2 requires EBS-provisioned IOPS volumes. Since EBS volumes are connected to
EC2 instances via the network, other network activity on the instance can affect throughput to EBS volumes.
EBS-optimized instances provide guaranteed throughput to EBS volumes and are required to provide
consistent and predictable storage performance.

Requirements Notes
EBS Provisioned I0PS - Delphix does not support the use of instance store volumes.
Volumes - Use EBS volumes with provisioned IOPs in order to provide consistent and

predictable performance. The number of provisioned IOPs depends on the
[ . estimated 10 workload on the Delphix Engine.

- Provisioned IOPs volumes must be configured with a volume size to
B Alattached provisioned I0Ps per the EBS Volume Types®” guidelines.
stor.age - 1/0 requests of up to 256 kilobytes (KB) are counted as a single I/0
devices must operation (IOP) for provisioned I0Ps volumes. Each volume can be
be EBS configured for up to 4,000 IOPs.
volumes.

4.3.4.3.1.1 System disk

The minimum recommended storage size for the System Disk is 127 GB.

37 https://docs.aws.amazon.com/AWSEC?2/latest/UserGuide/ebs-volume-types.html
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The minimum recommended storage size of the Metadata Volume is 50 GB.

4.3.4.3.2 General storage configuration

Requirements

Notes

- Allocate initial storage equal to
the size of the physical source
database storage.

- Add storage when storage
capacity approaches 30% free.

- For high redo rates and/or high DB change rates, allocate an
additional 10-20 %.

- Add new storage by provisioning new volumes of the same size.

- This enables the Delphix File System (DxFS) to make sure that its file
systems are always consistent on disk without additional
serialization. This also enables the Delphix Engine to achieve higher I/
O rates by queueing more I/0 operations to its storage.

EBS Volume Size and Count

- Keep all EBS volumes the same
size. Maximize Delphix Engine
RAM for a larger system cache
to service reads

- Use at least 4 EBS volumes to
maximize performance.

This enables the Delphix File System (DxFS) to make sure that its file
systems are always consistent on disk without additional
serialization. This also enables the Delphix Engine to achieve higher I/
O rates by queueing more 1/0 operations to its storage.

4.3.4.4 Additional AWS configuration notes

+ Using storage other than EBS is not supported.

+ Limits on the number of volumes are dictated by the EBS instance type, and is generally advised that
over 40 can be expected to cause issue on Linux VMs. More information can be found in the AWS
Volume Limits3® and AWS Volume Constraints®® articles. The maximum device limit imposed by AWS
can be handled by the Delphix Engine.

+ The use of the local SSDs attached to i2 instance types is not supported.

+ Using fast storage for EBS volumes is supported and recommended, including (in order of decreasing

speed):

+ Provisioned IOPS (io1) volumes (recommended).
+ Virtual Machine Requirements for AWS EC2 Platform
+ General Purpose SSD (gp2) volumes (supported)

38 https://docs.aws.amazon.com/AWSEC?2/latest/UserGuide/volume_limits.html
39 https://docs.aws.amazon.com/AWSEC2/latest/UserGuide/volume_constraints.html
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Throughput Optimized HDD (st1) volumes (supported)
Cold HDD (sc1) volumes (not supported due to poor performance)

Magnetic (standard) volumes (supported, but use st1 instead where possible)

4.3.4.5 Installing AMI on AWS EC2

The following two methods can be used to install/deploy Continuous Compliance in AWS:

Access Delphix provided AMI through the Delphix download site
Subscribe to Continuous Compliance through the Amazon Marketplace

4.3.4.5.1 Using the Delphix download site to deploy masking

On the Delphix download site, click the AMI you would like to share and accept the Delphix License
agreement. Alternatively, follow a link given by your Delphix solutions architect.

On the Amazon Web Services AccountDetails form presented:

a. Enter your AWS Account Identifier, which can be found here: https://
console.aws.amazon.com/billing/home?#/account. If you want to use the GovCloud AWS
Region, be sure to enter the ID for the AWS Account which has GovCloud enabled.

b. Select which AWS Region you would like the AMI to be shared in. If you would like the AMI
shared in a different region, contact your Delphix account representative to make the proper
arrangements.

Click Share. The Delphix Engine will appear in your list of AMIs in AWS momentarily.
Reference the Installation and Configuration Requirements for AWS/EC2 when deploying the AMI.

Once you have launched your Continuous Compliance EC2 instance and it is accessible via a web
browser (port 80), proceed to First time setup (see page 179) to configure the system.

4.3.4.5.2 Subscribing to Continuous Compliance through the Amazon Marketplace

w

© © N o g &

Sign in to the AWS Console.
Navigate to AWS Marketplace.

Typing Delphix in the search bar will find several Delphix Product offerings. Select Continuous
Compliance for AWS (3TB).

Click Continue to Subscribe.

Click Accept Terms.

Wait for the subscription to be confirmed, then click Continue to Configuration.
Select or verify the correct Region for launch/deployment.

Then click Continue to Launch.

Select either to Launch from Website or Launch through EC2.
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10. For either option you will need to enter the following:
a. VPC in which to launch the instance.
b. Subnet on which the instance will reside.
c. Instance Type (Recommended: r4.2xlarge).
d. Security Group (Minimal access required: 22, 80, or 443)

11. Once the Delphix EC2 instance is launched proceed to Setting up the Delphix Engine (see page 179) to
configure the system.

4.3.5 Azure installation
This topic covers the virtual machine requirements, including memory and data storage, for deploying the

Delphix Engine on the Azure public cloud and Government Cloud.

4.3.5.1 Instance types

The Delphix Engine can run on a variety of different Azure instances. We recommend the following instances:

Requirements Notes

Memory-Optimizes

DS14v2 16 CPUs, 112GB, 32 devices
E8S_v3 8 CPUs, 112GB, 16 devices

E16S_v3 16 CPUs, 244GB, 32 devices
E32S_v3 32 CPUs, 448GB, 64 devices

Network bandwidth and IOPS limits are specific to each instance type:
- See DSv?2 specifications*® for more details.
- See GS specifications*' for more details.

General Purpose

D16s_v3 Network bandwidth and IOPS limits are specific to each instance type:

D32_v3 - See DSv?2 specifications*? for more details.
- See https://docs.microsoft.com/en-us/azure/virtual-machines/dv3-dsv3-series

for more details.

40 https://docs.microsoft.com/en-us/azure/virtual-machines/dv2-dsv2-series
41 https://docs.microsoft.com/en-us/azure/virtual-machines/sizes-previous-gen
42 https://docs.microsoft.com/en-us/azure/virtual-machines/dv2-dsv2-series
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B On the Azure platform, recommendation is to provide 8 GB of memory for the Delphix Masking
Engine in addition to any memory that will be used by running jobs.

4.3.5.2 Network configuration

Requirements Notes

Azure Virtual The Delphix Engine and all the source and target environments must be accessible
Network (VNet) | within the same virtual network.

Network You must modify the security group to allow access to all of the networking ports used
Security Group | by the Delphix Engine and the various source and target platforms.
(NSG)

See Network connectivity requirements (see page 177) for information about specific port configurations.

4.3.5.3 Storage configuration

You must always attach a minimum of 2 storage pools to the Delphix Engine; one for rpool and
other for domain0 pool.

Delphix recommends using four equally sized storage disks to run the Delphix Engine. This allows the
Delphix File System (DxFS) to assure its file systems are always consistent on disk without additional
serialization. This also enables the Delphix Engine to achieve higher I/0 rates by queueing more I/0
operations to its storage.

Requirements Notes
Azure Premium - Premium storage utilizes solid-state drives (SSDs)
Storage - Devices up to 4096GB are supported

- Maximum of 256TB is supported

- 1/0 requests of up to 256 kilobytes (KB) are counted as a single I/0 operation
(I0P) for provisioned IOPS volumes

- IOPS vary based on storage size with a maximum of 7,500 IOPS

System Disk The minimum recommended storage size for the System Disk is 127 GB.
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Requirements Notes

Metadata Disk(s) The minimum recommended storage size of the Metadata Volume is 50 GB.

4.3.5.4 Extensions

Extensions are not currently supported.

4.3.5.5 Installing VHD on AZURE

Use the following steps to install your VHD:

1. Onthe Microsoft Azure Marketplace*, search for Delphix. Click GET IT NOW.

2. Reference the Installation and Configuration Requirements for the Delphix Engine in Azure when
deploying the VHD.

3. Jump to Setting up the Delphix Engine (see page 179) section to learn how to activate the masking
service now that you have the software installed.

4.3.6 Containerized installation

4.3.6.1 Kubernetes installation for containerized masking

This section describes how to utilize Delphix Kubernetes images to deploy a containerized version of our
Continuous Compliance Engine. Continuous Compliance and Masking are used interchangeably throughout
these documents.

With a few small exceptions, Containerized Masking provides the same functionality and user experience as
when deployed as a Virtual Machine Masking Engine.

4.3.6.2 Obtaining the images

Containerized Masking utilizes 3 integrated containers to deliver essentially the same masking experience as
our Virtual Machine Masking Engine. The containerized form allows for rapid spin up/tear down of
ephemeral engines to handle automated workflow deployments. The 3 containers are delivered in a

compressed archive ( . tar.gz ) for convenience.

Licensed versions of these bundles are available for download from the download.delphix.com** site. In the
folder for each version are 2 files. One file is HTML with instructions very similar to this page that can be

43 https://azuremarketplace.microsoft.com/en-us/marketplace/apps/delphix.delphix_dynamic_data_platform?
tab=0verview
44 https://download.delphix.com/folder/1926/Delphix%20Product%20Releases/Containerized%20Masking
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downloaded to provide an offline copy of the installation instructions. The second file is the
masking_docker_images.tar.gz bundle which contains the container images.

Docker is employed to build the container images which produces a set of Open Source (OCI) images*® for
each container. The intention is to make the containers as vendor independent as possible.

4.3.6.3 Setup

Containerized Masking is intended to be run as a pod on Kubernetes. The pod consists of three containers:

1. delphix-masking-app - Serves the application Ul and API, and executes masking jobs.
2. delphix-masking-database - Stores various application configuration.

3. delphix-masking-proxy - Serves as areverse proxy handling HTTP and HTTPS traffic for the Ul
and API.

The APl and Ul are served from internal ports 8080 and 8443. When deploying the application, the
kubernetes config must provide a Service which directs external HTTP traffic to port 8080 and HTTPS traffic

to port 8443 as shown in the example kubernetes-config.yaml file.

The pod also requires a single volume per instance. This storage should be attached to both the app
container and the database container.

This volume should be attached to the delphix-masking-database container at location /
var/delphix/postgresql with a subpath of postgresql.
+ This volume should be attached to the delphix-masking-app container twice. Once at location
/var/delphix/masking/ with a subpath of masking and once at location /var/delphix/

postgresql with a subpath of postgresql.

This volume should have at least 2GB of space for each container, though certain configurations may require
significantly more space.

This storage volume should be created as a persistent volume. If it is not, masking job configurations will
have to be recreated each time the pod is restarted. Also, certain diagnostic information captured in the logs
will be lost when the pod is restarted unless the volume is persistent.

Because this volume is persistent, the pod should be deployed as a StatefulSet.

4.3.6.3.1 Network management

The proxy container has built-in configurations to act as a reverse proxy. It is recommended that the main
nginx.conf file remains unmodified; instead, modify the individual component configuration files that get

incorporated into the main nginx.conf file through include statements (such as proxy.conf forthe
reverse proxy-related configs and ssl.conf for HTTPS related configs).

To modify any nginx related files, such as config files or certificates and keys, an external volume should be
bind mounted to the proxy container at /etc/config . During container startup, if the proxy container

45 https://opencontainers.org/about/overview/
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detects bind mounted files at the locations listed below, it will ignore the config files that are built into the
proxy container's image and will instead use the mounted files.

4.3.6.3.1.1 HTTPS certificates

If the proxy container does not detect an external certificate in the expected location, it will generate and use
a self-signed certificate.

The expected locations of each file are shown below:

File Description
/etc/config/nginx/nginx.conf main configs file
/etc/config/nginx/proxy.conf reverse proxy configs
/etc/config/nginx/ssl/ssl.conf ssl configs
/etc/config/nginx/ssl/nginx.crt ssl certificate
/etc/config/nginx/ssl/nginx.key ssl private key
/etc/config/nginx/ss1l/dhparam.pem DH parameters file

4.3.6.3.2 OWASP CSRFGuard

The OWASP CSRFGuard® product has been employed as part of the protections that are built-in to the
Masking product. The supplied NginX proxy container rewrites a packet's Host header with the contents of
the X-Forwarded-Host header if it exists so that CSRFGuard will accept proxied packets.

This results in a requirement. If the Pod is placed behind a proxy device that re-writes the Host header, that
proxy must add an X-Forwarded-Host header containing the original host value.

4.3.6.3.3 Sample configuration

The following configuration file shows an example of how Containerized Masking might be deployed. Details
will vary based on the use case, environment, and product version.

apiVersion: vl

46 https://owasp.org/www-project-csrfguard/
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kind: Service
metadata:
name: delphix-masking
spec:
type: NodePort
selector:
app: masking
ports:
- name: http
port: 8080
nodePort: 30080
- name: https
port: 8443
nodePort: 30443
apiVersion: apps/vl
kind: StatefulSet
metadata:
name: delphix-masking
spec:
selector:
matchLabels:
app: masking
serviceName: delphix-masking
template:
metadata:
labels:
app: masking
spec:
securityContext:
runAsUser: 65436 # masking user
runAsGroup: 50 # staff group
fsGroup: 50

to 775.

H H H H H H

runAsNonRoot: true
containers:
- image: delphix-masking-database:6.0.16.0-cl
name: mds
ports:

- containerPort: 5432
name: mds

volumeMounts:

- name: masking-persistent-storage
mountPath: /var/delphix/postgresql
subPath: postgresql

- image: delphix-masking-app:6.0.16.0-cl
name: app

Some volume providers, such as hostProvider, do not support fsGroup.
If you are using such a volume provider, use an init container to
change the ownership of each volume to 65436:50 and the permissions
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ports:

- containerPort: 8284
name: http

volumeMounts:

- name: masking-persistent-storage
mountPath: /var/delphix/masking
subPath: masking

- name: masking-persistent-storage
mountPath: /var/delphix/postgresql
subPath: postgresql

startupProbe:

httpGet:
scheme: HTTPS
path: /masking/api/system-information
port: 8443

failureThreshold: 30

periodSeconds: 10

timeoutSeconds: 10

livenessProbe:

httpGet:
scheme: HTTPS
path: /masking/api/system-information
port: 8443

initialDelaySeconds: 300

failureThreshold: 1

periodSeconds: 10

timeoutSeconds: 10

readinessProbe:

httpGet:
scheme: HTTPS
path: /masking/api/system-information
port: 8443

initialDelaySeconds: 30

periodSeconds: 60

timeoutSeconds: 10

- dimage: delphix-masking-proxy:6.0.16.0-cl
name: proxy

ports:
- containerPort: 8080
name: http

- containerPort: 8443
name: https
volumeClaimTemplates:
- metadata:
name: masking-persistent-storage
spec:
accessModes:
- ReadWriteOnce
resources:
requests:
storage: 4Gi
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4.3.6.3.4 Deployment

Load the container images obtained from the download site into some Kubernetes container registry, then
deploy the Masking Pod using a config file similar to the example provided above.

kubectl apply -f <path-to-config-file>

4.3.6.4 Debugging

In a support case, a Delphix Support engineer may ask for a support bundle containing diagnostic
information. The preferred method of generating a support bundle is to use the API endpoints as shown in
our document API Call for Generating a Support Bundle (see page 905).

Please see our API Client Documentation (see page 803) for more information regarding using the API Client.

4.3.6.4.1 Generating and retrieving a support bundle From the command-line

However, if the APl endpoints are not functioning properly or there are difficulties accessing them, a support
bundle can be gathered by running the following command-line commands from the Kubernetes layer of the
node hosting the Pod: (Kubernetes admin permissions are required to perform these actions)

The exact name of the tarball created by this command can then be found using kubectl exec . For
example:

$ kubectl exec -it <pod name> -c app -- /bin/bash /opt/delphix/masking/bin/
generate_container_support_bundle.sh

$ kubectl exec delphix-masking-0 -c app -- find /var/delphix/masking/ -name 'dlpx-
support-*'
/var/delphix/masking/dlpx-support-4b3e2af2-1d00-43f5-b45b-c84dba62648a-20211201-18-21-5
3.tar.gz

The tarball can then be copied out of the pod using kubectl cp . For example:

$ kubectl cp delphix-masking-0:/var/delphix/masking/dlpx-support-4b3e2af2-1de0-43f5-
b45b-c84dba62648a-20211201-18-21-53.tar.gz -c app dlpx-support-4b3e2af2-1d00-43f5-
b45b-c84dba62648a-20211201-18-21-53.tar.gz

The tarball can then be provided to the Delphix Support engineer by uploading it to upload.delphix.com and
adding the associated case number in the matching field.
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4.3.7 Google Cloud Platform installation

This section covers the virtual machine requirements for the installation of a dedicated Continuous
Compliance Engine on Google Cloud Platform (GCP).

4.3.7.1 Machine types

The following is a list of instance types that are supported to deploy Delphix on GCP. Delphix periodically
certifies new instance types, which will be added to the list here.

Requirements

Notes

n2-standard-(16,
32, 64)

Larger instance types provide more CPU, which can prevent resource shortfalls
under high 1/0 throughput conditions.

n2-highmem-(8,
16, 32, 64)

Larger instances also provide more memory, which the Delphix Engine uses to
cache database blocks. More memory will provide better read performance.

4.3.7.2 Network configuration

Requirements

Notes

Virtual Private Cloud

You must deploy the Delphix Engine and database/file servers in a VPC network
to ensure that private IP addresses are static and do not change when you restart
instances. When adding connectors to the Masking Engine, you must use the
host's VPC (static private) IP addresses.

Static Public IP

The GCP Delphix instance must be launched with a static IP address; however, the
default behavior for VPC instances is to launch with a dynamic public IP address
— which can change whenever you restart the instance.

Security Group
Configuration

The default security group will only open port 22 for SSH access. You must
modify the security group to allow access to all of the networking ports used by
the Delphix Engine and the various source and target engines.

Premium
Networking

It is recommended to use GCP Premium Tier Networking.
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4.3.7.3 Storage configuration

@ Youmustalways attach a minimum of 2 storage pools to the Delphix Engine; one for rpool and
other for domain0 pool.

4.3.7.3.1 System disk

The minimum recommended storage size for the System Disk is 127 GB.

4.3.7.3.2 Metadata disk(s)

The minimum recommended storage size of the Metadata Volume is 50 GB.

4.3.7.4 Additional GCP configuration notes

Delphix supports both Zonal and Regional SSD persistent disks.

4.3.7.5 Installing on Google Cloud Platform

This section covers the requirements, including memory and data storage, for deploying the Delphix Engine
on the Google Cloud Platform (GCP).

4.3.7.5.1 Prerequisites to deploying in GCP

A license is required to use the Delphix software. If you are a new customer contact Delphix to get
started.

4.3.7.5.2 Deploying a Delphix Engine in GCP

1. Log into Google Cloud Marketplace with your account.
2. Search for Delphix.

3. Click Launch on Compute Engine.
Machine Type: See the table below for supported configurations.
Boot disk type: SSD Persistent Disk
Boot disk size in GB: 127
Networking interfaces: Configure as appropriate for your environment
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+ IP forwarding: Configure as appropriate for your environment
4. Click on Deploy.

5. Once deployed, go to Setting up the Delphix Engine (see page 179) section to learn how to activate the
masking service now that you have the software installed.

4.3.8 Hyper-V installation

The Delphix Engine is a virtual appliance that runs in a hypervisor. In this section, you'll find requirements to
run Delphix on Hyper-V including supported versions and instance configurations as well as recommended
configuration parameters for optimal performance.

Contact your Delphix representative to request this capability. Delphix will assist you to review that all Hyper-
V requirements are met to successfully run a Delphix Engine with the most appropriate configuration for your
Use Cases.

If the Delphix Engine competes with other virtual machines on the same host for resources it will result in
increased latency for all operations. As such, it is crucial that your Hyper-V host is not over-subscribed, as
this eliminates the possibility of a lack of resources for the Delphix Engine. This includes allowing a
percentage of CPU resources for the hypervisor itself as it can de-schedule an entire VM if the hypervisor is
needed for managing |0 or compute resources.

4.3.8.1 Supported versions

+ Hyper-V Version: 10.0 and later
+ Gen 1 only is supported

4.3.8.2 Virtual CPUs

Requirements Notes

8 vCPUs - CPU resource shortfalls can occur both on an over-committed host as well as
competition for host resources during high 10 utilization.

- CPU reservations are strongly recommended for the Delphix VM so that Delphix is
guaranteed the full complement of vCPUs even when resources are overcommitted.

- It is suggested to use a single core per socket unless there are specific requirements
for other VMs on the same Hyper-V host.

Never allocate - CPU for the Hyper-V Server to perform hypervisor activities must be set aside before
all available assigning vCPUs to Delphix and other VMs.

physical CPUs - We recommend that a minimum of 8-10% of the CPUs available are reserved for

to virtual hypervisor operation. (e.g. 12 vCPUs on a 128 vCore system).

machines
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Requirements

Notes

128 or higher GB
VRAM
(recommended)
64GB vVRAM
(minimum)

- The masking service on the Delphix Engine uses its memory to process database
and file blocks.

- Memory reservations are required for the Delphix VM. The performance of the
Delphix Engine will be significantly impacted by the over-commitment of memory
resources in the Hyper-V Server.

- Reservations ensure that the Delphix Engine will not be forced to swap pages
during times of memory pressure on the host. A swapped page will require orders of
magnitude more time to be brought back to physical memory from the Hyper-V
swap device.

Memory for the
Hyper-V Server to
perform
hypervisor
activities must be
set aside before
assigning memory
to Delphix and
other VMs.

Failure to ensure sufficient memory for the host can result in a hard memory state
for all VMs on the host which will result in a block for memory allocations.

4.3.8.4 Network

Requirements

Notes

Virtual ethernet adapter requirements.

- SR-I0V recommended for all virtual ethernet adapters
that will be used for Delphix data I0.

- Jumbo frames recommended.

- A T0GbE NIC in the Hyper-V Server is recommended.

Delphix Engine.

If the network load in the Hyper-V Server
hosting the Delphix engine VM is high,
dedicate one or more physical NICs to the

- Adding NICs only works if VMs are discovered using
different interfaces.
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4.3.8.5 SCSI Controller

Requirements Notes

LSI Logic Parallel - Per Hyper-V Storage 1/0 Performance Tuning Guidelines*’, it is recommended
that you attach multiple disks to a single virtual SCSI controller and create
additional controllers only as they are required to scale the number of disks
connected to the virtual machine. For example, a VM with 3 virtual disks should
distribute the disks across the single SCSI controller as follows:

- IDE Controller 1 - Boot Drive

- SCSI Controllers - Disk 1, Disk 2, Disk 3

B Forload purposes, we generally focus on the Delphix storage (data
disks) and ignore the controller placement of the system disk.

4.3.8.6 Storage configuration

B Youmustalways attach a minimum of 2 storage pools to the Delphix Engine; one for rpool and
other for domain0 pool.

Requirements Notes

Storage used for Delphix must For example, using RAID levels with data protection features, or

be provisioned from storage equivalent technology.

that provides data protection. The Delphix Engine does not protect against data loss originating at
the hypervisor or SAN layers.

4.3.8.6.1 Delphix storage operations

There are three types of data that Delphix stores on disk, which are:

47 https://docs.microsoft.com/en-us/windows-server/administration/performance-tuning/role/hyper-v-server/storage-io-
performance
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1. Delphix VM Configuration Storage: stores data related to the configuration of the Delphix VM. VM
Configuration Storage includes the Hyper-V configuration data as well as log files.

2. Delphix Engine System Disk Storage: stores data related to the Delphix Engine system data, such as
the Delphix .ova settings.

4.3.8.6.1.1 Delphix VM configuration storage

The Delphix VM configuration must be stored on an NTFS volume(s).

Engine.

Requirements Notes
The volumes should have If a memory reservation is not enabled for the Delphix Engine (in
enough available space to hold violation of memory requirements stated above), then space for a

all Hyper-V configuration and log | paging area equal to the Delphix Engine's VM memory must be added
files associated with the Delphix | to the volumes containing the Delphix VM configuration data.

4.3.8.6.1.2 Delphix Engine system disk storage

Requirements

Notes

The Delphix
Engine disks
must be stored
on NTFS
volume(s).

The volume for the Delphix Engine System Disk Storage is often created on the same
volume as the Delphix VM definition. In that case, the volume must have sufficient
space to hold the Delphix VM Configuration, the virtual disk for the system disk, and
a paging area if a memory reservation was not enabled for the Delphix Engine.

The Delphix .vhdx
file is configured
for a 128GB
system drive.

The volume where the .vhdx is deployed should, therefore, have at least 128GB of
free space prior to deploying the .vhdx.

4.3.8.6.1.3 Metadata disk(s)

In addition to making sure the latest Hyper-V patches have been applied, check with your hardware vendor
for updates specific to your hardware configuration. VHDXs (virtual machine disks).
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Requirements

Notes

A minimum of 4 VHDXs should be
allocated for database storage.

Allocating a minimum of 4 VHDXs for database storage
enables the Delphix File System (DxFS) to make sure that
its file systems are always consistent on disk without
additional serialization. This also enables the Delphix
Engine to achieve higher I/0 rates by queueing more 1/0
operations to its storage.

If using VHDXs:

- Each VHDX should be the only VHDX on
its NTFS volume

- The VHDX volumes should be assigned to
dedicated physical LUNs on redundant
storage.

- The VHDXs should be created as the
Fixed Size type.

Provisioning VHDXs from isolated volumes on dedicated
physical LUNSs:

- Reduces contention for the underlying physical LUNs

- Eliminates contention for locks on the volumes from other
VMs and/or the Hyper-V Server Console

The quantity and size of VHDXs or RDMs
assigned must be identical across all 4
controllers.

If the underlying storage array allocates physical LUNs by
carving them from RAID groups, the LUNs should be
allocated from different RAID groups. This eliminates
contention for the underlying disks in the RAID groups as
the Delphix engine distributes |0 across its storage
devices.

The physical LUNs used for NTFS volumes
and RDMs should be of the same type in
terms of performance characteristics such
as latency, RPMs, and RAID level.

The total number of disk drives that comprise the set of
physical LUNs should be capable of providing the desired
aggregate 1/0 throughput (MB/sec) and |IOPS (Input/Output
Operations per Second) for all virtual databases that will be
hosted by the Delphix Engine.

The physical LUNs used for NTFS volumes
can be thin-provisioned in the storage
array.

If the storage array allocates physical LUNs from storage
pools comprising dozens of disk drives, the LUNs should
be distributed evenly across the available pools.

4.3.8.7 Installing Hyper-V

1. Download the image from Delphix’s Download site and copy it to your VM directory.

2. Start the Hyper-V Manager and specify Name and Location and then select Next.

3. Specify the Generation, configure memory, and then select Next. Memory: 64 GB (minimum), 128 GB

(recommended)

4. Set up Networking by selecting vNIC then select Next.

5. Attach the downloaded image as a boot disk. Create a unique boot disk for each image.
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Note:
Boot disks cannot be shared.
Use an existing virtual hard disk.
Browse to the location of VM.
Select the Image.
Select Finish, the VM will appear in the inventory.
Customize the VM by selecting Settings:
Delphix recommends having the IDE be the first device to boot from (under BIOS setting).
Adjust the number of CPU (min 8)
Add Hard Drive. Use VHDX formatted disks. Recommend Fixed Size.
Note:
Differencing Disk Types are not supported.
128 GB Disk Storage
Repeat step 7 as necessary.
Connect to the console and start the VM.

Once the installation is complete go to Setting up the Delphix Engine (see page 179) section to learn how
to activate the masking service now that you have the software installed.

4.3.9 IBM Cloud Platform installation

This topic covers the virtual machine requirements, including memory and data storage, for the deployment
of the Delphix Engine on IBM Cloud.

4.3.9.1 Supported profiles

The following is a list of profiles that are supported to deploy Delphix on IBM Cloud.

Requirements Notes
mx2-8x64 - The Delphix Engine most closely resembles a storage appliance and performs
mx2-16x128 best when provisioned using a storage-optimized profile
mx2-32x256 - Larger profiles provide more CPU, which can prevent resource shortfalls under
mx2-48x384 high I/0 throughput conditions.
- Larger profiles also provide more memory, which the Delphix Engine uses to
cache database blocks. More memory will provide better read performance.
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4.3.9.2 Network configuration

Requirements

Notes

Virtual Server

- You must deploy the Delphix Engine and all of the source and target environments in

Configuration

Instances the same VPC network.
- When adding environments to the Delphix Engine, you must use the host's VPC IP
addresses.

Security - The default security group will only open port 22 for SSH access. You must modify

the security group to allow access to all of the networking ports used by the Delphix
Engine and the various source and target engines.

- See Network Performance Configuration Options for information about network
performance tuning.

- See General Network and Connectivity Requirements for information about specific
port configurations.

- Reference: IBM Cloud Security and Compliance documentation*®

4.3.9.3 Storage configuration

You must always attach a minimum of 2 storage pools to the Delphix Engine; one for rpool and
other for domain0 pool.

Requirements

Notes

- Allocate initial
storage equal to
the size of the
physical source
database
storage.

- Add storage
when storage
capacity
approaches 30%
free.

- For high redo rates and/or high DB change rates, allocate an additional 10-20 %.

- Add new storage by provisioning new volumes of the same size. This enables the
Delphix File System (DxFS) to make sure that its file systems are always consistent
on disk without additional serialization. This also enables the Delphix Engine to
achieve higher 1/0 rates by queueing more 1/0 operations to its storage.

- A Delphix Engine requires a minimum of three (3) equally sized Block Volumes, in
addition to the Boot volume which was automatically created while creating the
virtual server instance.

- IBM Block Storage Documentation*®

48 https://cloud.ibm.com/docs/security-compliance?topic=security-compliance-getting-started
49 https://cloud.ibm.com/docs/vpc?topic=vpc-block-storage-profiles#tiers-beta/
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4.3.9.4 Additional IBM configuration notes

Resize/expansion of a storage volume

« Expandable volume is a beta feature that is available for evaluation and testing purposes. This
feature is available in the US South, US East, London, and France regions. Contact your IBM Sales
representative if you are interested in getting access to Expanding Block Storage®°.

+ After performing an “online” resize/expansion of a storage volume using IBM Cloud tools, then use
the Delphix sysadmin interface to “Expand” the storage device; otherwise, the newly allocated storage
space, from the resize/expansion, will not be used.

+ Resize/expansion of a storage volume using IBM Cloud is not supported while the Delphix Engine is
in a stopped state.

Removing a storage volume

+ It should be done while the machine is running.

+ First, use the Delphix sysadmin CLI interface to “Unconfigure” the storage device, then remove it from
IBM Cloud.

4.3.9.5 Procedure for deploying in the IBM Cloud

4.3.9.5.1 Prerequisites to Deploying in IBM Cloud

1. You require a license to use Delphix software. If you are a new customer, contact Delphix®' to get
started.

2. Review IBM’s cloud documentation®? for IBM Cloud-specific information.

4.3.9.5.2 Deploying Delphix in the IBM Cloud

There are two methods for deploying a Delphix Engine in the IBM Cloud using the Software Catalog or
Manually Uploading the Delphix Image.

4.3.9.5.2.1 Deploying from the IBM Software Catalog

1. Navigate to the IBM Software Catalog®® and search for Delphix.
2. Select the Delphix Data Masking Tile for the Masking product.

3. Scroll down to the Deployment Values section and input the specifics for your environment.

50 https://cloud.ibm.com/docs/vpc?topic=vpc-expanding-block-storage-volumes/
51 https://www.delphix.com/company/contact

52 https://cloud.ibm.com/docs/

53 https://cloud.ibm.com/catalog#software/
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Required Description

Parameters

hostname The name of the VSI you will use to deploy Delphix.

profile Compute profile to be used for deploying Delphix (see recommended profiles).
ssh_key Your public SSH key to be used when provisioning the VSI.
subnet_id The id of the subnet where the VSI will be provisioned.
volumecount Number of block storage volumes.

volumeprofile Block storage profile to use (recommended is >= 10 IOPS/GB
volumesize Block storage volume size.

vpchame The name of your VPC where the VSI is provisioned.

zone VPC zone to provision your environment.

4.3.9.5.2.2 Manually downloading and deploying the Delphix Image

Downloading the Delphix limage

B Contact your account manager to request access to the IBM variant of the Delphix product.

1. Follow the link given to you by your Delphix solutions architect. Download the
Delphix_Verson...._Standard_IBM.qcow? file and the SHA256SUMS file.

2. Once both files have finished downloading and assuming both files were downloaded to the same
directory, you can run the following command to verify the download:

$ grep -i IBM.qcow2 ./SHA256SUMS | sed -E 's,Appliance_Images/
(Controlled_Availability/)?,,g' | sha256sum --check
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4.3.9.5.2.3 Uploading the Delphix Engine image as an object

Authenticate with the IBM Cloud and navigate to the https://cloud.ibm.com/login/.

Use the navigation menu to reach the Resource List page. The Resource List page can be navigated
from the Dashboard by clicking on Storage within the Resource summary pane.

Expand Storage from the menu and select the appropriate resource group. You should have created a
resource group>* depending on your organization’s strategy for managing IBM resources.

Create a storage bucket®®

or select an existing bucket.
Click the blue Upload button and select Files.

A pop-up menu appears to select the transfer type. Aspera High-Speed Transfer is required for large
files. For this, you will need to install the plugin. It will automatically navigate you through the steps to
install the plugin.

In the Upload Files (objects) window, click on the Select Files (objects) button and choose the IBM
specific QCOW2 file that was previously downloaded.

Click the Upload button.

4.3.9.5.2.4 Creating a custom image

N

© N o g W

10.

Authenticate with IBM Cloud and navigate to the Dashboard®®.

Use the navigation menu to reach the Custom images page for VPC within the VPC infrastructure
(IBM Cloud pull-down menu, upper left, VPC Infrastructure > Custom images).

Click the blue Create button.

In the Import custom image page, specify a unique name for the image.

From the Resource Group drop-down, select your organization’s resource group.
Optional: In the Tags section, provide appropriate tags® to organize your resources.
Select the appropriate Region.

Select the Cloud Object Storage bucket containing the uploaded image by selecting the appropriate
Cloud Object Storage instances > Location > Bucket from the drop-down menus. The downloaded
QCOW?2 image should appear in the pane below the three drop-down menus.

Within the Operating System section, click on the Ubuntu Linux tile and select ubuntu-18-04-amd64
from the drop-down menu.

Once all the parameters are entered, in the right pane click on the blue button to Import custom
image.

54 https://cloud.ibm.com/docs/account?topic=account-rgs#create_rgs/

55 https://cloud.ibm.com/docs/cloud-object-storage/getting-started.html#gs-create-buckets/
56 https://cloud.ibm.com/login/

57 https://cloud.ibm.com/docs/account?topic=account-tag
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4.3.9.5.2.5 Launching the Delphix Engine

0 ®©® N o 0 M w

11.

12.
13.
14.

15.

16.

Authenticate with IBM Cloud and navigate to the Dashboard®®.

Use the navigation menu to reach the Virtual Server Instances page within the VPC Infrastructure
(IBM Cloud pull-down menu, upper left, VPC Infrastructure > Virtual Server Instances). Note: To
maximize performance, deploy the Delphix Engine instance in the same VPC/subnet in which you will
create your virtual databases (VDBs).

Click the blue Create button.

In the New Virtual Server for VPC page, specify a unique name for the VM.

From the Virtual Private Cloud drop-down, select your organization’s VPC.

From the Resource Group drop-down, select your organization’s resource group.
Optional: In the Tags section, provide appropriate tags® to organize your resources.
Select the Location of your IBM Cloud resources.

In the Operating System section, click on the Select Custom Image link within the Custom Image
block.

In the pop-menu, select the IBM-specific image you previously uploaded.

Within the Profile section, click on View all profiles. Select one of the supported instance types and
click Save.

You can skip the User Data section.
You can also skip the Boot Volume section since it would already have the default values.

You can create block storage volumes later, so skip that for now. It will be discussed in the next
section.

Continue on to the Network Interfaces section. If you already have a subnet configured in your zone
and VPC, then this section will already have a default network interface. Otherwise, you need to
create a subnet with the appropriate security groups. This part is critical, if the network isn’t specified
correctly, you are likely to run into firewall issues; please consult your IT or DevOps teams. Configure
Network Security Groups (NSGs) for your subnet as required; again, please consult your IT or DevOps
teams.

Click the Create virtual server instance button on the right panel. This will take a couple of minutes.

4.3.9.5.2.6 Creating block storage volumes

1.

Authenticate with IBM Cloud and navigate to the Dashboard®°.

58 https://cloud.ibm.com/login/
59 https://cloud.ibm.com/docs/account?topic=account-tag
60 https://cloud.ibm.com/login/

Getting started — 207


https://cloud.ibm.com/login/
https://cloud.ibm.com/docs/account?topic=account-tag
https://cloud.ibm.com/login/
https://cloud.ibm.com/login/
https://cloud.ibm.com/docs/account?topic=account-tag
https://cloud.ibm.com/login/

Continuous Compliance — Continuous Compliance Home

2. Use the navigation menu to reach the Block Storage Volumes within VPC Infrastructure (IBM Cloud
pull-down menu > VPC Infrastructure > Block Storage Volumes).

3. Click the blue Create button.

4. In the Block Storage Volume for VPC modal window, specify a unique name for this Block Volume. It
can be helpful if this name is descriptive or identifies the VM it is intended to be attached to and ends
in a sequence number.

From the Resource Group drop-down, select your organization’s resource group.
Optional: In the Tags section, provide appropriate tags®' to organize your resources.
Select the Location of your IBM Cloud resources.

Enter the required IOPS. The recommended supported IOPS is 10/GB.

© © N o o

Enter the storage size in GB. Set the size of the volume to be sufficiently large, with room for growth,
to support the databases that will be virtualized, or masked, by this Delphix Engine.

10. For Encryption, you can let it be the default, e.g. Provider Managed.

11. Click the blue Create Volume button. A Delphix Engine requires a minimum of three (3) equally sized
Block Volumes, in addition to the Boot volume which was automatically created while creating the
virtual server instance. Repeat Steps 3-11 as many times as necessary.

4.3.9.5.2.7 Attaching block storage volumes

1. Authenticate with IBM Cloud and navigate to the Dashboard®?.

2. Use the navigation menu to reach the Block Storage Volumes within VPC Infrastructure (IBM Cloud
pull-down menu > VPC Infrastructure > Block Storage Volumes).

3. From the list of pre-existing Block Volumes, identify the volumes you wish to attach to a Delphix
Engine and wait until the volume’s state becomes Available.

4. Note that the volumes you wish to attach have Attachment Type set as a hyphen.

5. Theright side of the volume row shows an Expandable menu. Click on it and select Attach to
Instance.

6. Inthe Attach Virtual Server Instance modal window, select your virtual server instance (Delphix
Engine) from the drop-down menu.

7. Click on the blue Attach Volume button.

8. Repeat Steps 3-7 until all associated Block Volume resources have been attached to the Delphix
Engine instance.

61 https://cloud.ibm.com/docs/account?topic=account-tag
62 https://cloud.ibm.com/login/
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4.3.9.5.2.8 Configuring the Delphix Engine

1. Connect to your running Delphix Engine instance with a web browser. Use the IP address or DNS
name noted in the Instance Description. Upon successful connection, the browser will display a login
prompt to enter the Delphix Setup Page.

2. Refer to the standard product deployment instructions to complete your Delphix deployment.

4.3.9.5.2.9 Next Steps

Congratulations! You have successfully deployed a Delphix Engine in IBM Cloud.

4.3.10 KVM installation

4.3.10.1 Overview

This page outlines the requirements for deploying the Continuous Compliance Engine via Linux KVM, as well
as recommended configuration parameters.

Contact a Delphix representative to request this capability. Delphix will assist in assuring that all KVM
requirements are met to successfully run a Continuous Compliance Engine with the most appropriate
configurations for the use case.

If the Delphix Continuous Compliance Engine compete with other virtual machines on the same host for
resources, it will result in increased latency for all operations.

With that, it is crucial that your KVM host is not over-subscribed, eliminating the possibility of insufficient
resources for the Continuous Compliance Engine. This includes allowing a percentage of CPU resources for
the hypervisor itself, as it can de-schedule an entire VM, in a case where the hypervisor is needed for
managing I/0 or computing resources.

The KVM ecosystem includes many versions/variations. Delphix is announcing general support for
KVM, but will forego any formal certification for specific versions, focusing rather on declared support
for specific Linux Kernels.

@ Delphix disk storage capabilities are based on the backend storage provided. Performance,
redundancy, and stability characteristics are determined by the hypervisor or Cloud provisioned
storage.
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4.3.10.2 Pre-requisites

1. The KVM provider must explicitly state that the Ubuntu 20.04 kernel is supported by their variation of
KVM.

a. Most, if not all, KVM hypervisor providers should have public facing documentation that
includes support matrices for guest OS compatibility. If the KVM hypervisor provider does not
explicitly state support for Ubuntu kernel version 20.04, Delphix cannot support the KVM
provider.

i. As an example, RedHat Linux (a KVM hypervisor provider), provides a publicly
accessible guest operating system support matrix®3. As of March 2024, this matrix
does not include support for any Ubuntu guest OS, and therefore Delphix would also
not support deployment on RedHat Linux KVM.

ii. Oracle Linux (a different KVM hypervisor provider) also provides a publicly
accessible guest operating system support matrix®4, which declares support for
Ubuntu 20.04. In this case, since the hypervisor provider declares support for the
Delphix Ubuntu kernel, Delphix will support deployment on Oracle Linux KVM.

2. A check of the Delphix appliance on the variation/version of KVM.
a. lItisrequired that a Delphix representative works with the organization to check the Delphix
appliance (and/or use case) on the specified KVM variation/version. This check will ensure
that the software is compatible.

4.3.10.3 Virtual CPUs

Requirements Notes

8 vCPUs + CPU resource shortfalls can occur on an over-committed host or
if facing competition for host resources during high 1/0
utilization.

+ CPU reservations are strongly recommended for the Delphix VM,
to guarantee the full complement of CPUs, even when resources
are overcommitted.

+ Itis suggested to use a single core per socket, unless there are
specific requirements for other VMs on the same KVM host.

63 https://access.redhat.com/articles/973163
64 https://docs.oracle.com/en/operating-systems/oracle-linux/kvm-user/kvm-AboutOracleLinuxKVM.html#kvm-linux-
guest
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Requirements

Notes

Never allocate all available
physical CPUs to virtual
machines.

+ A CPU for the KVM Server to perform hypervisor activities must
be set aside before assigning vCPUs to Delphix and other VMs.

+ Itis recommended that a minimum of 8-10% of the CPUs
available are reserved for hypervisor operation. (e.g. 12 vCPUs
on a 128 vCore system).

4.3.10.4 Memory

Requirements

Notes

128 GB VRAM (recommended)
64GB VRAM (minimum)

+ More memory will provide better performance.

+ Memory reservations are required for the Delphix VM. The
performance of the Continuous Compliance Engine will be
significantly impacted by the over-commitment of memory
resources in the KVM Server.

+ Reservations ensure that the Continuous Compliance Engine will
not be forced to swap pages during times of memory pressure
on the host. A swapped page will require more time from orders
of magnitude to be brought back to physical memory, from the
KVM swap device.

Memory for the KVM Server to
perform hypervisor activities
must be set aside before
assigning memory to Delphix and
other VMs.

+ Failure to ensure sufficient memory for the host can result in a
hard memory state for all VMs on the host, which will result in a
block for memory allocations.

4.3.10.5 Network

Requirements

Notes

Virtual ethernet adapter
requirements.

+ Jumbo frames are highly recommended to reduce CPU
utilization, decrease latency, and increase network throughput
(typically 10-20% throughput improvement).

+ A 10GbE NIC/network is recommended for performance
dSource and VDB operations.
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Requirements Notes

If the network load in the KVM + Adding NICs only works if VMs are discovered using different
Server hosting the Continuous interfaces. The NFS/iSCSI mounts will only use the network
Compliance Engine VM is high, associated with the discovery.

dedicate one or more physical
NICs to the Continuous
Compliance Engine.

See Network connectivity requirements®® for information about
specific port configurations.

4.3.10.6 SCSI controller

When adding virtual disks, make sure that they are evenly distributing the load across the maximum of four
virtual SCSI controllers. Spreading the disks across available SCSI controllers evenly will ensure optimal 1/0
performance from the disks. For example, a VM with 4 SCSI controllers and 8 virtual disks should distribute
the disks across the controllers as follows:

disk0 = SCSI(0:0) - System Disk on Controller 0 Port 0

(ignore for purposes of load balancing)
disk1 = SCSI(0:1) - Data Disk on Controller 0 Port 1
disk2 = SCSI(1:1) - Data Disk on Controller 1 Port 1
disk3 = SCSI(2:1) - Data Disk on Controller 2 Port 1
disk4 = SCSI(3:1) - Data Disk on Controller 3 Port 1
disk5 = SCSI(0:2) - Data Disk on Controller 0 Port 2
diské = SCSI(1:2) - Data Disk on Controller 1 Port 2
disk7 = SCSI(2:2) - Data Disk on Controller 2 Port 2
disk8 = SCSI(3:2) - Data Disk on Controller 3 Port 2

@ For load purposes, we generally focus on the Delphix storage (data disks) and ignore the
controller placement of the system disk.

4.3.10.7 General storage

Using a minimum of four disks to run your Continuous Compliance Engine is recommended. One disk is used
for the Delphix File System (DxFS), to ensure that its file systems are always consistent on disk without
additional serialization. The other three, or more equally, sized disks will be used for metadata storage. This
also enables the Continuous Compliance Engine to achieve higher 1/0 rates by queueing more I/0 operations
to its storage.

65 https://masking.delphix.com/docs/latest/network-connectivity-requirements
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Requirements Notes

Storage used for Delphix must be + For example, using RAID levels with data protection features, or

provisioned from storage that equivalent technology.

provides data protection. + The Continuous Compliance Engine does not protect against
data loss originating at the hypervisor or SAN layers.

4.3.11 OCIl installation

This topic covers the virtual machine requirements for deploying the Continuous Compliance Engine on
Oracle Cloud Infrastructure (OCI).

4.3.11.1 Supported databases

Oracle databases up to version 19c are supported. Please reference the Oracle Support Matrix (see page 157)
for the detailed list.

4.3.11.2 Compute image types
Delphix distributes product images, for OCI, using the QCOW2 image type. Compute Images must be

imported into OCI using the Paravirtualized launch mode; currently, images using the Emulated launch mode
are not supported.

4.3.11.3 Supported shapes

The following is a list of shapes that are supported to deploy Delphix on OCI.

Requirements Notes

Large Memory Instances | The Delphix Engine most closely resembles a storage appliance and performs

(perferred) best when provisioned using a storage-optimized shape.

VM.Standard2.8 Larger shapes provide more CPU, which can prevent resource shortfalls under
VM_Standard2.16 high 1/0 throughput conditions.

VM_Standard2.24 Larger shapes also provide more memory, which the Delphix Engine uses to

cache database blocks. More memory will provide better read performance.
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4.3.11.4 Network configuration

Requirements Notes
Virtual Cloud You must deploy the Delphix Engine and all of the source and target environments in
Network (VCN) a VCN to ensure that private IP addresses are static and do not change when you

restart instances.

By default, OCI subnets are considered public. When defining a subnet, we
encourage configuring it as private. Unless required by your environment, your VCN
should not include a Public Subnet.

When adding environments to the Delphix Engine, you must use the host's VCN
(static private) IP addresses.

Static Private IP The Delphix instance should be launched with a static private IP address. For
security reasons, it is encouraged to avoid configuring your engine with a Public IP
address; but, in some cases, it may be ok to use a dynamic Public IP address in
addition to a static Private IP address if your environment requires such access.

Security Rules OCl allows two firewall features: Network Security Groups (NSGs) and Security Lists.
Configuration Oracle recommends the use of NSGs over Security Lists because “NSGs let you
separate the VCN's subnet architecture from your application security

requirements®®.”

However, a VCN will use a Security List to define default rules. By default, the
security list will only open port 22 for SSH access. You must modify the security list,
or create NSGs, to allow access to all of the networking ports used by the Delphix
Engine and the various source and target engines.

This dual implementation of firewall, or security, rules may be different from other
clouds. Please see OCI documentation for best practices.

See Network Connectivity Requirements (see page 177) for information about specific
port configurations.

4.3.11.5 Storage configuration

You must always attach a minimum of 2 storage pools to the Delphix Engine; one for rpool and
other for domain0 pool.

66 https://docs.cloud.oracle.com/en-us/iaas/Content/Network/Concepts/securityrules.htm#Security_Rules
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Requirements

Allocate initial storage
equal to the size of the
physical source database
storage.

Attach a minimum of four
(4), equally sized, storage
devices to the Delphix
Engine.

Add storage when storage
capacity approaches 30%
free.

Must use Block Volume for
data storage.

Block Volumes must be
attached using
Paravirtualized mode.
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Notes

Currently supported Instance Types, or Shapes, only support Block
Volumes; File Storage is not supported.

Paravirtualized block devices are required; currently, iSCSI devices are not
supported.

Elastic Performance Configuration Options (aka Volume Performance
Policy): use Higher Performance.

For high redo rates and/or high DB change rates, allocate an additional
10-20 %.

Add new storage by provisioning new volumes of the same size. This
enables the Delphix Engine to achieve higher I/0 rates by distributing load
among devices and queueing more |/O operations to its storage.

4.3.11.6 Additional OCI configuration notes

+ When running low on storage space, Delphix recommends adding additional equivalently sized block
storage volumes, or devices, instead of resizing existing volumes.

+ If you must expand existing storage volumes, then this must be done using the “online” resizing
strategy specified in OCI documentation; “offline” storage resizing is not supported and may lead to
unexpected downtime. If an existing storage volume is expanded, then use the Setup, or sysadmin,
interface to expand each storage “device,” or volume. The additional storage, as a result of a resize,
will not be available for use until the storage devices are explicitly instructed to make use of the

additional space.

+ If expanding storage volumes, it is recommended that all volumes are expanded to the same size.
When storage volumes, or devices, are the same size the Delphix product is able to balance 1/0
distribution among the disks for optimal performance.

+ Hot removal of storage volumes is not supported.

4.3.11.7 Installing OCI

4.3.11.7.1 Download and verify the Delphix Engine image

1. Contact your account manager to request access to the OCI variant of the Delphix product.

2. Follow the link given by your Delphix solutions architect. Download the
Delphix_6.x.x.x_...Standard_OCI.qcow2 file and the SHA256SUMS file.
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3. Once both files have finished downloading and assuming both files were downloaded to the same
directory, you can run the following command to verify the download: $ grep -i OCI.qcow2 ./
SHA256SUMS | sed -E 's,Appliance_Images/(Controlled_Availability/)?,,g' |

sha256sum --check

4.3.11.7.2 Upload the Delphix Engine image as an object

1. Authenticate with OCI and navigate to the Infrastructure Console®’.

2. Use the navigation menu to reach the Object Storage Buckets, Core Infrastructure, page (Hamburger
Menu > Object Storage > Object Storage).

3. Remember to set your List Scope Compartment. This will depend on your organization’s strategy for
managing OCl resources.

4. Create a storage bucket® or select an existing bucket.
Click the blue Upload button.

6. Inthe Upload Objects modal window, specify an optional prefix and choose the OCI specific QCOW2
file that was previously downloaded.

7. Click the blue Upload button.

4.3.11.7.3 Creating a custom compute image from an object

1. Authenticate with OCI and navigate to the Infrastructure Console.

2. Use the navigation menu to reach the Compute Custom Images, Core Infrastructure, page
(Hamburger Menu > Compute > Custom Images).

3. Remember to set your List Scope Compartment. This will depend on your organization’s strategy for
managing OCI resources.

4. Click the blue Image Import button.

5. Inthe Import Image modal window, select a suitable compartment in the Create In Compartment
field that conforms to your organization’s strategy on managing OCI resources.

6. Inthe Name field enter a unique name to identify the Custom Compute Image. You may want to use
the same, resulting name of the image object from the previous step, Upload the Delphix Engine
Image as an Object.

7. For Operating System select Linux.

8. Next, identify an object by specifying its Compartment, Bucket, and Object Name. Or, specify an
Object Storage URL. Note: The Object Details will identify this value as URL Path (URI).

67 https://console.us-phoenix-1.oraclecloud.com/
68 https://docs.cloud.oracle.com/en-us/iaas/Content/GSG/Tasks/
addingbuckets.htm#Putting_Data_into_Object_Storage
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10.
11.

12.
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For Image Type select QCOW2.
For Launch Mode select Paravirtualized Mode.

For organizations that have a tagging policy for cloud-based resources, expand the Tagging Options
section, and define tags.

Click the blue Import Image button.

4.3.11.7.4 Launching the Delphix Engine

10.

11.
12.

13.

14.

Authenticate with OCI and navigate to the Infrastructure Console.

Use the navigation menu to reach the Compute Instances, Core Infrastructure, page (Hamburger
Menu > Compute > Instances).

Remember to set your List Scope Compartment. This will depend on your organization’s strategy for
managing OCI resources.

Click the blue Create Instance button.
In the Create Compute Instance window pane, specify a unique name for the VM.

For the Create In Compartment field, select a suitable compartment that conforms to your
organization’s strategy on managing OCI resources.

In the Image or operating system section, click the Change Image button. Switch to the Custom
Images tab. Find the Delphix image that corresponds to the instance you wish to deploy. Click the
blue Select Image button. Note: If the Delphix Custom Image is not visible, look for the Change
Compartment option near the top of the current window pane.

Each Availability Domain has its own quota, it is ok to use AD-1, AD-2, or AD-3 - but, be sure to make
note of which Availability Domain you are using. Note: Compute Instances and attached Storage will
need to be in the same Availability Domain.

In the Shape section click the Change Shape button. For Instance type specify Virtual Machine and
for Shape series use Intel Skylake. Then select an OCI Shape that is supported by Delphix.

Continue on to the Configure networking section. This part is critical, if the network isn’t specified
correctly, you are likely to run into firewall issues; please consult your IT or DevOps teams. If your
organization is using Network Security Groups (NSGs), mark the Use Network Security Groups to
Control Traffic checkbox; again, please consult your IT or DevOps teams. Lastly, select the Do Not
Assign a Public IP Address radio button; if you must deviate from this guidance then you are highly
encouraged to engage your IT or DevOps teams.

You may skip the Boot Volume section.

In the Add SSH Keys select the No SSH Keys radio option. The Delphix product is a closed appliance
and manages users independently.

In general, you can skip all of the Advanced Options. For organizations that have a tagging policy for
cloud-based resources, expand into the Advanced Management section, and look for the Tagging
sub-section to define tags.

Click the blue Create button - wait about 2-5 minutes for the Delphix Engine instance to boot.
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4.3.11.7.5 Create block storage volumes

10.

11.

12.
13.

Authenticate with OCI and navigate to the Infrastructure Console.

Use the navigation menu to reach the Block Volumes, Core Infrastructure, page (Hamburger Menu >
Block Storage > Block Volumes).

Remember to set your List Scope Compartment. This will depend on your organization’s strategy for
managing OClI resources.

Click the blue Create Block Volume button.

In the Create Block Volumemodal window, specify a unique name for this Block Volume. It can be
helpful if this name is descriptive or identifies the VM it is intended to be attached to and ends in a
sequence number.

For the Availability Domain, this value MUST be the same Availability Domain used for the Delphix
Engine instance, otherwise, this volume will not be available for use.

In the Volume Size and Performance section, select the Custom option. Set the size of the volume to
be sufficiently large, with room for growth, to support the databases that will be virtualized, or
masked, by this Delphix Engine. And, set the Default Volume Performance to the Higher Performance
setting.

A Backup Policy is not required and can be left blank or No Backup Policy Selected. However,
depending on your organization’s needs, you may consider selecting a Backup Policy.

For Encryption, it is ok to use the default option, Encrypt Using Oracle-Managed Keys. Optionally, if
you want, or need, to manage encryption keys independently then use the Encrypt Using Customer-
Managed Keys option.

For organizations that have a tagging policy for cloud-based resources, expand the Tagging Options
section, and define tags.

Uncheck the checkbox that says View Detail Page After This Block Volume is Created. This will
prevent you from navigating away from the Block Volumes page, because, more often than not, you
will need to create multiple Block Volumes at the same time.

Click the blue Create Block Volume button.

A Delphix Engine requires a minimum of four (4) equally sized Block Volumes. Repeat Steps 4-12 as
many times as necessary.

4.3.11.7.6 Attach block storage volumes

Authenticate with OCI and navigate to the Infrastructure Console.

Use the navigation menu to reach the Block Volumes, Core Infrastructure, page (Hamburger Menu >
Block Storage > Block Volumes).

Remember to set your List Scope Compartment. This will depend on your organization’s strategy for
managing OCI resources.
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4. From the list of pre-existing Block Volumes, identify the resources you wish to attach to a Delphix
Engine and wait until the volume’s state becomes Available.

5. Select one of the Block Volumes to enter the Block Volume Details page.
6. On the left-hand side, locate the Resources menu and select Attached Instances.

7. If the Block Volume has not been previously attached to another VM, then you will be able to click the
blue Attach to Instance button.

8. Inthe Attach to Instance modal window, specify the Attachment Type as Paravirtualized. Currently,
iSCSl is not supported.

9. For Access Type use the READ/WRITE option.

10. Next, identify a Delphix Engine by selecting an instance, or by specifying an instance OCID. If you
don't see the Delphix Engine instance in the Select an Instance drop-down menu, you may need to use
the Change Compartment option. Block Volumes can only be attached to VM instances that were
created in the same Availability Domain - if these values do not match, you will need to either re-
provision Block Volumes or the Delphix Engine, in the correct Availability Domain.

11. Click the blue Attach button.

12. Repeat Steps 4-11 until all associated Block Volume resources have been attached to the Delphix
Engine instance.

4.3.11.7.7 Configuring masking

Once deployed, go to First Time Setup (see page 179) section to learn how to activate the masking service now
that you have the software installed.

4.3.12 VMware installation

The Delphix Engine is a virtual appliance that runs on a hypervisor. In this section, you'll find requirements to
run Delphix on VMware including supported versions and instance configurations as well as recommended
configuration parameters for optimal performance.

The Delphix Engine is intensive both from a network and a storage perspective. If the Delphix Engine
competes with other virtual machines on the same host for resources it will result in increased latency for all
operations. As such, it is crucial that your ESXi host is not over-subscribed, as this eliminates the possibility
of a lack of resources for the Delphix Engine. This includes allowing a percentage of CPU resources for the
hypervisor itself as it can de-schedule an entire VM if the hypervisor is needed for managing 10 or compute
resources.
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4.3.12.1 Supported ESX versions

Requirements Notes
VMware Cloud More recent versions of VMware are preferred, such
VMware ESX/ESXi 8.0 as ESX/ESXi 6.0 -7.0 U3c

VMware ESX/ESXi 7.0, 7.0u1, 7.0u2, 7.0 U3c
ESX/ESXi 6.7 U3

VMware ESX/ESXi 6.5 U1, 6.5 U3

VMware ESX/ESXi 6.0

@ If a minor release version is listed as supported, then all patch releases applicable to that minor
release are certified.

4.3.12.2 Virtual CPUs

Requirements Notes

8 vCPUs - CPU resource shortfalls can occur both on an over-committed host as well as
competition for host resources during high 10 utilization.

- CPU reservations are strongly recommended for the Delphix VM so that Delphix
is guaranteed the full complement of vCPUs even when resources are
overcommitted.

- It is suggested to use a single core per socket unless there are specific
requirements for other VMs on the same ESXi host.

Never allocate all - CPU for the ESXi Server to perform hypervisor activities must be set aside
available physical before assigning vCPUs to Delphix and other VMs.

CPUs to virtual - We recommend that a minimum of 8-10% of the CPUs available are reserved for
machines hypervisor operation. (e.g. 12 vCPUs on a 128 vCore system).

Getting started — 220



Continuous Compliance — Continuous Compliance Home

4.3.12.3 Memory

Requirements

Notes

128 or higher GB
VRAM
(recommended)
64GB vVRAM
(minimum)

- The masking service on the Delphix Engine uses its memory to process database
and file blocks.

- More memory can sometimes improve performance. Memory reservation is a
requirement for the Delphix VM.

- Overcommitting memory resources in the ESX server will significantly impact the
performance of the Delphix Engine.

- Reservation ensures that the Delphix Engine will not stall while waiting for the ESX
server to page in the engine’s memory.

@ Do not allocate all memory to the Delphix VM.

Never allocate all available physical memory to the Delphix VM. You must set aside memory for the ESX
Server to perform hypervisor activities before you assign memory to Delphix and other VMs. The default ESX
minimum free memory requirement is 6% of the total RAM. When free memory falls below 6%, ESX starts
swapping out the Delphix guest OS. We recommend leaving about 8-10% free to avoid swapping

For example, when running on an ESX Host with 512GB of physical memory, allocate no more than 470GB
(92%) to the Delphix VM (and all other VMs on that host).

4.3.12.4 Network

Requirements

Notes

The ova is pre-
configured to use

- Jumbo frames are highly recommended to reduce CPU utilization, decrease
latency, and increase network throughput. (typically 10-20% throughput

one virtual improvement)

ethernet adapter - If additional virtual network adapters are desired, they should also be of type

of type VMXNET VMXNET 3.

3.

A T0GbE NIC in For VMs having only gigabit networks, it is possible to aggregate several physical
the ESX Server is 1GbE NICs together to increase network bandwidth (but not necessarily to reduce
recommended. latency). Refer to the VMware Knowledge Base article NIC Teaming in ESXi and

ESX®?. However, it is not recommended to aggregate NICs in the Delphix Engine VM.

69 https://kb.vmware.com/s/article/1004088
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4.3.12.5 Storage

@ Always attach a minimum of 2 storage pools to the Delphix Engine; one for rpool and the other
for domain0 pool.

There are three types of data that Delphix stores on disk, which are:
1. Delphix VM configuration storage: stores data related to the configuration of the Delphix VM. VM
Configuration Storage includes the VMware ESX configuration data as well as log files.

2. Delphix Engine system disk storage: stores data related to the Delphix Engine system data, such as
the Delphix .ova settings.

3. Metadata storage: stores metadata used by the Masking service.

4.3.12.5.1 General requirements

Requirements Notes

Storage used for Delphix must For example, using RAID levels with data protection features, or

be provisioned from storage equivalent technology.
that provides data protection. The Delphix engine product does not protect against data loss

originating at the hypervisor or SAN layers.

4.3.12.5.2 Delphix VM configuration storage

The Delphix VM configuration should be stored in a VMFS volume (often called a "datastore").

Requirements Notes
The VMFS volume should have If a memory reservation is not enabled for the Delphix Engine (in
enough available space to hold violation of memory requirements stated above), then space for a

all ESX configuration and log paging area equal to the Delphix Engine's VM memory must be added
files associated with the Delphix | to the VMFS volume containing the Delphix VM configuration data.

Engine.

4.3.12.5.3 Delphix Engine system disk storage

The VMFS volume must be located on shared storage in order to use vMotion and HA features.
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Requirements Notes

The Delphix The VMDK for the Delphix Engine System Disk Storage is often created in the same
Engine system VMFS volume as the Delphix VM definition. In that case, the datastore must have
disk should be sufficient space to hold the Delphix VM Configuration, the VDMK for the system disk,
storedin a and a paging area if a memory reservation was not enabled for the Delphix Engine.
VMDK.

The Delphix .ova | The VMFS volume where the .ova is deployed should, therefore, have at least 127GB
file is configured | of free space prior to deploying the .ova.

fora127GB
system drive.

4.3.12.5.4 Delphix Engine metadata storage

Shared storage is required in order to use vMotion and HA features. In addition to making sure the latest
VMware patches have been applied, check with your hardware vendor for updates specific to your hardware
configuration. VMDKs (Virtual Machine Disks) or RDMs (Raw Device Mappings) operating in virtual
compatibility mode can be used for data storage.

Requirements Notes

The minimum recommended storage size is 50 GB.

In addition to making sure the latest VMware patches have been applied, check with your hardware vendor
for updates specific to your hardware configuration.

4.3.12.6 Additional VMware configuration notes

Running Delphix inside of vSphere is supported.
Using vMotion on a Delphix VM is supported.
Device passthrough is not supported.

4.3.12.7 Installing OVA on VMware

1. Download the OVA file from Delphix’'s Download site. Note, you will need a support login from your
sales team or a welcome letter. Navigate to “Virtual Appliance” and download the appropriate OVA. If
unsure, use the HWv11 OVA type.

2. Login using the vSphere client to the vSphere server (or vCenter Server) where you want to install the
Delphix Engine.

3. Inthe vSphere Client, click File.
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Select Deploy OVA Template and then browse to the OVA file. Click Next.

Select a hostname for the Delphix Engine. This hostname will be used in configuring the Delphix
Engine network.

Select the data center where the Delphix Engine will be located.
Select the cluster and the ESX host.

Select one (1) data store for the Delphix 0S. This datastore can be thin-provisioned and must have
127GB of free space to accommodate the Delphix operating system.

The Delphix VM Configuration Storage requires a minimum of 50GB. The VMFS volume should have
enough available space to hold all ESX configuration and log files associated with the Delphix Engine.
The Delphix Engine system disk should be stored in a VMDK system drive. The VMFS volume must be
located on shared storage in order to use vMotion and HA features.

Select the virtual network you want to use. If using multiple physical NICs for link aggregation, you
must use vSphere NIC teaming. Do not add multiple virtual NICs to the Delphix Engine itself. The
Delphix Engine should use a single virtual network.

Click Finish. The installation will begin and the Delphix Engine will be created in the location you
specified.

Once the Delphix Engine has been created proceed to Setting up the Delphix Engine (see page 179) to
configure the system.

Naming requirements

This section describes the naming requirements for Masking Engine objects which are allowed to be
created/renamed manually.

4.4.1 Affected configurable objects

configurable objects

algorithm

application

connector

domain

environment
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configurable objects

file format

job

profiling group

record type

role

rule set

search expression

For all of the above:

+ Leading/trailing white space is not allowed

+ The following special characters are not allowed:

Symbol Name

[ open bracket

| close bracket

( open parenthesis
) close parenthesis
{ open brace

} close brace

~ tilde

exclamation mark
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Symbol Name

@ at

# pound

$ dollar

% percent

A carat

* asterisk

" quote

? question mark
colon

; semi-colon

, comma

/ forward slash

\ back slash

\\ double back slash

: back quote

+ plus

= equal

< less than
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Symbol

Name

greater than

single quote

pipe

4.4.2 Upgrade

During an upgrade of a Masking Engine to a 6.0 or later release, a name with leading or trailing white space
will be automatically trimmed, and a counter value might be appended to the end of the name to prevent a

naming conflict. For example:

pre-upgrade name

post-upgrade name

upgrade change

"alg_SecurelLookup"

"alg_SecureLookup"

no change

alg_SecureLookup”

"alg_SecureLookup1

leading white space trimmed and counter value appended

"alg_SecurelLookup

"alg_SecurelLookup?2

trailing white space trimmed and counter value appended

If any name from the above-mentioned "configurable entities" table has a restricted special character - an
upgrade will fail with the corresponding error message.

4.4.3 Maximum name lengths

Access the API client’? to find out the maximum name length for a particular object by navigating to
http://YourMaskingEngine.YourDomain.com/masking/api-client to access the API client for

the engine.

70 https://masking.delphix.com/docs/latest/masking-api-client
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201 No links
Success

Media type

application/json v

Controls Accept header.

Example Value ' Schema

MaskingJob v ¢
maskingJobId integer
readonly: true
umber of the masking job. This field is auto-generated by the Masking Engine.

jobName* string
maxLength: 50

The name of the magking job. Once the masking job is created, this field cannot be changed.

rulesetType

createdBy
createdTime
email
feedbackSize
jobDescription
maxMemory
minMemory
multiTenant

numInputStreams

vV VVVYVVYVYVYYVYYVYYV

[ 1
[ 1
[ 1
[ 1
[ 1
fiosol]
[ 1
[ 1
[ 1
[ 1

onTheFlyMasking fooc]

abaseMaskingOptions > {...}
OnTheFlyMaskingSource > ...}
> [eeel
® foocl
> [...]

databaseMaskingOptions D;l
onTheFlyMaskingSource
failImmediately
enabledTasks

streamRowLimit

}

400 No links
Bad request

403 No links
Forbidden access

4.4.4 Create/rename

If an attempt is made to create a new entity (or to modify the name of the existing one) with leading or
trailing white space or any of the special characters listed above, the operation will fail on a 6.0 or later
release with a corresponding error message.

4.4.5 Environment export/import

If any entity name exported from a pre-6.0 version contains leading or trailing white spaces or the special

characters listed above, the import operation will fail on a 6.0 or later release with a corresponding error
message.

4.4.6 Sync

If a sync bundle from a pre-6.0 version contains leading or trailing white space or any of the special
characters listed above, then the Sync import operation will fail on a 6.0 or later release, with a corresponding
error message.
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4.5 Graphical user interface

4.5.1 Introduction

This section gives detailed information about how to use the Grid displayed on the Engine Ul. Ul for Domains,
Classifiers, Profiler Sets, Roles, Inventory, Rule Sets, etc displays information using a Grid structure. Each
implemented Grid supports functionality like sorting, filtering, pinning, etc. Each subsection gives information
about how to use Grid functionalities.

4.5.2 Sorting

To identify if the column supports sorting or not

+ Hover on the column name. If the :handpointer: icon appears i.e. column header is clickable then the
column is sortable.

Follow these steps to sort the grid based on any one of the grid column data.

+ Click on the column header on the grid. The records in the grid will be sorted based on the data in that
column.

+ Click on the column again to change the sorting order. A vertical directional arrow symbol indicates
the sorting order applied (1 Ascended, | Descending, and blank default sorting order).

Environments Monitor Settings Admin Audit

ASY"C Tasks Monitor > Job Executions . 0 0/7 0/6028
JOb ExeCUtlons Jobs Queued Jobs Running Memory Usage(MB)

Job Executions

Environment = Job Name = Status = Progress = SubmitTime ¥ = Start Time = Type = Actions

env_BRL7INMY prof GCLDNKZQ © SUCCEEDED @ 5 of 5 - Profiling Complete 3 Apr 2024 19:35IST 3 Apr 2024 19:35 IST § PROFILE

env_BOGASNAG prof_Z788ZI9N © CANCELLED @ 5 of 5 - Profiling Complete 3 Apr 2024 19:34IST 3 Apr 2024 19:34 IST B PROFILE

env_YA4NXV6U prof_G2XPVYMB © SUCCEEDED @ 5 of 5 - Profiling Complete 3 Apr 2024 19:331ST 3 Apr 2024 19:33 IST £ PROFILE

env_B2MM3PQ1 prof OLTBALSI A FAILED A 50f 5 - Profiling Complete 3 Apr 2024 19:30IST 3 Apr 2024 19:30 IST § PROFILE

env_GUAMMBPC prof WQ7EYWCO © SUCCEEDED @ 5 of 5 - Profiling Complete 3 Apr 2024 19:29IST 3 Apr 2024 19:29 IST B PROFILE

env_3RJ7XPDM mask_CI39DJ5H © CANCELLED @10 0f 10 - Job Completed 3 Apr 2024 19:25IST 3 Apr 2024 19:25 IST B MASK

env_H616HSWC mask_RCCG50B4 A\ FAILED 410 of 10 - Job Completed 3 Apr 2024 19:23 IST 3 Apr 2024 19:23 IST B MASK

env_IAW9V65U mask MT1P7347 WARNING 10 of 10 - Job Completed 3 Apr 2024 19:20IST 3 Apr 2024 19:20 IST £ MASK

env_T29CAEFQ reidentify 2XMNSZRT ~ @& SUCCEEDED © 10 0f 10 - Job Completed 3 Apr 2024 19:16 IST 3 Apr 2024 19:16 IST B RE-IDENTIFY

env_T29CAEFQ tokenize HOW1AIHV © SUCCEEDED © 10 of 10 - Job Completed 3 Apr 2024 19:16 IST 3 Apr 2024 19:16 IST B TOKENIZE

env_OHOSOFSL tokenize OC5JO0DU © SUCCEEDED © 10 0f 10 - Job Completed 3 Apr 2024 191131ST 3 Apr 2024 1913 IST S TOKENIZE

env_KGSIZTNQ tokenize ERG89YYU © SUCCEEDED © 10 0f 10 - Job Completed 3 Apr 2024 19:111ST 3 Apr 2024 19:111ST B TOKENIZE

Displaying 16 to 28 of 100

In the case of grouping, sorting is applied within each group.

+ Children of groups can be collapsed and expanded by clicking on the down arrow icon v beside each
group name.

+ The count next to the group name in parentheses shows the total number of children under that
group.
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Environments Monitor  Settings Admin  Audit

Environments > env_05M20WUQ > rs_BOSWEI4N

<o 15 BOSWEIN

Table = Column = DataType = Domain = Algorithm = File Format = | Actions
v testdata_FKCONSUMI(3)
DAVT/‘\TVO? e VARCHAR2 (64) NULL_SL ALG_LQ32I73P
Foreig ey, Index
DATA_01 VARCHAR2 (64)
D NUMBER (38)
Primary Key, Index
v testdata_FKPRODUCE(3)
DATA_00 VARCHAR2 (64) NULL_SL ALG_LQ32I73P
Primary Key, Index
DATA_01 VARCHAR2 (64)
ID NUMBER (38)

Displaying 1to 8 of 8

4.5.3 Filtering

To identify if the column supports filtering or not,
+ Hover on the column header of the grid and click the = icon that appears in the right corner.
+ Ifthereis a tab withthe Y icon then filtering is supported for that column.

Follow these steps to add a Filter on the grid to show columns or fields only matching certain criteria.

+ Hover on any column header of the grid and click the = icon that appears in the right corner.
+  When the dialogue appears, choose the the tab with filter icon, then select a required filter criteria and
provide the required inputs to filter the grid.

Environments Monitor  Settings  Admin Audit

CONTINUOUS
C LIANCE

Monitor > Job Executions

Asyne Tasks JobE ti 0 0/7 0/6028
o Xecutions Jobs Queued Jobs Running Memory Usage(MB)
Job Executions
Environment = Job Name = Status v = m Submit Time v = Start Time = Type = Actions
Envl sample_profile © CANCELLED Al 4 Apr202414:191ST 4 Apr202414:191ST £ PROFILE
Envl sample_profile © SUCCEEDED 4 Apr 2024 14:16 IST 4 Apr 2024 14:16 IST £ PROFILE
All v
Envl ample_profile © SUCCEEDED te 4 Apr202414:131ST 4 Apr 2024 14:13 IST £ PROFILE
CANCELLED
Envl ample_profile © SUCCEEDED te 4 Apr202414:131ST 4 Apr202414:13IST £ PROFILE
" FAILED =
Envl sample_profile © SUCCEEDED te  4Apr202414:11IST 4 Apr202414:11IST S PROFILE
Envi sample_mask © SUCCEEDED QUEUED 1 4Apr202413:30IST 4 Apr202413:301ST = MASK
Envl sample_mask © SUCCEEDED RUNNING 1 4Apr202413:281ST 4 Apr202413:28IST = MASK
Envl sample_profile © SUCCEEDED SLCCFEDED. te 4 Apr202413:27IST 4 Apr202413:271ST £ PROFILE
env_OHOSOFSL tokenize_OC5J00DU © SUCCEEDED © 10 of 10 - Job Completed 3 Apr 2024 19:47 IST 3 Apr 2024 19:47 IST S TOKENIZE
env_05M20WUQ mask BUHJAZT9 A\ FAILED 410010 - Job Completed 3 Apr 2024 19:47 IST 3 Apr 2024 19:47 IST £ MASK
env_05M20WUQ mask BUHJAZT9 © SUCCEEDED © 10 of 10 - Job Completed 3 Apr 2024 19:46 IST 3 Apr 2024 19:46 IST £ MASK

Displaying 1 to 11 of 100
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+ The applied filter criteria are displayed in the chips on the top of the grid.

Environments Monitor Settings Admin Audit

Monitor > Job Executions

. 0 /7 0/6028
Job Executions / / /

Async Tasks

Jobs Queued Jobs Running Memory Usage(MB)
Job Executions

Type: MASK €  Status: CANCELLED €  Reset X

Environment = Job Name = Status Y = Progress = SubmitTime ¥ = Start Time = Type Y = Actions
env_3RJ7XPDM mask_CI39DJSH © CANCELLED € 10 of 10 - Job Completed 3 Apr 2024 19:25 IST 3 Apr 2024 19:25 IST B MASK
env_MLV8XRXM mask_SZ1RJIXEM © CANCELLED © 10 of 10 - Job Completed 3 Apr 2024 16:53 IST 3 Apr 2024 16:53 IST B MASK
env_78P15PBR mask E85HXOXO © CANCELLED © 10 of 10 - Job Completed 3 Apr 2024 16:25 IST 3 Apr 2024 16:25 IST B MASK
env_QJSNUGIO mask 71ENOCSH © CANCELLED © 10 of 10 - Job Completed 3 Apr 2024 12:33 IST 3 Apr 2024 12:33IST B MASK
env LSO04ILCW mask_1TXGL59C © CANCELLED © 10 of 10 - Job Completed 3 Apr 2024 12:03 IST 3 Apr 2024 12:03 IST B MASK

+ Toremove a filter criteria, click on the cross mark on the applied filter criteria value listed.

+ To remove all filter criteria click on the Reset button.

+ These filters will be persisted in the browser cache until the user resets it or clears the browser
cache.

« On some screens, Grid doesn't display filter in chips, and filters are not persisted i.e. Monitoring
Single Job (see page 486).

In the case of grouping, filtering is applied within each group.

Environments Monitor ~ Settings  Admin  Audit

Environments > env_05M20WUQ > rs_BOSWEIAN

<ot 15 BOIWEIN

Column:ld € Reset X

Table = Column Y 7 = Data Type = Domain = Algorithm = File Format = Actions
v testdata_FKCONSUMER (1)

D ) NUMBER (38)

rimary Key, Index

v testdata_FKPRODUCER (1)

D NUMBER (38)

If the applied filters produce no result, an option is presented to reset the filters. If only one filter needs to be
removed then cancel the bottom sheet and remove the specific filter.
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Warning
Everything filtered out, do you want to reset the filter?

There are 4 types of filters which are displayed according to the data of the column.

Cancel Reset

1. Text Filter with option [ “contains”]

Monitor > Job Executions

Job Executions J 0 o7 076028
obs Queued Jobs Running Memory Usage(MB)

Environment = Job Name v = o rogress = Submit Time v = Start Time = Type = Actions
Env1 sample_profile Contains o 5 of 5 - Profiling Complete 4 Apr 2024 14:19IST 4 Apr 2024 1419 IST = PROFILE soe
Envl sample_profile | | Filter... 5 of 5 - Profiling Complete 4 Apr 2024 14:16 IST 4 Apr 2024 14:16 IST = PROFILE
Envi sample_profile © SUCCEEDED @ 5 of 5 - Profiling Complete 4 Apr 2024 14:131ST 4 Apr 2024 14:13IST £ PROFILE oo
Envl sample_profile © SUCCEEDED @ 5 of 5 - Profiling Complete 4 Apr 2024 1413 IST 4 Apr 2024 14:13I1ST £ PROFILE eoe
Envl sample_profile @ SUCCEEDED @ 5 of 5 - Profiling Complete 4 Apr 2024 14:111ST 4 Apr 2024 14:11I1ST £ PROFILE soe

” ou n ou » o » ou

2. Number filter with options [ “Equals”, “Greater than”, “Greater than or equals”, “Less than”, “Less than or
equals”, “Not Equals”]

Monitor > Job Executions

Job E ti 0 0/7 0/6028
o Xxecutions Jobs Queued Jobs Running Memory Usage(MB)
Reset X
Environment = JobN... = ExecutionID v = o rogress = Sub.. V= StartT..= Type = Actions
Envil sample_pr... 100 Equals v ) 5of5- Profiling Complete 4 Apr 202... 4 Apr 202... £ PROFILE oo
Envi sample pr.. 99 Equals 50f 5 - Profiling Complete 4 Apr 202... 4 Apr202.. S PROFILE
Greater than
Envl sample_pr... 98 Greater than or equals @ 5 of 5 - Profiling Complete 4 Apr 202... 4 Apr 202... < PROFILE .ee
Less than
Envl sample_pr. 97 Less than or equals @ 5 of 5 - Profiling Complete 4 Apr 202... 4 Apr 202... £ PROFILE see
Not equals
Envi sample pr.. 96 @ SUCCEEDED @ 5 of 5 - Profiling Complete 4 Apr 202... 4 Apr 202... £ PROFILE ooe
Env1 sample_m. 95 @ SUCCEEDED @ 10 of 10 - Job Completed 4 Apr 202... 4 Apr 202... = MASK oo

3. List filter - Select one from the available list of options
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Monitor > Job Executions

Job E ti 0 0/7 0/6028
o xecutions Jobs Queued Jobs Running Memory Usage(MB)

Reset X

Environment = JobN.. = ExecutionID = Status v = m Sub... v= StartT..= Type = Actions

Envi sample_pr... 100 © CANCELLED Al 4 Apr202.. 4 Apr202.. = PROFILE

Env1 sample_pr. 99 @ SUCCEEDED 4 Apr 202... 4 Apr 202... £ PROFILE ooe

All v
Envil sample pr.. 98 @® SUCCEEDED te 4 Apr202. 4 Apr 202... £ PROFILE .e
CANCELLED

Envi1 sample_pr. 97 @ SUCCEEDED te 4 Apr202.. 4 Apr 202... = PROFILE soe

Env1 sample_pr. 96 @ SUCCEEDED FAILED te 4 Apr202.. 4 Apr 202... = PROFILE soe

Envi sample m.. 95 © SUCCEEDED QUEUED 1 4Apr202.. A4Apr202. = MASK

Envi sample_m. 94 @ SUCCEEDED RUNNING i 4 Apr 202... 4 Apr 202... £ MASK .o

Envi sample_pr. 93 © SUCCEEDED SLICCFEDEN te 4 Apr202. 4 Apr 202... < PROFILE eoe
4. Date filter - Picks range between two dates

Monitor > Job Executions
Job E ti 0 0/7 0/6028
o xecutions Jobs Queued Jobs Running Memory Usage(MB)

Reset X

Environment = JobN.. = ExecutionID = Status = Progress = Submit Time ¥ v = o =

Env1 sample_pr. 100 @ CANCELLED © 5 of 5 - Profiling Complete 4 Apr 2024 14:191S7 || . . o

Env1 sample pr.. 99 © SUCCEEDED @ 50f 5 - Profiling Complete 4 Apr 2024 14:16 157~ dd/mm/yyyy

dd/mm/yyyy
Env1 sample_pr. 98 © SUCCEEDED @ 5 of 5 - Profiling Complete 4 Apr 2024 14:131S”

4.5.4 Pinning columns

Follow these steps to pin a column on the grid.

+ Hover on any column header of the grid and click the = icon that appears in the right corner.
+  When the dialogue appears, choose the tab with = icon, then choose the Pin Column and choose the
desired option.

Monitor > Job Executions

Job Executions s o 076028
obs Queued Jobs Running Memory Usage(MB)
Reset X
Type v = o Name = Status = Progress = Submit Time v = Start Time = Actions
£ PROFILE £ Pin Column » e _profile © CANCELLED @ 5 of 5 - Profiling Complete 4 Apr 2024 14:19 IST 4 Apr 2024 14:19 IST oo
£ PROFILE Autosize This Column le_profile © SUCCEEDED @ 5 of 5 - Profiling Complete 4 Apr 2024 14:16 IST 4 Apr 2024 14:16 IST  «ee
£ PROFILE Autosize All Columns Jle_profile © SUCCEEDED @ 5 0f 5 - Profiling Complete 4 Apr 2024 14:13IST 4 Apr 2024 14:13 IST ~ eee
= PROFILE Reset Columns Jle_profile @ SUCCEEDED @ 5 of 5 - Profiling Complete 4 Apr 2024 14:13IST 4 Apr 2024 14:13 IST soe
£ PROFILE Envl sample_profile @ SUCCEEDED @ 5 of 5 - Profiling Complete 4 Apr 2024 14:111ST 4 Apr 2024 14:11IST oo
£ MASK Env1 sample_mask © SUCCEEDED @ 10 of 10 - Job Completed 4 Apr 2024 13:30 I... 4 Apr 2024 13:30 ... ooe
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4.5.5 Auto-sizing columns

Follow these steps to adjust the column size.

+ Hover on any column header of the grid and click the = icon that appears in the right corner.
+  When the dialogue appears, choose the tab with = icon, then choose the desired option from the list.

Monitor > Job Executions

Job Executions 0 o 0/e028
Jobs Queued Jobs Running Memory Usage(MB)

Reset X
Environment = Job Name = Status v = m Submit Time v = Start Time = Type = Actions
Envi sample_profile © CANCELLED % Pin Column N 4 Apr 2024 14:19IST 4 Apr 2024 14:19IST = PROFILE
Envl sample_profile © SUCCEEDED Autosize This Column 4 Apr 2024 14:16 IST 4 Apr 2024 14:16 IST = PROFILE
Envl sample_profile © SUCCEEDED Autosize All Columns 4 Apr202414:131ST 4 Apr 2024 14:13IST S PROFILE
Envl sample_profile © SUCCEEDED Reset Columns 4 Apr202414:131ST 4 Apr 2024 14:13IST = PROFILE
Envl sample_profile © SUCCEEDED @ 5o0f 5 - Profiling Complete 4 Apr 2024 14:111ST 4 Apr 2024 14:111ST = PROFILE
Env1 sample_mask © SUCCEEDED @ 10 of 10 - Job Completed 4 Apr 2024 13:30 I... 4 Apr 2024 13:30 I... £ MASK oo
Envl sample_mask © SUCCEEDED © 10 of 10 - Job Completed 4 Apr 2024 13:28I.. 4 Apr202413:281.. = MASK
Envl sample_profile © SUCCEEDED @ 5of 5 - Profiling Complete 4 Apr 2024 13:27 IST 4 Apr 2024 13:27 IST = PROFILE
env_OHOSOFSL tokenize_ OC5J00DU & SUCCEEDED © 10 of 10 - Job Completed 3 Apr 2024 19:47 IST 3 Apr 2024 19:47 IST = TOKENIZE

4.5.6 View more columns

To see the other grid columns which are not displayed by default on the grid.

+ Hover on any column header of the grid and click on the = icon that appears in the right corner.
+  When the dialogue appears, choose the last tab, then choose any desired columns from the list below
to view it on the grid.

Monitor > Job Executions

Job E ti 0 0/7 0/6028
o) xecutions Jobs Queued Jobs Running Memory Usage(MB)
Reset X
Job Name = ExecutionID = Status v = m Submit Time v = Start Time = Type = Actions
sample_profile 100 © CANCELLED B [search. 4 Apr2024 1419 IST 4 Apr 2024 14:19IST S PROFILE
sample_profile 99 © SUCCEEDED 0] Environment 4 Apr2024 1416 IST 4 Apr 2024 14:16 IST = PROFILE
) Job Name _
sample_profile 98 © SUCCEEDED Execution ID 4 Apr 2024 14113 1ST 4 Apr 2024 14:13IST = PROFILE oo
sample_profile 97 © SUCCEEDED Sl 4 Apr 2024 14:13IST 4 Apr 2024 14:13IST = PROFILE
Progress
sample_profile 96 © SUCCEEDED Submit Time 4 Apr 2024 14:111ST 4 Apr 2024 14:111ST = PROFILE
Start Time
sample_mask 95 © SUCCEEDED Type 4 Apr 2024 13:30 I... 4 Apr 2024 13:30I... £ MASK ooe
Actions
sample_mask 94 © SUCCEEDED © 10 of 10 - Job Completed 4 Apr 2024 13:28 I... 4 Apr 2024 13:28 ... £ MASK oo
sample_profile 93 © SUCCEEDED @ 5 of 5 - Profiling Complete 4 Apr 2024 13:27 IST 4 Apr 2024 13:27IST £ PROFILE ooe
tokenize OC5J00DU 92 © SUCCEEDED © 10 of 10 - Job Completed 3 Apr 2024 19:47 IST 3 Apr 2024 19:47 IST = TOKENIZE ooe
mask BUHJAZT9 91 A FAILED 4 10 of 10 - Job Completed 3 Apr 2024 19:47 IST 3 Apr 2024 19:47 IST = MASK eoe

Displaying 1 to 12 of 100
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4.5.7 Actions

To perform an action on any of the rows, Click the (...) button to the right of the corresponding row under the
Actions column, list of actions will be visible. If any action is not supported or not permitted for that row then
it will be disabled.

Environments Monitor Settings Admin Audit

Environments > env_6RL7INMY > con_5YEKUSLN

<sack con_SYEKUSLN Actions ~
~ File Format

‘ 00K599N6.fmt v

Reset X

Record Type = Name = Position ™ = Domain = Algorithm = L = Acti

v All Records (6)

ID 1 Enabled
UNMASKED_00 2 Enabled N
View
FIRSTNAME_00 3 FIRST_NAME dlpx-core:FirstName Enabled
Edit
LASTNAME_00 4 LAST_NAME dlpx-core:LastName Enabled
DATA_00 5 TELEPHONE_NO dlpx-core:Phone Unique Enabled
DATA_01 6 EMAIL dlpx-core:Email Unique Enabled

Displaying 1to 7 of 7

4.5.8 Select/Deselect all the records

To select all the records while doing any selection, use the checkbox given in the header to select all the
records. The same checkbox can be also used for deselecting all the records.
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Add Database Table X

Add Tables

Vheck one or more table names to select them for inclusion in the Rule Set.

Table Name

(<]

data_table

<]

data_table1

(<]

data_table10

<]

data_table11

(<]

data_table12

<]

data_table2

(<]

data_table3

Total number of tables selected: 13

Cancel Save

4.6 Managing application settings

This section describes how continuous compliance application settings can be managed.

4.6.1 The Application Settings screen

Application Settings allows an administrator to change the Delphix Continuous Compliance Engine settings.
Presently there are 12 categories of settings:

+ LDAP settings
+ General settings
+ Mask settings
+ ASDD settings
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+ JOB settings

+ SMTP settings

+ engineSync settings
+ Async settings

+ Algorithm settings

+ FileUpload settings
+ Database Settings

+  Profile settings.

Over time, more settings will be added to give admin direct control over the product's various settings.

Environments Monitor Settings Admin Audit

Application Settings
Application settings are used to control the behavior of the application and are not intended to be changed frequently. Changing these settings can have a significant impact on the behavior of the application. Please consult X
the documentation before making changes.

Admin > Application Settings

About . . .
Application Settings @ Help
Application Settings
Logs Setting Group = Setting Name = Setting Value =
v general (19
Roles 9 (19)
AllowPasswordResetRequest true /’
Users
NumsSimulJobsAllowed 7 Ve
Utilization
PasswordResetLinkDuration 5 Va
EnableMonitorRowCount true /’
PasswordTimeSpan 23 Va
PasswordCount 3 /’
JobOutputCleanerPeriodintervalSeconds 86400 Vd
MaximumQueuedJobs 0 Vv
MountConsistencyCheckPeriod 5 /’

4.6.2 Modify Application Settings values

Application settings are used to control the behavior of the application and are not intended to be changed
frequently. Changing these settings can have a significant impact on the behavior of the application. Refer
here’! for detailed description of each application settings before making changes.

To modify the application settings value.

1. From the Admin section, select the Application Settings option.
2. Alist of all application settings appears in a grid grouped by settings group name.

3. You can filter or sort data by the various informational fields, by clicking on those respective fields.
More information on grid filtering and sorting can be found in the Graphical user interface’? page.

71 https://masking.delphix.com/docs/latest/masking-api-client#id-(21.0.0.0)MaskingAPIclient-ApplicationsettingsAPls
72 https://masking.delphix.com/docs/latest/graphical-user-interface
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4. To find a particular Setting, input the Setting Name into the search field located in the table header
under "Setting Name."

5. Clicking on the pencil icon positioned in the rightmost column of each setting will reveal an input
field. For a boolean setting value a drop down with values true & false will be visible and for other
value types a input text area will be displayed.

6. After entering the desired setting value, click outside the input field. A confirmation dialog will then
appear, giving you the option to save or discard the changes.

Environments Monitor  Settings Admin  Audit

Application Settings
Application settings are used to control the behavior of the application and are not intended to be changed frequently. Changing these settings can have a significant impact on the behavior of the application. X
Please consult the documentation before making changes.

About Admin > A:Jphcanon.Senmgs .
Application Settings @ Help
Application Settings
Logs Setting Group = Setting Name = Setting Value =
v general (19
Roles 9 (19)
AllowPasswordResetRequest true »
Users
NumSimulJobsAllowed 7 Va
Utilization
PasswordResetLinkDuration 5 V4
EnableMonitorRowCount true v
PasswordTimeSpan L3
false
PasswordCount 3 Vd
JobOutputCleanerPeriodIntervalSeconds 86400 V4
MaximumQueuedJobs 0 Vd
MountConsistencyCheckPeriod 5 Va
RulesetRefreshThreads 8 Vd
MaximumMemoryForJobs 0.0 Vd

@ + This screen is accessible only for admin users.
+ The application settings Ul displays only settings which are enabled for users to view.

4.7 Users and roles

The Delphix Masking Service has a flexible and robust users and roles system that allows you to give users
fine-grain privileges over what environments they have access to and what tasks they can and can not
perform.
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4.7.1 What are roles?

A defined role is what is used to give certain users privileges over certain environments and tasks. Roles can
be defined by selecting a subset of actions that can be taken on certain objects.

Navigate to Admin > Roles to view all roles. From here, the User can view and modify roles.

()) 8 8 rl\\lllyL’\: X S g S Environments  Monitor  Settings  Admin  Audit ® ®
10.0.0.0
About Admin > Roles
Roles

Application Settings
Logs Name 1 = Type = Actions
Roles All Privileges DEFAULT

DBA DEFAULT
Users

Environment Owner DEFAULT
Utilization

IT Security Analyst DEFAULT

Operator DEFAULT

SME DEFAULT

temp1 CUSTOM

test CUSTOM

Displaying 1 to 8 of 8

The roles on the screen can be filtered or sorted by fields Name and Type by clicking on the respective fields.
More information on grid filtering and sorting can be found here (see page 229).

4.7.1.1 Role Type

With the 13.0.0.0 release, a New parameter Role type has been added to the product. There are 2 types of
roles. CUSTOM and DEFAULT. All built-in system roles will have a type of DEFAULT and others will be the
type of CUSTOM.

There have been 5 roles added to the product with the role type DEFAULT.

1. IT Security Analyst

2. DBA
3. SME
4. Operator

5. Environment Owner

If a role with the name ‘All Privileges’ exists on the product then it will be marked as a DEFAULT role type.
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If a role with any of the above names already exists then the role being added will be renamed by appending
sequence number. For example, If ‘DBA’, and ‘DBA 1’ are already present in the system then the role with the
name 'DBA 2' will be added to the product with DEFAULT role type.

47.1.2 Actions

When defining a role, you can select one or more of the following actions for the role to be able to perform:

View: Be able to view the object and important information about the object.
Add: Be able to add an instance of an object.

Update: Be able to update/edit an instance of an object.

Delete: Be able to delete an instance of an object.

Copy: Be able to create a copy of an object.

Export: Be able to export an object from a Delphix Engine.

Import: Be able to import an exported object into a Delphix Engine

Please note that not all of these actions are available for all objects in the masking service.

4.7.1.3 Objects

While defining a role, permission to perform the above actions can be defined on a per-object basis. These
objects include:

General Jobs Settings Report Approval
Workflow
Environment Profile Job Domains Inventory Approve
Report Inventories

Connection Masking Job Algorithms
Ruleset Tokenize Job Plugins
Inventory Re-identify Job Profile Expression

Profiler Set

File Format

JDBC Drivers

Password Vault
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General Jobs Settings Report Approval
Workflow
User
Diagnostic

Refer to Delphix Masking Terminology (see page 290) for definitions of these objects.
View privilege for Plugins and JDBC Drivers should be always true for any type of role.
Environment Export privilege permission is no longer supported.

4.7.1.4 Adding arole
To add a role follow these steps:

1. Login into the Masking Engine, and select Admin > Roles.

2. Click the + Role button from the top-right corner just above the roles grid.

Environments Monitor Settings Admin Audit

Admin > Roles

About
Roles

Application Settings

4» = =] i
Logs Name Type Actions
All Privileges DEFAULT
Roles
DBA DEFAULT
Users
Environment Owner DEFAULT
Utilization
IT Security Analyst DEFAULT
Operator DEFAULT
SME DEFAULT
temp1 CUSTOM
test CUSTOM

Displaying 1to 8 of 8

3. Afull-screen dialog will appear for adding a new role. Enter a Role Name. The far-left column lists the
items for which you can set actions.
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Role Name

~ General

Environment
Connection
Rule Set

Inventory

~ Jobs

Profile Job
Masking Job
Tokenize Job

Re-identify Job
v Settings
v Report

~ Approval Workflow

View

View

View

OOoOO0DEg

>
2
o

0O000o0o

mpy-

Update

Update

Update
O
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Delete

000

Delete

Copy
O

Ooooooég

X
Import Export
m} O
[m} [m]
Cancel Save

4. Select the checkboxes for the corresponding actions that you want to apply. If there is no checkbox,
that action is not available. For example, if you want this role to have View, Add, Update, Delete, and
Run actions for masking jobs, select the corresponding checkboxes in the Masking Job row.

Add Role

Role Name

Demo Role

~ General

Environment
Connection
Rule Set

Inventory

A Jobs

Profile Job
Masking Job
Tokenize Job

Re-identify Job

<

Settings

v Report

Approval Workflow

<

View

View

View

View

OO0DO0O0Z

Oo@eO0O0%

Update

Update
O
O
O
(m}

Update

[}

Delete

0Oo0oo

Delete

[m]
[m}
[m}
[m}

Delete

[m}

Copy
O

Do@eO00z?

Import Export
O O
(m] O

Cancel Save

5. If you are removing any actions with dependents selected then, a dialog box will appear asking for
confirmation for removing actions with all its dependents.
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For example, Masking Job [View, Add, Update, Delete, Run] depends on Environment - View.
Therefore, if the user tries to remove Environment - View, it will ask for confirmation to remove
it with the list of dependents. If users do not wish to remove it then they can select the Cancel
or Close icon else can select OK and move forward with changes.

Confirm to Proceed X

This action will remove 5 privilege(s) associated with "Environment - View".
Following privileges will be removed:

Masking Job - Add

Masking Job - Delete

Masking Job - Run

Masking Job - Update

Masking Job - View

Cancel

6. When you are finished assigning privileges for this Role, click Save.

4.7.1.5 Recommended roles

While every organization will differ in what users and roles they define, Delphix uses these common/popular
roles. Please note that each defined user can only have one role assigned to them.

+ Administrator: This role is assigned by enabling a user's Administrator setting in either the Ul or API.
A user with this role has unrestricted access to all the engine functions. Specifically, the user has all
privileges available through the roles system and the following additional, Administrator-only
privileges:

Sync (see page 767)

A User's apiAccess and userStatus setting
Audit Page

Admin > Users Generate Key Button

Admin > Email Notification

Admin > Utilization

Deletion of any object: An Admin can delete any object, such as any Algorithm, Domain,
Profile Expression, or Profile Set. In contrast, a user with the All Privileges role can only delete
objects they created.
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+ Settings > Roles

+ IT Security analyst: Unrestricted access for all settings functions; access to all application functions
except environment and environment create, delete, update.

+ All Privileges: Unrestricted access to an application environment; central admin or security analyst
will determine if this role can modify settings.

- DBA: Manage connections for the application database, scripting, and scheduling (no settings).

+ SME/Analyst/Developer: Manage inventories, create, and view jobs.

+ Operator: All job privileges.

+ Environment Owner: Approve workflow and inventories, privileges to view for settings and
environment.

4.7.1.6 Modifying Roles

Users can perform 4 types of action on this screen by clicking the (...) button to the right of the
corresponding row under the Actions column.

Environments Monitor Settings Admin Audit

Admin > Roles

Roles

About

Application Settings

Logs Name = Type = Actions
All Privileges DEFAULT
Roles
DBA DEFAULT
Users
Environment Owner DEFAULT
Utilization
IT Security Analyst DEFAULT
Operator DEFAULT
SME DEFAULT
temp1 CUSTOM
test CUSTOM
View
Edit
Duplicate

Delete

Displaying 1 to 8 of 8

4.7.1.6.1 1. View Role

The user can view the role details. Everything on the dialog form will be disabled in case of view is selected.
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View Role X
e e
Demo Role
 cenenl View Add Update Delete Copy Import Export
O O O O O O O
Environment O O O O
Connection 0O O O O
Rule Set [m] a O O [m]
Inventory O O O O
 sebe View Add Update Delete Run
O O (]
Profile Job O O O
Masking Job O 0O O
Tokenize Job O O [m]
Re-identify Job (] O O
~ Settings View Add Update Delete
O O O O
Domains [m] (] O O
Algorithms [m] O O O
Plugins O O O

4.7.1.6.2 2. Edit Role

Close

The user can edit the actions of roles. The role name is not allowed to be edited. It will be disabled.

Edit Role

ole Nam

Demo Role

A General

Environment
Connection
Rule Set

Inventory

~ Jobs

Profile Job
Masking Job
Tokenize Job

Re-identify Job

A~ Settings

Domains
Algorithms

Plugins

View

View

View

0o

<]

Oooooz

I <N -

>
a
a

0000

Update

O
O
O
O
O
Update
O
O
O
O
O

Update

0O 0o

Delete

Ooo

Delete

Delete

0O 0o

Copy

O

=
=
=

00000

Import Export
O O
O O

CEEE
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4.7.1.6.3 3. Duplicate Role

On selecting a duplicate option, actions will be pre-selected to the new role screen dialog, and the user can
give a new name and duplicate the role.

Duplicate Role X
Role Name
ool View Add Update Delete Copy Import Export
O O O O ] O O
Environment [m] (m] [m] m}
Connection O [m] [m] [m]
Rule Set O [m] O O O
Inventory O [m] O [m]
et View Add Update Delete Run
O O ]
Profile Job [m] [m] [m}
Masking Job O [m] ]
Tokenize Job O [m] ]
Re-identify Job [m] [m] O
. settings View Add Update Delete
O (] O O
Domains O [m] [m] O
Algorithms O [m] O [m]
Plugins [m] [m] (]

Cancel Save

4.7.1.6.4 4. Delete Role

Delete Role

Are you sure you want to delete "Demo Role" role?

+ Roles with CUSTOM type can be added, edited, deleted, duplicated, and viewed.
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+ Roles with DEFAULT type cannot be added, edited, or deleted. It can only be viewed and duplicated.
To Modify or Add a role using Masking API, follow these steps:

1. Access the API client on your Masking Engine, from http://

myMaskingEngine.myDomain.com/masking/api-client.

2. Login into the Masking Engine and select the Role endpoint.
role ~
/roles Getallroles .8
/roles Greate role . &
/roles/{role1d} GetrolebyID . @

/roles/{roleId} Update role by ID «

ISR /roles/{roleId} Delete role by ID v

®

'y

3. Execute API requests by providing request parameters and body as mentioned in the example.
(Sample JSON for Add/Update role API (see page 256))

4.7.2 What are users?

Once you have your roles defined, it is time to create users with those roles. We highly recommend creating
independent users for each individual who will have access to the masking service.

Navigate to Admin > Users to view all users. The users on the screen can be filtered or sorted by the various
informational fields by clicking on the respective fields. More information on grid filtering and sorting can be
found here’3.

Environments  Monitor  Settings  Admin  Audit

Admin > Users

About
USGFS o- Generate New Key

Application Settings

Logs User Name 1™ = LastName =  First Name = Email = Admin = Sstatus Actions
Roles 7KXZWA9J3WJ91Y43B... NEX1K4VQOV4VB8UAT... UBM9JOH55180TWEV... UPTLJSLPADDGFNUOH...  User Active
admin abc@example.com Admin Active
Users
user_0600A2YB 14NESU1P SIGU458K ECC1PLNP@delphix.com User Active
Utilization
user_06HN4Z9W 5CGEDDGF 12GVNTGU 2LTG1SFL@delphix.com User Active
user_ODR2PNYN_a M8NLKOXR_ DZT1Y30C_ 4H3YGPT7@delphix.com User Active
user_OLJ82HWF D7E9HQOL UBILTDDH APSLECYH@delphix.com  User Active
user_15Z2BUAF 9KXO0AF8Z MZ7TNXOE TOMRJMHY@delphix.co...  User Active
user_1BJESBZS HW44WS9H NONZ2BDS 891MW19K@delphix.com User Active
user_1E171C3K 3UJMELWA N623FZ11 3YOXRKOJ@delphix.com User Active
user_1S6ERSJX I5AD8QAM VNJTSEWV VF4LPJQU@delphix.com User Active
user_1X2NR662 GOPUOHCB 3N3FI8ES OKTA3IF1@delphix.com User Active
user 2J9DTOGI NHNGW2SE QLHOHN4N 07ZYV4BS@delohix.com  User Active

Displaying 1 to 12 of 119

73 https://masking.delphix.com/docs/latest/graphical-user-interface
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@ Sortable and Filterable columns are User Name, Last Name, First Name, Email, and Admin.

4.7.2.1 Adding a user
To create a new user using the Masking Ul follow these steps:

1. Login into the Masking Engine, and select Admin > Users.
2. Click the + User button from the top-right corner just above the user grid.

3. Adialog will appear for adding a new user.

Add User

First Name ’ ‘ Last Name

User Name ’ ‘ Email

Principal

Identifies a user when OAuth2 API authentication with principal-matching is enabled

Password ’ ‘ Confirm Password

[[] Administrator

Role ‘ Environments

4. You will be prompted for the following information:
- First Name: (Optional) The user's given name
- Last Name: (Optional) The user's surname
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+ User Name: The login name for the user

- Email: The user's e-mail address (mailable from the Delphix Masking Engine server for
purposes of job completion e-mail messages)

+ Principal: Identifies this user on external identity services. Used for OAuth2 API authentication
when the principal is selected as the field to match users with access tokens.

+ Password: The password that the Delphix Masking Engine uses to authenticate the user on
the login page. The password must be at least eight characters long, but no longer than 65
characters. It must also contain a minimum of one uppercase character, one unique character
(|@#$%"&*), and one number.

+ Confirm Password: Confirm the password with double-entry to avoid data entry errors.

- Administrator: (Optional) Select the Administrator checkbox if you want to give this user
Administrator privileges. (Administrator privileges allow the user to perform all Delphix
Masking Engine tasks, including creating and editing users in the Delphix Masking Engine.) If
you select the Administrator checkbox, the Roles and Environments fields disappear because
Administrator privileges include all roles and environments.

* Role: Select the role to grant to this user. The choices here depend on the custom roles that
you have created. You can assign one role per user name.

+ Environments: Enter as many environments as this user will be able to access. Granting a
user access to a given environment does not give them unlimited access to that environment.
The user's access is still limited to their assigned role.

5. When you are finished, click Save.

B When auseris created, it's Account Status is Active by default.

To create a new user using the Masking API follow these steps:

1. Access the API client on your Masking Engine, from http://

myMaskingEngine.myDomain.com/masking/api-client.

2. Login into the Masking Engine and select the User endpoint.
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user A
GET /users Getall users 8 v
jusers Create user ﬂ A4
GET /users/{userId} GetuserbyID a8 v
PUT /users/{userId} Update userbyID ﬁ v
/users/{userId} Delete userby ID 8 v
/users/forgot-password Send Reset password mail to the user 8 v
/users/reset-password Resetnew password for the user 8 v

3. Click Create users using the POST /users section and refer to the Example Value for parameters
required for new users.

POST /users  Create user 8 ~

Parameters

No parameters

ed

Request body application/json v

The user to create

{

“userName": "DelphixUserl",
“password": "Password_123",
“firstName": "First",

“lastName": "Last",
"email”: "user@delphix.com",
"isAdmin": false,
"showWelcome": true,
"“userStatus": "ACTIVE",
"nonAdminProperties": {
“roleld": 1,
“environmentIds": [
1,

3,
7
1
}
}

4. Enter valid User creation JSON in the body section, refer to sample create users JSON (Sample New
User Create JSON (see page 260))

5. Click on Execute.

4.7.2.2 Modifying User

Users can perform 3 types of action on this screen by clicking the (...) button to the right of the
corresponding row under the Actions column.
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Environments Monitor ~ Settings  Admin

Admin > Users

Users

About

Application Settings

Logs User Name ©~ = Last Name = First Name = Email = Admin = Status Actions

Roles 7KXZWAQJ3WJ91Y4... NEX1K4VQOV4VB8U... UBM9JOH55180TWE...  UPTLJSLP4DDGFNU... User Active oo
admin abc@example.com Admin Active .

Users View
user_0600A2YB |4NEBU1P SIGU458K ECC1PLNP@delphix.... User Active

Utilization Edit
user_06HN4Z9W 5CGEDDGF 12GVNTGU 2LTG1SFL@delphix.c... User Active

Delete

user_ODR2PNYN_a M8NLKOXR_ DZT1Y30C_ 4H3YGPT7@delphix.... User Active
user_OLJ82HWF D7E9QHQOL USBILTDDH APSLECYH@delphix.... User Active oo
user_15Z2BUAF 9KX0AF8Z MZ7TNXOE TOMRJMHY®@delphix...  User Active oo
user_1BJE5BZS HW44WS9H NONZ2BDS 8911MW19K@delphix.c... User Active oo
user_1E171C3K 3UJMELWA N623FZ11 3YOXRKOJ@delphix.... User Active oo
user_1S6ERSJIX I5AD8QAM VNJTSEWV VF4LPJQU@delphix.... User Active voo
user_1X2NR662 GOPUOHCB 3N3FISES OKTA3IF1@delphix.c... User Active oo
user_2J9DTOGI NHNGW2SE QLHOHN4N 07ZYV4BS@delphix.... User Active ooe
user_2Q3H3JGO Q1P6GO3Y 3XBWJINXI K8MLKIHY@delphix.... Admin Active .o

Displaying 1to 12 of 119

47.2.3 View User

For viewing user details. Everything on the dialog form will be disabled in case of view is selected.
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View User X
First Name Last Name
SIGU458K [ANESBUTP
User Name Email
user_0600A2YB ECC1PLNP@delphix.com
Principal

Identifies a user when OAuth2 API authentication with principal-matching is enabled

[J Administrator

Enable Welcome Page

Role

role_3NETFZ97 - Environments -

Account Status

ACTIVE v

Cancel

4.7.2.4 EditUser

The Edit user dialog will appear with existing user details.

The following user information can be modified through the Edit User screen:

1. First Name

Administrator Status

2. LastName

3. Email Address
4. Principal

5. Password

6.

7.

Welcome Page Status
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8. Account Status (cannot be changed to Locked)
9. User Roles (non-admin users only)

10. User Environments (non-admin users only)

Edit User

First Name Last Name
(SIGU458K ’ ( IANE8BU1P

User Name Email
user_0600A2YB ( ECC1PLNP@delphix.com

‘ Principal

Identifies a user when OAuth2 API authentication with principal-matching is enabled

[] Change Password

[] Administrator

Enable Welcome Page

~ Role

role_3NETFZ97 ‘ Environments

~— Account Status

ACTIVE

To update user information using Masking API, follow these steps:

1. Access the API client on your Masking Engine, from http://

myMaskingEngine.myDomain.com/masking/api-client.

2. Login into the Masking Engine and select the User endpoint.
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user A
/users Getall users 8 v
/users Create user 8 v
/users/{userId} GetuserbyID a8 v
m /users/{userId} Update user by ID 8 v
/users/{userId} Delete userby ID 8 v
/users/forgot-password Send Reset password mail to the user 8 v
/users/reset-password Resetnew password for the user ﬂ v

Click Update user by ID and refer to the Example Value for parameters required for updating users.

3. Enter valid User creation JSON in the body section, refer to sample create users JSON. (Sample User
JSON (see page 260))

4. Click on Execute.

@ User's Account Status will be automatically changed to Locked on 3 invalid login attempts.

4.7.2.5 Delete User

On clicking the Delete option, The confirmation dialog will appear for deleting the user. If do not wish to
remove it then they can select the Cancel or Close icon else can select Confirm and move forward with
changes.

Delete User

Are you sure you want to delete user "user_0600A2YB" ?
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To delete a user using Masking API follow these steps:

1. Access the API client on your Masking Engine, from the http://

myMaskingEngine.myDomain.com/masking/api-client.

2. Login into the Masking Engine and select the User endpoint.

user

GET

POST

GET

DELETE

POST

-
III (

POST

3. Click Delete user by ID and enter the user ID for the user to be deleted.

/users Getall users

/users Create user

/users/{userId} GetuserbyID

/users/{userId} Update userbyID

/users/{userId} Delete userbyID
/users/forgot-password Send Reset password mail to the user

/users/reset-password Resetnew password for the user

/users/{userId} Delete user by ID

Parameters

Name Description

userld * reauired The ID of the user to delete
integer($int32)

(path) userld

Responses

Code Description

200 Success

400 Bad request

401 Unauthorized access
403 Forbidden access
404 Not found

4. Click on Execute.

4.7.3 Sample JSON

This section contains the following articles:

+ All privileges (see page 256)
+ Create new user (see page 259)

> o 0 PP PP
<

Links

No links
No links
No links
No links

No links
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User update (see page 260)

4.7.3.1 All privileges

"roleName":
"environment": {

I

"All Privileges",

"copy": true,
"create": true,
"delete": true,
"export": true,
"import": false,
"run": false,
"update": true,
"view": true

"connector": {

I

"copy": false,
"create": true,
"delete": true,
"export": false,
"import": false,
"run": false,
"update": true,
"view": true

"ruleset": {

I

"copy": true,
"create": true,
"delete": true,
"export": false,
"import": false,
"run": false,
"update": true,
"view": true

"inventory": {

I

"copy": false,
"create": false,
"delete": false,
"export": true,
"import": true,
"run": false,
"update": true,
"view": true

"profileJob": {

"copy": false,
"create": true,

Continuous Compliance — Continuous Compliance Home

Getting started - 256



I

"delete": true,
"export": false,
"import": false,
"run": true,
"update": true,
"view": true

"maskingJob": {

I

"copy": false,
"create": true,
"delete": true,
"export": false,
"import": false,
"run": true,
"update": true,
"view": true

"tokenizeJob": {

I

"reidentifyJob": {

I

"copy": true,
"create": true,
"delete": true,
"export": true,
"import": true,
"run": true,
"update": true,
"view": true

"copy": true,
"create": true,
"delete": true,
"export": true,
"import": true,
"run": true,
"update": true,
"view": true

"scheduler": {

I

"copy": false,
"create": true,
"delete": true,
"export": false,
"import": false,
"run": false,
"update": true,
"view": true

"domain": {

"copy": false,
"create": true,
"delete": true,
"export": false,
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"import": false,
"run": false,
"update": true,
"view": true

I

"algorithm": {
"copy": false,
"create": true,
"delete": true,
"export": false,
"import": false,
"run": false,
"update": true,
"view": true

I

"jdbcDriver": {
"copy": false,
"create": true,
"delete": true,
"export": false,
"import": false,
"run": false,
"update": true,
"view": true

I

"passwordVault": {
"copy": false,
"create": false,
"delete": false,
"export": false,
"import": false,
"run": false,
"update": false,
"view": false

I

"plugin": {
"copy": false,
"create": true,
"delete": true,
"export": false,
"import": false,
"run": false,
"update": true,
"view": true

I

"profileExpression": {
"copy": false,
"create": true,
"delete": true,
"export": false,
"import": false,
"run": false,
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"update": true,
"view": true

s

"profileSet": {
"copy": false,
"create": true,
"delete": true,
"export": false,
"import": false,
"run": false,
"update": true,
"view": true

s

"fileFormat": {
"copy": false,
"create": true,
"delete": true,
"export": false,
"import": false,
"run": false,
"update": false,
"view": true

s

"user": {
"copy": false,
"create": true,
"delete": true,
"export": false,
"import": false,
"run": false,
"update": true,
"view": true

4.7.3.2 Create new user

{
"userName": "DelphixUserl",
"password": "Password_123",
"firstName": "First",
"lastName": "Last",
"email": "user@delphix.com",

"isAdmin": false,
"showWelcome": true,
"userStatus": "ACTIVE",
"nonAdminProperties": {
"roleId": 1,
"environmentIds": [
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4.7.3.3 User update

{
"userName": "DelphixUserl",
"password": "Password_123",
"firstName": "First",
"lastName": "Last",
"email": "user@delphix.com",
"isAdmin": false,
"showWelcome": true,
"userStatus": "ACTIVE",
"nonAdminProperties": {
"roleId": 1,
"environmentIds": [
1
]
}
}

4.8 Best practices for defining masking roles

4.8.1 Introduction

The Delphix Masking Engine contains a role definition capability that enables admins to easily create roles
for users. This section describes the typical roles and privileges that can be granted to users. It is
recommended that the masking administrator implementing these roles consult IT Security and follow
existing policies for data access. Roles are added by clicking the appropriate checkboxes within the add role
function in the Settings tab. A sample RACI document and examples of roles / privileges are located below.

Roles for operating the Delphix Masking Engine are shared primarily between the masking administration
team and the teams that support the applications that will be on-boarded to the Masking Engine. The admin
will manage central functions of the engine including definition of custom domains, profiler expressions,
algorithms, role and user definitions. The masking Engine is flexible enough to enable application teams with
these functions as well, but it is recommended that these shared functions be managed by the admin team.
The admin team should have an account registered with Delphix Support and be the main interface for
issues and maintenance support from Delphix.

Masking processes can be developed for each application by the central admin team or the individual
application teams, often determined by the volume of applications to be on-boarded. The RBAC model
employed by Delphix Masking can support different implementation models. Your Delphix support team can
assist in constructing roles to meet your needs.
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Once roles are defined, they can be assigned to individual user IDs for the environments that those users
have responsibility. Administrators will have access to all masking settings and environments by default.

Administrator access provides unlimited access to all functions and environments; this role
should be granted to the central administration team.

All privileges is a default role (predefined) which will provide all functions for each
environment a user is given access to.

Connector access should be controlled and administered by personnel responsible for

database access.

4.8.2 Sample RACI

Teams: IT Security DM = Data masking admin team Application = App owner/SME DBA = Database admin
QA = QA/Test environment owner PM = project management

Role Description Accounta Responsi Consulted Informed
ble ble

Security | Determine data types that are IT Security | IT Security | DM, DBA, QA

Policy sensitive for the enterprise. Application

Program | Maintain program plan and PM DM, QA IT DBA

Manage | implementation schedule, tracking Applicatio | Security

ment and reporting. n

Inventor | Apply security policy to application | Applicatio | DM, DBA, QA IT Security

y schemas/ files. n Applicatio

Manage n

ment

Data Build, maintain, schedule masking | Applicatio | DM, DBA QA IT Security

Masking | processes. n

Masked Review and approve inventories Applicatio | Applicatio | DM IT Security

Data and masked data. n n, DBA, QA

Validatio

n
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Role Description Accounta Responsi Consulted Informed
ble ble

Masked Deploy masked data to required Applicatio | Applicatio | DM, QA IT Security

Data environments. n n, DBA, QA

Deploym

ent

Environ Assure applications are compliant | IT Security | IT Security | DM, DBQ, Application

ment with masking. QA

Audit

Masking | Manage masking tool central DM DM Application, | QA

Administ | functions, create domains, profiler IT Security,

ration expressions, roles, users. DBA

4.8.3 Sample roles for Masking

Role

Description

*Delphix Masking Functions

Administrator

Manages masking server updates
and upgrades; works with IT Security
to update domains, algorithms and
profiler expressions / sets.

Unrestricted access to all the engine
functions. The Admin role is assigned
via the checkbox in the add user page
of the UL

IT Security Analyst

Determines domains to be masked
and high-level method for each
domain and communicates them to
administrator for inclusion in
masking engine, responsible for
masking audit functions.

Unrestricted access for all settings
functions; access to all application
functions except environment and

environment create, delete, update.

Application Roles (per
environment)

All Privileges

Super user for an environment.

Unrestricted access for an application
environment; central admin or
security analyst will determine if this
role can modify settings.
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Role Description *Delphix Masking Functions
DBA Manages user privileges, database Manage connectors for application
performance and schema definition. | database, scripting and scheduling
(no settings).
SME / Analyst / Application subject matter expert, Manage inventories, create, view jobs.
Developer application developer, data analyst,

application architecture.

Operations Roles (per
environment)

Operator

Schedule jobs, execute jobs, verify
results, run automation scripts.

All job privileges.

Environment Owner

Determine workflow, monitor tool
usage for environment.

Approve workflow and inventories,
privileges to view for settings and
environment.

4.9 Audit logs

Delphix helps you keep a record of user actions taken in the Ul or directly through our REST APlIs. You can
access these audit logs directly from our Ul or through our APIs.

4.9.1 Audit logs Ul page

The Audit Logs can be found on the Ul under the Audit tab. The user should be an admin to access this page.
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Environments Monitor Settings Admin

Audit

Timestamp ¥ = User = Status = Activity = Audit Action = Audit Target =
3 Apr 2024 09:09 IST admin SUCCEEDED Viewed all User. GET_ALL USER

3 Apr 2024 09:09 IST admin SUCCEEDED Viewed all User. GET_ALL USER

3 Apr 2024 09:09 IST admin SUCCEEDED Viewed all User. GET_ALL USER

3 Apr 2024 09:09 IST admin SUCCEEDED Viewed all Environment. GET_ALL ENVIRONMENT

3 Apr 2024 09:09 IST admin SUCCEEDED Viewed all System Information. GET_ALL SYSTEM_INFOR...
3 Apr 2024 09:09 IST admin SUCCEEDED Viewed user (id=7). GET USER

3 Apr 2024 09:08 IST admin SUCCEEDED Logged in user (id=7). LOGIN USER

2 Apr 2024 16:02 IST admin SUCCEEDED Viewed Execution. GET EXECUTION

2 Apr 2024 16:02 IST admin SUCCEEDED Viewed all Execution. GET_ALL EXECUTION

Displaying 1 to 10 of 984
This page contains information on what action occurred, the user that performed the action, and the time at
which the action occurred.

The logs on the screen can be filtered or sorted by the various informational fields by clicking on the
respective fields. More information on grid filtering and sorting can be found here (see page 229).

@ + Sortable columns are Timestamp, User, Status, and Activity.
+ Filterable columns are Timestamp, User, Status, Activity, Audit Action, and Audit Target.

It also provides an option to download logs as PDFs. Users can select the Export PDF option from the top
right corner and Logs will be downloaded as a PDF file.

4.9.2 Auditlog APIs

With 5.3.2.0, Delphix introduced an endpoint to get all Audit Logs. This endpoint contains the user name,
action type, target, status, start time, and end time. For more information please refer to API
documentation. (see page 803)

4.9.3 What gets logged?

User actions are categorized into the following:
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Cancel Create Delete Edit Export Get Get All
Import Lock Login Logout Run Test Unlock
The objects that user actions target are categorized into the following:
Algorithm | Analytics Applicatio | Application Async Task Audit Log
n Log
Column Database Ruleset Database Domain Encryption Environment
Metadata Connector | Connector | Ruleset Key
Execution | File File File Field File Format File Metadata | File Ruleset
Connector | Download Metadata
File LDAP Mainframe | Mainframe Mainframe Mainframe Mainframe
Upload Dataset Dataset Field Dataset Dataset Dataset
Connector | Metadata Format Metadata Ruleset
Masking Profile Profile Job | Profile Set Re Role SSH Key
Job Expressio Identification
n Job
SSO Syncable System Table Tokenization | User
Object Informatio | Metadata
n

4.9.4 Retention policy

The default policy stores the last one million Audit Log entries. Any entries older than the most recent million
are removed daily. Additionally, there is a fail-safe mechanism that prevents an attacker from forcing an
unbounded number of actions to be logged to overload the system's disk space. In the event that such an

attack occurs, Delphix also logs it to the application logs.

4.9.5 Recommendation

If a full record of all Audit Log entries is desired, Delphix recommends using the new API to periodically

retrieve new entries from the Audit Logs.
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4.10 Monitor Async Task Status

This section describes how users can monitor the progress and Async Task status of an Import, Export or
any other async actions performed.

4.10.1 Async task status
To check the async task status:

1. From the Monitor section, select the Async Task Status option.

2. Alist of all Async operations performed appears in a grid, this grid is by default listed with the latest
operation on the top.

3. You can filter or sort data by the various informational fields, by clicking on those respective fields.
More information on grid filtering and sorting can be found in the Graphical user interface’* page.
4. To find a particular Async Task Status for an Import/Export action performed, input the Async Task

Id from the response of the corresponding Import/Export into the search field located in the table
header under "Task ID."

Environments Monitor Settings Admin

Monitor > Async Tasks

Async Tasks

Async Tasks
Job Executions y

TaskID = Type = Start Time ¥ = EndTime = Status = Actions
15 Import 14 Mar 2024 17:19 IST 14 Mar 2024 17:19 IST ©

14 Import 14 Mar 2024 17:10 IST 14 Mar 2024 17:10 IST (©)

13 Export 14 Mar 2024 17:08 IST 14 Mar 2024 17:08 IST @

12 Datafile Bulk Update 14 Mar 2024 15:25 IST 14 Mar 2024 15:25 IST @ Download File
1 Datafile Bulk Update 14 Mar 2024 15:25 IST 14 Mar 2024 15:25 IST @

10 Datafile Bulk Update 14 Mar 2024 14:53 IST 14 Mar 2024 14:53 IST @

9 Datafile Bulk Update 14 Mar 2024 14:53 IST 14 Mar 2024 14:53 IST @

8 Table Bulk Update 14 Mar 2024 14:48 IST 14 Mar 2024 14:48 IST ©

Displaying 17 to 25 of 32

From the result grid, you can also download the exported file for the export operation by clicking the
Download file option from the Actions (...) button on the corresponding row. You can also download the log
file for the failed import/export operations by clicking the Download log file link on the corresponding row

For the cancelable task to cancel the ongoing async task, click on the Actions (...) button on the
corresponding row and choose Cancel Task.

74 https://masking.delphix.com/docs/latest/graphical-user-interface
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4.11 Kerberos configuration

4.11.1 Introduction

As of 5.3.0.0, the Continuous Compliance Engine supports Kerberos authentication for Oracle, MS SQL
Server, and Sybase connections. Utilizing this service requires the presence of a Kerberos Key Distribution
Center (KDC) server, as well as additional configuration actions, to be done on both the Continuous
Compliance Engine and the database.

This page presents configuration instructions for enabling and using Kerberos on the Continuous
Compliance Engine, as well as reference configurations for enabling Kerberos on the Databases. Although
other configurations are possible, the configurations exemplified in this page have been validated by Delphix.

@ Kerberos is not supported for containerized masking deployments at this time.

4.11.2 Terminology

Throughout this page, the following example values are used. To recreate these reference environments,
these values must be replaced with real values appropriate for your network environment:

+ .bar.com - the DNS domain of the network

+ BAR.COM - the Kerberos domain

+ me-host - the hostname of the Continuous Compliance Engine

+ foo-kcd - the hostname KDC server

+ krbuser - the Kerberos principal to be granted access to the database for masking

4.11.3 Configuring Kerberos on the appliance

This section details the steps required to configure Kerberos on your appliance.

Launch the Delphix Server Setup Ul and perform the following steps to enable Kerberos:

1. From the Network Authorization widget, click Modify.

2. Select the checkbox before Use Kerberos authentication to communicate with remote hosts field.
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Network Authorization Modify

Kerberos Configuration
Disabled

Host Connection Authentication
Disabled

3. Click the plus symbol to add record(s) for your KDCs, and populate other fields appropriately for your
network environment. Upon pressing Save, your configuration will be tested. If the engine is able to
authenticate to the KDC with the supplied configuration, the configuration is applied immediately.

Getting started — 268



Continuous Compliance — Continuous Compliance Home

Network Authorization X

Use Kerberos authentication to communicate with remote hosts

Kerberos Key Distribution Center host(s)

Hostname Port

foo-kdc.bar.com 88

Realm

BAR.COM

Principal

krbuser

Keytab

_krbuser_keytab_base64_

®

Y

When connecting to hosts, you can provide username-password pairs when setting up the connection, or you can utilize one or more
Enterprise Password Vault systems by adding them to your engine setup.

Click the + to add a vault

-+

Vault name Hostname Port Vault Type Auth Method

4.11.4 Creating masking database connectors using Kerberos

Once the Delphix Appliance is configured for Kerberos, creating Connectors using Kerberos authentication is
simple:

+ Select a source type that supports Kerberos.

Getting started - 269



Continuous Compliance — Continuous Compliance Home

Create Connection X

@ Details Details

Specify details to identify this connector.

Credentials Connection Name
Connector_test

Custom Properties
P Select Source Type

Database - Oracle v

Summary

Select Connection Method

(® Hostname/IP (Basic) (O JDBC URL (advanced)
Cancel Back Test Connection Save
1 Details Step
Create Connection X
Details Credentials
Specify the credentials for Oracle connector.
@ Credentials — Schema Name

MYSCHEMA ‘

Custom Properties st

oracle-db.bar.com ‘

Summary
—port

1521 ‘

—sip
a1 ‘

— Select Type

Kerberos Authentication v

Principal Name

krbuser ‘

Password field can be left blank to use keytab
Password

Cancel  Back Test Connection  Save

2 Credentials Step
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Select Authentication Type

( Kerberos Authentication v
Username/Password
Kerberos Authentication v’

Password Vault

3 ‘Select Authentication Type’ dropdown

+ Inthe Credentials Sstep, under the ‘Select Authenication Type’ dropdown, select Kerboros
Authentication.

Assuming you are using the same user principal configured in Server Setup, the keytab will be used and it is
unnecessary to enter a password in the Connector definition.

For Sybase database Connectors, it is necessary to supply the service principal name as an additional
configuration item. For Oracle DB, this value is determined automatically. For MS SQL Server it is determined
based on the reverse DNS mapping of the Server Name (refer to the section on MS SQL Server below).

@ !f any changes are made to the underlying krb5.conf configuration file, these changes will not be
recognized by the engine until after the next database connection attempt. Therefore, expect to
have to hit "Test Connection" twice after making any changes to the krb5.conf file. It does not
matter if the first connection attempt succeeds or fails.

4.11.5 Reference database configurations

The following is a series of reference Kerberos configuration procedures and troubleshooting notes for the
supported databases. These are meant to serve as examples to be further customized according to the
user's specific network environment and security needs.

4.11.5.1 Oracle database

Overview

This document describes how to set up an Oracle DB instance for Kerberized connections. The following
steps are described:

Creating a service principal and adding it to the DB system
+ Configuring the database to use Kerberos authentication
+ Creating DB users identified via Kerberos

Troubleshooting tips

Prerequisites
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This document assumes you already have a kerberized network environment with an MIT Kerberos KDC.
These procedures have been tested successfully with Oracle database versions 11.2.0.2,11.2.0.4 and
12.2.1. Oracle database version 12.1.0.1 did not work in our testing.

You will need the following from your Kerberos environment: - The krb5.conf file - A user principal and
associated password or key tab you'd like to use to log into the database - The ability to create a service
principal for the Oracle DB and retrieve the associated key tab.

This section of the document uses these example values in addition to those mentioned above:

« The Oracle database host is: ora-db.bar.com.
+ The Oracle service name is: oracle

Creating the Oracle Service Principal
The service principal will be named:

Notice that the hostname is whatever the database system thinks its hostname is - that is, the output of
"uname -n" on the database system, rather than the actual DNS name of the database system. Typically,
these values would be the same, but this is not always the case.

On the KDC, run:

# kadmin.local
kadmin.local: addprinc -randkey oracle/ora-db@bar.com

kadmin.local: ktadd -norandkey -k /var/tmp/ora-db.keytab oracle/ora-db@bar.com

Copy the resulting keytab file (/var/tmp/ora-db.keytab) to the Oracle DB system at this location: /etc/
v5srvtab

As root on the Oracle DB system, ensure that the keytab has the correct permissions:

# chown root:oinstall /etc/v5srvtab

# chmod 440 /etc/v5srvtab

Finally, this is a good opportunity to copy /etc/krb5.conf from the KDC to /etc/krb5.conf on the Oracle DB
system. This file should be readable by all users.

Configuring the Oracle Database for Kerberos

Log into the Oracle DB system as the appropriate use for the database in question.

$ cd SORACLE_HOME

$ vi network/admin/sqlnet.ora
Add the following for Oracle 11:

SQLNET.KERBEROS5_CONF=/etc/krb5.conf
SQLNET.AUTHENTICATION_SERVICES=(BEQ,KERBEROS5) SQLNET.KERBEROS5_CONF_MIT=true
SQLNET.AUTHENTICATION_KERBEROS5_SERVICE=oracle

Or the following for Oracle 12:
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NAMES .DIRECTORY_PATH=(TNSNAMES, EZCONNECT, HOSTNAME) SQLNET.KERBEROS5_CONF=/
etc/krb5.conf SQLNET.AUTHENTICATION_SERVICES=(BEQ,KERBEROS5PRE,KERBEROSS)
SQLNET.KERBEROS5_CONF_MIT=true SQLNET.AUTHENTICATION_KERBEROS5_SERVICE=oracle

If the database is Oracle 11 (not necessary on Oracle 12): $ vi dbs/init.ora Add this line at the end:
0S_AUTHENT_PREFIX=""

Creating a DB User Identified via Kerberos

Log into the Oracle DB system as the appropriate database user and open a database session as the DBA:
$ sqlplus / as sysdba

On Oracle 12, you may wish to alter your session to create the user in one of the PDBs: SQL> alter

session set container=MYPDB;
Create the user that will connect to the DB using kerberos:
SQL> create user krbdbuser identified externally as 'krbuser@BAR.COM';

Grant the user privileges necessary for masking.
This example grants all privileges for the sake of simplicity:

Oracle 11:
SQL> grant all privilege to krbdbuser;

Oracle 12: (Customize permissions as necessary for your environment).

SQL> grant connect,resource to krbdbuser;

SQL> grant create tablespace, drop tablespace to krbdbuser;
SQL> grant create table to krbdbuser;

SQL> grant create sequence to krbdbuser;

SQL> grant select_catalog_role to krbdbuser;

SQL> grant unlimited tablespace to krbdbuser;

SQL> grant select_catalog_role to krbdbuser;

SQL> grant alter system to krbdbuser;

SQL> grant sysoper to krbdbuser;

SQL> grant dba to krbdbuser;

Troubleshooting Tips
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« Connecting via JDBC with Kerberos authentication from Continuous Compliance involves two steps -
a Kerberos login, followed by JDBC connect. A failure stack with an error in the login function
indicates a misconfiguration on either the engine or KDC - the engine hasn't even attempted to
communicate with the database at that point. Failure stacks are saved in the debugging log for
masking.

+ Login exceptions that mention a checksum error mean either the password or keytab supplied
doesn't match the expected password/key on the KDC for the principal you're trying to use. Server
Setup verifies that your keytab works at configuration time, but it could stop working if the key for
your principal is updated on the KDC.

+ Prior to version 12, Oracle databases instances assume they can create/write a particular temporary
file to store Kerberos credentials for the DB. This means if you attempt to run multiple kerberized
instances of Oracle 11 on the same system or VM, and the databases run as different system users,
the first Oracle instance that performs Kerberos auth will create and own this file. Kerberos
authentication will fail to function on all other instances.

4.11.5.2 MS SQL Server

Overview

This is an overview of the step necessary to get your Continuous Compliance Engine talking to an MS SQL
Server database using Kerberos authentication. Since Active Directory already uses Kerberos for
authentication, little or no additional configuration is need on the MS SQL Database server.

The following steps are described in this section:

+ Create the necessary SPNs (Service Principal Names) for your MSSQL Database service in AD
Create the DB Connector on the Continuous Compliance Engine

+ Creating a keytab for an AD User

+ Troubleshooting tips

Prerequisites

Configuring cross-realm trust between Active Directory and an MIT KDC Server is a complex topic, and will
not be described here. In the absence of such a setup, it is possible to make the Delphix Appliance a
Kerberos client of the Active Directory (AD) Server. In this configuration, no additional KDC in necessary. The
example below assumes this kind of configuration.

This section of the document uses these example values in addition to or instead of those mentioned above:

The MSSQL server database is named mssql-db.bar.com.

- The AD user configured for masking access to the MSSQL database is aduser (rather than krbuser in
other examples elsewhere in this document).
The AD user that start the MS SQL Server service on the DB Server is dbuser.

Creating SPNs for the Database Service

MS SQL Server service will typically register several SPNs with AD upon startup. However, there are several
conditions which can cause these SPNs to not be registered successfully, or to be registered with service
names other than those that are expected by the Microsoft JDBC Driver for SQL Server employed by
Continuous Compliance.

The service principal name for an MS SQL Server expected by Continuous Compliance is: MSSQLSvc/
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In addition, it is required that a reverse mapping exist in DNS from the IP address of the MS SQL Server
system to the FQDN registered.

The following commands may be run in PowerShell on the MS SQL Server to assist in debugging SPN related
issues:

List all SPNs for dbuser:

setspn -L -U dbuser

Deleting an old SPN associated with dbuser:

setspn -U -D MSSQLSvc/other-server.ad.bar.com:SQL2008R2 dbuser
Here's how to create the SPN describe above:

setspn -U -S MSSQLSvc/mssqgl-db.bar.com:1433 dbuser

Creating the Database Connector on the Continuous Compliance Engine

Once the above steps are complete, creating the database connector can be performed using the procedure
above. Enter the username and optionally, password of the AD user in the Connector definition. Be sure that
the AD user has sufficient access to the MS SQL Database for masking.

The password field can be left blank when creating the connector if the user is the same user configured in
Server Setup for the appliance. Since keytabs are not typically used in an AD environment, it may be useful to
create one manually, to avoid having a password in the DB Connector.

Creating a keytab file for an AD user

On a unix or MAC system with MIT Kerberos CLI utilities installed:

# ktutil

ktutil: addent -password -p krbuser -k 1 -e arcfour-hmac

<type password for krbuser>

ktutil: addent -password -p krbuser -k 1 -e aesl28-cts-hmac-shal-96
<type password for krbuser>

ktutil: addent -password -p krbuser -k 1 -e aes256-cts-hmac-shal-96
<type password for krbuser>

ktutil: write_kt /var/tmp/krbuser.keytab

ktutil: exit

# base64 /var/tmp/krbuser.keytab ;# This 1is string to user for keytab in Server Setup
kerberos configuration
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B  kvnodoesn't matter when using Kerberos keytabs with AD. The password must match the
active password for the AD user in question

Troubleshooting tips

The client uses the incorrect service name. This will typically manifest an exception mentioning cred, like:

Caused by: org.ietf.jgss.GSSException: No valid credentials provided (Mechanism
level: Fail to create credential. (63) - No service creds)

at sun.security.jgss.krb5.Krb5Context.initSecContext(Krb5Context.java:770)

at sun.security.jgss.GSSContextImpl.initSecContext(GSSContextImpl.java:248)

at sun.security.jgss.GSSContextImpl.initSecContext(GSSContextImpl.java:179)

at
com.microsoft.sqlserver.jdbc.KerbAuthentication.intAuthHandShake (KerbAuthentication.j
ava:163) ... 101 common frames omitted

Caused by: sun.security.krb5.internal.KrbApErrException: Fail to create credential.
(63) - No service creds at
sun.security.krb5.internal.CredentialsUtil.acquireServiceCreds(CredentialsUtil.java:l
62)

at sun.security.krb5.Credentials.acquireServiceCreds(Credentials.java:458)

at sun.security.jgss.krb5.Krb5Context.initSecContext(Krb5Context.java:693) ... 104
common frames omitted

This could happen if using the JTDS JDBC driver and your MSSQL Server's IP address does not have a
reverse mapping DNS. In that case, the driver could construct a service name like MSSQLSvc/, and try to use
it.

Either correct the DNS to have a valid reverse mapping for the IP of your SQL server or manually add an SPN
to the active directory for the name of the JDBC client being used. Determine the user that starts MSSQL
Server on the database machine using the following command in PowerShell:

setspn -AU MSSQLSvc/ :1433
e.g. setspn -AU MSSQLSvc/10.43.100.101:1433 AD\dbuser

The database server has multiple DNS names (FQDNSs). In this case, SPNs may be registered only for some
of them. It may be necessary to add SPNs for the other FQDNs as above. The MS SQL Server did not
automatically register an SPN. There is a limit (in the thousands) to the number of SPNs that may be
registered for a given AD user. It is quite possible to hit this limit in an environment where many MS SQL
Server VMs are actively created and destroyed with the same configuration.

B InActive Directory, setspn is not creating a service principal with distinct key as is typical for
services on MIT KDCs - rather it is mapping the service principal to the key for the AD user in
question.
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The SPN for the SQL Server is registered to the incorrect AD account

Manifests as an exception with this text: GSS failure: Defective token detected (Mechanism level: AP_REP
token id does not match!)

Resolution: From PowerShell on the MS SQL Server:

PS> setspn -Q <SPN>

This will show what the user has the SPN registered.

PS> setspn -U -D <SPN> <WRONG_ACCT>

This will unregister the SPN from that user

PS> setspn -AU <SPN> <CORRECT_ACCT>

4.11.5.3 Sybase
Creating a principal and corresponding keytab on the KDC

1. SSHinto the KDC as the user with sufficient privileges to run kadmin.local

2. Run the Kerberos configuration CLI with kadmin.local

3. Add a new principal you want to authenticate as later with: add_principal <> We're going to
continue to use krbuser as our example Kerberos principal.

4. Once you've created the principal and provided it a password, we need to generate a keytab for it. Do
so via the following command:

ktadd -norandkey -k v5srvtab krbuser

In this case, v5srvtab is the keytab filename, and it will be placed into whatever directory you've invoked
kadmin.local from. Presumably, this will be the home directory of the machine.

1. You now have everything you need done on the KDC, but you will need your keytab file later as well as
the krb5.conf file that is located in the home directory of the KDC, so consider moving them
somewhere (probably your local machine) that will be convenient for you to access later.

Configuring the Sybase image for Kerberos

1. Startup a Sybase database.

2. Note: Each Sybase database machine may have multiple Sybase instances running on it at a given
point in time. In this case, | am configuring the ASE_1550_S5 instance, but these steps can be done
on any instance so long as you change the SSYBASE_HOME directories accordingly.

Getting started - 277



Continuous Compliance — Continuous Compliance Home

3. Connect to the particular Sybase instance you are working on and invoke the following sql statement:
sp_configure ‘use security services’, 1

4. Continue to create a user with the same name as the principal name you created previously on the
KDC, in this case krbuser: sp_addlogin krbuser, <password>

5. Change your $SYBASE environment variable to point to the Sybase directory for whichever instance
you are configuring. In this case, we want to do: export SYBASE=/opt/sybase/15-5

6. Open the $SYBASE/interfaces file, and find the header for whichever Sybase instance you are
configuring. In our case, it is ASE_1550_S5. You should see something that looks like this:
ASE1550_S5

‘master tcp ether 10.43.89.241 5500°
‘master tcp ether localhost 5500°
‘query tcp ether 10.43.89.241 5500°
‘query tcp ether localhost 5500°

You want to add the following line to this:

secmech 1.3.6.1.4.1.897.4.6.6

This line is static, while the other lines in this section are dynamically generated
for your instance. So, your final result should look something like this:

ASE1550_S5

master tcp ether 10.43.89.241 5500 < your numbers will vary
master tcp ether localhost 5500 < your numbers will vary
query tcp ether 10.43.89.241 5500 < your numbers will vary
query tcp ether localhost 5500 < your numbers will vary

1. Navigate to SSYBASE/OCS-15_0/config. You should see libtcl64.cfg and libtcl.cfg
2. Change the contents of libtcl64.cfg to be this:

" [DIRECTORY]"®

“;ldap=1libsybdldap.so ldap://ldaphost/dc=sybase,dc=com’

" [SECURITY]"

‘cstkrb5=1libsybskrb64.so secbase=@bar.com libgss=/1ib64/1libgssapi_krb5.s0.2.2

[FILTERS];ssl=libsybfssl.so’

2. Change the contents of libtcl.cfg to be this:
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" [DIRECTORY]"
*;ldap=libsybdldap.so ldap://ldaphost/dc=sybase,dc=com’
*[SECURITY]"
“csfkrb5=1libsybskrb.so secbase=@bar.com libgss=/1ib64/1libgssapi_krb5.s0.2.2"
" [FILTERS]®

“;ssl=libsybfssl.so’

3. Note that the @bar.com value is our realm name that is determined by the KDC. Realistically, you
should never have to deal with this, and it should never change, but if for some reason it does, that
value needs to be updated.

1. Create a directory for those Kerberos config files you created on the KDC in the previous set of steps:

sudo mkdir /krb

Copy into /krb your keytab file vbsrvtab and config file krb5.conf that you took off of the KDC earlier.

1. Head to SSYBASE/ASE-15_0/install and open the RUN_ASE1550_S5 file. We're going to add
information so that Sybase knows where to find our keytab and our krb5.conf file, so change the
content to look like this:

#!/bin/sh

# ASE page size (KB) : 4096

# Master device path: /opt/sybase/devices/data5/S5_master.dat

# Error log path: /opt/sybase/errorlogs/ASE1550_S5.log

# Configuration file path: /opt/sybase/15-5/ASE-15_0/ASE1550_S5.cfg
# Directory for shared memory files: /opt/sybase/15-5/ASE-15_0

# Adaptive Server name: ASE1550_S5

export **xKRB5_KTNAMEx*=/krb/v5srvtab
export **KRB5_CONFIGxx=/krb/krb5.conf
/opt/sybase/15-5/ASE-15_0/bin/dataserver \
-kASE1550_S5@bar.com \

-d/opt/sybase/devices/data5/S5_master.dat \
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-e/opt/sybase/errorlogs/ASE1550_S5.log \
-c/opt/sybase/15-5/ASE-15_0/ASE1550_S5.cfg \
-M/opt/sybase/15-5/ASE-15_0 \

-sASE1550_S5 \

1. Reboot the Sybase instance you're working so that it reads in all of these configuration changes.

2. Connect to the Sybase instance as the dbo user so that you may give dbo privileges to your Kerberos
authentication login on a particular database within the instance. Below is an example of doing so
with the database potatoes:

>> sql5

1> use potatoes

2> go

1> sp_addalias instructions, dbo
2> go

Alias user added.

(return status = 0)

1. Now, to access the Sybase instance via Kerberos and confirm success, you can do the following set
of commands (I put these three lines into a script called connect.sh for future convenience):

#!/bin/sh

kinit -k -t /krb/v5srvtab <>

export SYBASE='/opt/sybase/15-5'

/opt/sybase/15-5/0CS-15_0/bin/isql6é4 -V -SASE1550_S5
Testing by creating a Kerberos connector on the Delphix Engine

1. Start by configuring your engine for Kerberos. SSH into the engine as the Delphix user and run the
following command: /opt/delphix/server/bin/jmxtool tunable set
enabled_features KERBEROS true

2. Log into the Delphix Engine and proceed through the first-time setup.

3. Once the first-time setup is complete, log into the Delphix Setup page, proceed to Preferences >
Kerberos Configuration. Add the information for your KDC to configure it with the principal name you

Getting started — 280



Continuous Compliance — Continuous Compliance Home

created earlier, krbuser. You can get the keytab by running the following command on your keytab
file: base64 v5srvtab
Copy the output as plaintext into the keytab field of the Kerberos configuration box.

Finally, create a Sybase connector with parameters that look like this, and if your “test connection” attempt
succeeds you're all set!

Create Connection X
® Details Details
Specify details to identify this connector.
Credentials

Connector_test
Custom Properties et souree ype
Database - Sybase -
Summary
Select Connection Method

(@® Hostname/IP (Basic) () JDBC URL (advanced)

ol | B resiComeston e

4 Details Step
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Details

@® Credentials

Custom Properties

Summary

5 Credentials Step

Credentials

Specify the credentials for Sybase connector.

— Schema Name

dbos

— Database Name

potatoes

— Host

sybaseHostname.bar.com

— Port

4000

— Select Authentication Type

Kerberos Authentication

— Principal Name

krbuser

— Service Principal

ASE1550_S5

Cancel

4.12 Password vault configuration

4.12.1 Introduction

Back Test Connection Save

The Continuous Compliance Engine supports the use of HashiCorp, CyberArk and Google Cloud Platform
(GCP) password vaults for connections to DB2, MariaDB, MSSQL, MySQL, Oracle, PostgreSQL, and Sybase
databases. Utilizing this feature requires the presence of either a HashiCorp, CyberArk, or GCP vault/secret
manager, as well as additional configuration actions on the Continuous Compliance Engine.

@ Password vault authentication is not supported for containerized masking deployments at this
time.
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4.12.2 Configuring a password vault on the appliance

Before attempting to access a password vault, the CA certificate for the vault must first be added to the
Compliance Engine's trust store. Certificates can be managed through the Delphix Server Setup Ul and the
steps for doing so can be found on the TrustStore settings’® page.

Currently, password vaults and the associated credential paths can only be configured on the appliance
using the API. The Continuous Compliance Engine's web API includes two endpoints, password-vaults a

nd credential-paths for managing the setup of vaults and credentials.

4.12.2.1 Setting up a password vault

The POST action on the password-vaults endpoint is used to provide information on the type of vault to
be accessed and the location of the server hosting the vault.

For a HashiCorp vault, the body of the request will be similar to:

{
"name": "HashiVault",
"vaultType": "HASHICORP",
"configdson": {
"host": "123.45.67.89",
"port": 8200,
"namespace": "sample/child",
"authType": "TOKEN",
"token": "hvs.kvITvwsi4gs"
3,
"description": "Vault description is optional”
}

@ Namespaces are only relevant when using the Enterprise version of the HashiCorp product. If
this field is specified, it should match the namespace being used on the HashiCorp server.

To use either AppRole or Certificate based authentication, the following substitutions can be made to the
above example:

"authType": "APPROLE",
"roleId": "your-role-id",
"secretId": "your-secret"

or

75 https://cd.delphix.com/docs/latest/truststore-settings
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"authType": "CERTIFICATE",

"certificate": "----- BEGIN CERTIFICATE----- \nMIalZgA=\n----- END CERTIFICATE----- ",
"privateKey": "----- BEGIN RSA PRIVATE KEY----- \nUw9aPq\n----- END RSA PRIVATE
KEY----- ",

"roleName": "sampleRole"

For CyberArk, the request body will be similar to:

{
"name": "CyberVault",
"vaultType": "CYBERARK",
"configJson": {
"host": "cyberark0l.myserver.com",
"port": 443,
"appId": "MyApp",
"authType": "CERTIFICATE",
"certificate": "-———- BEGIN CERTIFICATE-—--- \nMIalZgA=\n----- END CERTIFICATE----—- "
"privateKey": "--—--- BEGIN PRIVATE KEY-—---- \nMIalZgA=\n----- END PRIVATE KEY-———- "
},
"description'": "Vault description is optional"
}

For a GCP password vault, referred to as a Secret Manager the request will be similar to:

{
"name": "GCPVault",
"vaultType": "GCP",
"configdson": {
"authType": "SERVICE_ACCOUNT",
"serviceAccountIdJson": {...}
3,
"description'": "Vault description is optional"
}

The only authType for GCP is SERVICE_ACCOUNT .

The serviceAccountIdJson valueinit's entirety is retrieved from the Service Account section of IAM &

Admin in the google account. It contains multiple fields and handles all properties of the connection to the
secret manager. An example looks like this:

"type": "service_account",
"project_id": "test-project",
"private_key_id": "test-key-id",
"private_key": "test-key",
"client_email": "test-email",
"client_id": "test-client-id",

Getting started — 284



Continuous Compliance — Continuous Compliance Home

"auth_uri": "test-auth-uri",

"token_uri": "test-token-uri",
"auth_provider_x509_cert_url": "test-cert-url",
"client_x509_cert_url": "test-client-cert-url"

4.12.2.2 Setting up a credential path

Credential paths are used to specify the location of the credentials within a password vault.

4.12.2.2.1 HashiCorp

The Continuous Compliance Engine currently supports two types of HashiCorp secrets engines: database

and key-value-v2.

The request body for a HashiCorp credential path will be similar to:

"credentialPathName": "HashiCredentialPath",
"description": "Credential path description is optional",
"passwordVaultId": 1,
"credentialParameters'": {

"engineType": "KEY_VALUE_V2",

"engine'": "secret-engine-name",

"path": "secret-path",

"usernameKey'": "username',

"passwordKey'": "password"

}

Database secrets engines support dynamic secrets by generating database credentials based on configured
roles. When using a database secrets engine, set engineType to DATABASE and use role to specify the
name of the role to create credentials against.

"credentialParameters": {
"engineType": "DATABASE",
"engine'": "database-engine-name",
"role": "my-role",

"usernameKey'": "username",
"passwordKey": "password"

4.12.2.2.2 CyberArk

The request body for a CyberArk credential path will be similar to:

Getting started - 285



Continuous Compliance — Continuous Compliance Home

{
"credentialPathName": "CyberCredentialPath",
"description": "Credential path description 1is optional”,
"passwordVaultId": 1,
"credentialParameters": {
"queryString": "Safe=DevTest;Folder=Root;0bject=postgresol"
}
}

Google Cloud Platform

The request body for a GCP credential path will be similar to:

{
"credentialPathName": "GCPCredentialPath",
"description": "Credential path description is optional",
"passwordVaultId": 1,
"credentialParameters'": {
"versionId": "latest",
"projectId": "example-project",
"usernameKey'": "username',
"passwordKey'": "password"
}
}

Every time a GCP credential value is changed in Secret Manager it will be versioned, in most cases “latest”
will be desired.

4.12.3 Configuring the database connector

Database connectors can be configured to use a password vault through either the Continuous Compliance
Engine Ul or the APlIs.

4.12.4 Ul configuration

When creating or editing a DB2, MariaDB, MSSQL, MySQL, Oracle, PostgreSQL, or Sybase database

connector, check the Use Password Vault option and then select the required credential path from the
Credential Path dropdown. If the “Test Connection” run succeeds then it is complete.

4.12.5 API configuration

CredentialPathId is an optional field when creating a DB2, MariaDB, MSSQL, MySQL, Oracle,

PostgreSQL, or Sybase database connector via the API. Setting this value to the id of an existing credential
path object will result in the connector using password vaults to retrieve the credential. As an example:
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"connectorName": "psql-connector",
"databaseType": "POSTGRES",
"environmentId": 1,

"host": "mpv-psql.mydb.co",
"port": 5432,

"databaseName": "postgres",
"schemaName": "public",
"credentialPathId": 1

4.13 Db2 connector license installation

At this time, Containerized Masking only supports the Db2 LUW connector. The Db2 Mainframe
and Db2 iSeries connectors cannot be enabled for Containerized Masking.

If you have been licensed to use the Continuous Compliance Db2 Connector for Mainframe or Db2 Connector
for iSeries, you will need to obtain the respective Db2 Connector package (tar file) and apply it to your
Masking Engine(s). Each package is intended to be installed and run from a workstation or laptop, not from
the Delphix Appliance. These packages contain a script that must be used in a bash shell and depends on

the availability of the curl and ssh commands to install the respective license on your remote Delphix
Appliance.

4.13.1 Applying Db2 connector for mainframe

1. Go to the Home > Delphix Product Releases > Continuous Compliance Connectors > IBM Db2 for z/
0S’® folder on the Delphix Download site.

2. Select the folder with the most recent release number that is less than or equal to your engine
version.

3. Download the DB2MaskingMainframe.tar file,
4. Extractits contents using tar -xvf DB2MaskingMainframe.tar .
5. Run cd db2-Tlicense.

6. Run ./installdb2license.sh -h your-engine-hostname . You will be prompted for a
username and password.

76 https://download.delphix.com/folder/5225/Delphix%20Product%20Releases/
Continuous%20Compliance%20Connectors/IBM%20Db2%20for%20z/0S
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@ To view a help message, run . /installdb2license.sh with no arguments.

B Touse TLS/SSL, specify the —s flag, your secure port ( -P option) and trusted server
certificate ( -C option).

The script will enable the Db2 Mainframe connector, shutdown the Masking Engine, and then start the
Masking Engine. To stop and start the Masking Engine, the script will prompt the user for the Delphix
sysadmin password. After this process completes, "Database - MAINFRAME DB2" will appear in the
Connector drop-down of the Masking Engine Ul and can be used in the same way as other database
connectors to profile and mask rule sets.

4.13.2 Applying Db2 connector for iSeries

1. Go to the Home > Delphix Product Releases > Continuous Compliance Connectors > IBM Db2 for
iSeries’’ folder on the Delphix Download site.

2. Select the folder with the most recent release number that is less than or equal to your engine
version.

3. Download the DB2MaskingiSeries.tar file.
4. Extractits contents using tar -xvf DB2MaskingISeries.tar .
5. Run cd db2-license.

6. Run ./installdb2license.sh -h your-engine-hostname . You will be prompted for a
username and password.

@ To view a help message, run . /installdb2license.sh with no arguments.

B Touse TLS/SSL, specify the -s flag, your secure port ( -P option) and trusted server

certificate ( -C option).

77 https://download.delphix.com/folder/5219/Delphix%20Product%20Releases/
Continuous%20Compliance%20Connectors/IBM%20Db2%20for%20iSeries
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The script will enable the Db2 iSeries connector, shutdown the Masking Engine, and then start the Masking
Engine. To stop and start the Masking Engine, the script will prompt the user for the Delphix sysadmin
password. After this process completes, "Database - iSeries DB2" will appear in the Connector drop-down of
the Masking Engine Ul and can be used in the same way as other database connectors to profile and mask

rule sets.

4.14 Continuous Compliance Engine icon reference

This topic illustrates the icons that appear on the Continuous Compliance Engine graphic user interface and

describes the meaning of each.

Icon

Description

Add or Create

V4 Edit

1 Export
Import
Delete

Job Success

| QD e

Job Created

Error or Failed

A

@ Queued

(:) Running

=" Skipped
Warning
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Icon Description

Close

| X

Download
g Database
B File

Ruleset Refresh Success

Q)

N/A Ruleset refresh not applicable for file rulesets

Ruleset Refresh in Progress

Ruleset Refresh Failed

Ruleset Refresh Waiting

Ruleset Refresh Cancel

Edit

Edit

Information

Q\,'XOGM

4.15 Delphix masking terminology

Before getting started with the Continuous Compliance Engine, an overview of universal terms and concepts
will build and unify how different masking components come together. The following provides a brief
overview of the key concepts within the masking service.
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Term

Definition

Delphix Continuous Data

Delphix Continuous Data is a Delphix product to deliver data on-demand
to application developers and testers. Running as a virtual appliance, it
is sometimes referred to as a Data Engine.

Delphix Continuous Data with
Elastic Data

Elastic Data is a storage feature of Delphix Continuous Data that allows
optimal data management to minimize costs through the use of block
and elastic storage.

Delphix Continuous
Compliance

Delphix Continuous Compliance is a Delphix product for discovering
sensitive data and replacing it with realistic but fictitious data. Running
as a virtual appliance, it is sometimes referred to as a Compliance
Engine.

Data Control Tower

Data Control Tower (DCT) is a Delphix product that provides a data
mesh to unify data governance, automation, and compliance across all
applications and cloud platforms.

4.15.2 Interfaces

Term

Definition

Delphix Setup

Delphix Setup is the Delphix Continuous Data's user interface for system
administrators to configure their engine settings, such as storage,
support bundle, authentication, and network configurations.

Delphix Management

Delphix Management is Delphix Continuous Data's user interface for
product administrators to manage their virtualized or masked datasets.

Delphix Self-Service

Delphix Self-Service is the Delphix Continuous Data user interface
designed specifically for project teams, application developers, and
testers to manage their virtualized datasets.

Command Line Interface (CLI)

Command Line Interface (CLI) is the engine's terminal interface which
allows users to perform various administrative commands. This is not

to be confused with the dxtoolkit .
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Term Definition

Delphix Download Portal Delphix Download Portal’8is the location where users download
Delphix's products.

Delphix Support Portal Delphix Support Portal’®is the location where users receive support for
Delphix's products.

4.15.3 Core concepts

Term Definition

Virtualization Virtualization describes the capability of producing a functioning
database or filesystem copy that is lightweight and ephemeral.

Masking Masking describes the capability of iterating through a dataset to
identify all sensitive fields and replace them with desensitized values to
eliminate risk in lower environments.

Data Source Data Source is a database or unstructured files located in a user's
environment. It generally describes ingestion sources and is typically
located in a Source or Staging Environment.

Dataset Dataset is an instance of any collection of data, such as VDB, dSource,
vFiles, data source, or database. The dataset may or may not be
managed by Delphix Continuous Data.

4.15.4 Data Source Connectors

Term Definitions

Connector Connector refers to the Delphix Continuous Data's data source
connection mechanism. A connector enables Delphix Continuous Data
functionality with a specific data source system or DBMS. See other
connector types for specific details.

78 https://download.delphix.com/
79 https://support.delphix.com/

Getting started — 292


https://download.delphix.com/
https://support.delphix.com/
https://download.delphix.com/
https://support.delphix.com/

Continuous Compliance — Continuous Compliance Home

Term Definitions

Standard Connector Standard Connector are connectors that are built and supported by
Delphix. They are included for free with a Delphix Continuous Data
License Agreement.

Select Connector Select Connector are connectors that are built and supported by
Delphix but require a separate License Agreement.

Premium Connector Premium Connector are connectors that are built and supported by a
third party. They often require a separate License Agreement.

Plugin Plugin is the software delivery framework for many Connectors. The
user must upload the plugin into Delphix Continuous Data to install the
associated Connector.

4.15.5 Continuous Compliance

Term Definition

Application An Application is a tag that is assigned to one or more environments. We recommend
using an application name that is the same as the application associated with the
environments.

Connector Connector refers to the Delphix Continuous Data's data source connection mechanism.
A connector enables Delphix Continuous Data functionality with a specific data source
system or DBMS. See other connector types for specific details.

Domain A domain represents a correlation between various sensitive data categories (social
security numbers) and the way it should be secured.

Environment An environment is a construct that can be used to describe a collection of masking jobs
associated with a group of data sources.

dSource dSource is the copy of a source database's persistent data layer that Delphix
Continuous Data uses to create and update virtual databases (VDBs). Based on the
ingestion model and data source type, the dSource could be exposed through a mount
point and interacts with a Staging Database Instance, Database, or Files. Consult the
data source connector documentation for specific details.

Getting started — 293



Continuous Compliance — Continuous Compliance Home

Term Definition

Virtual Virtual Database (VDB) is a full read-and-write copy of the source data that is

Database provisioned from either a dSource or another VDB. A VDB is provisioned and managed

(VDB) by Delphix Continuous Data.

Timeflow Timeflow describes the timeline of data of a virtual database or dSource.

Snapshot Snapshot represents the state of a dataset at a specific moment in time. They are used
to create or refresh the same or another timeline.

Hooks Hooks are mechanisms that allow the execution of custom operations at specific
points in various processes like linking, provisioning, and managing virtual datasets.

Delphix Delphix Connector is a service that runs on the Windows Staging and Target

Connector Environments to enable communication with Delphix Continuous Data. The Delphix
Connector should not be confused with Data Source Connectors.

Ruleset Arule set is group of tables or flat files within a particular data source that a user may
choose to run profile, masking, or tokenization jobs on.

Source Source Environment is the "production” or "golden” environment that contains the ideal

Environment database the user would like to virtualize in Delphix Continuous Data.

Target Target Environment is the configured infrastructure, with available database binaries, in

Environment which virtual database copies will be hosted.

Host Host is a single server within the environment collection. An environment is considered
to be one or more hosts. For example, a RAC environment contains multiple hosts.

4.15.6 Masking algorithms

The following terminology is around the different Algorithms that users may use to secure their data.

Term Definition
Algorithm A type of masking algorithm. One or more usable instances of an algorithm framework
Framework may be created. For example, "FIRST NAME SL" is an instance of the Secure Lookup

algorithm framework.
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Term Definition

Algorithm A named combination of algorithm framework and configuration values. Algorithm
Instance instances are applied to data fields and columns in the inventory in order to mask data.
Built-in An algorithm instance or framework included with the Masking Engine software. This
Algorithm includes several built-in algorithm instances that provide masking behavior that doesn't

correspond to any built-in algorithm framework.

Non- Some masking algorithms require data to be in a particular format. The required format
conformant may vary by the configuration of the algorithm instance. For example, a particular
Data Segment Mapping algorithm might be configured to expect a 10 digit number. Data which

doesn't fit the pattern expected by an algorithm is called nonconforming data or non-
conformant data. By default, non-conformant data is not masked, and warnings are
recorded for the masking job. Warnings are indicated by a yellow triangle warning marker
next to the job execution in Environment and Job Monitor pages. Whether non-conformant
data results in a warning or failure is configurable for each algorithm instance.

Collision The term collision describes the case where a masking algorithm masks two or more
unique input values to the same output value. For example, a first name Secure Lookup
algorithm might mask both "Amy" and "Jane" to the same masked value "Beth". This may
be desirable, in the sense that it further obfuscates the original data, however collisions
are problematic for data columns with uniqueness constraints.

Secure The most commonly used algorithm framework. Secure lookup works by replacing each
Lookup data value with a new value chosen from an input file. Replacement values are chosen
based on a cryptographic hash of the original value, so masking output is consistent for
each input. Secure lookup algorithms are easy to configure and work with different
languages.

When this algorithm replaces real data with fictional data, collisions, described above, are
possible. Because many types of data, such as first or last name, address, etc, are not
unique in real data, this is often acceptable. However, if unique masking output for each
unique input is required, consider using a mapping or segment mapping algorithm,
described below.

Segment This algorithm permutes short numeric or alpha-numeric values to other values of the
Mapping same format. This algorithm is guaranteed to not produce collisions, so long as the set of
permissible mask values is at least as large as input or "real" set. The maximum number
of digits or characters in the masked value is 36. You might use this method if you need
columns with unique values, such as Social Security Numbers, primary key columns, or
foreign key columns.
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Term

Definition

Mapping

Similar to secure lookup, a mapping algorithm allows you to provide a set of values that
will replace the original data. There will be no collisions in the masked data, because each
input is always matched to the same output, and each output value is only assigned to
one input value. In order to accomplish this, the algorithm records, in an encrypted format,
all known input to output mappings.

You can use a mapping algorithm on any set of values, of any length, but you must know
how many values you plan to mask, and provide a set of unique replacement values
sufficient to replace each unique input value.

NOTE: When you use a mapping algorithm, you cannot mask more than one table at a
time. You must mask tables serially.

Binary
Lookup

Replaces objects that appear in object columns. For example, if a bank has an object
column that stores images of checks, you can use binary lookup algorithm to mask those
images. The Delphix Engine cannot change data within images themselves, such as the
name on X-rays or driver's licenses. However, you can replace all such images with a new,
fictional image. This fictional image is provided by the owner of the original data.

Tokenization

The only type of algorithm that allows you to reverse its masking. For example, you can
use a tokenization algorithm to mask data before you send it to an external vendor for
analysis. The vendor can then identify accounts that need attention without having any
access to the original, sensitive data. Once you have the vendor’s feedback, you can
reverse the masking and take action on the appropriate accounts.

Like mapping, a tokenization algorithm creates a unique token for each input such as
“David” or “Melissa.” The Delphix Engine stores both the token and original so that you
can reverse masking later.

Min Max Values that are extremely high or low in certain categories allow viewers to infer
someone’s identity, even if their name has been masked. For example, a salary of $1
suggests a company’s CEO, and some age ranges suggest higher insurance risk. You can
use a min max algorithm to move all values of this kind into the midrange.

Data Does not perform any masking. Instead, it standardizes varied spellings, misspellings, and

Cleaning abbreviation for the same name. For example, “Ariz,” “Az,” and “Arizona” can all be

cleaned to “AZ.”
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Term Definition
Free Text Helps you remove sensitive data that appears in free-text columns such as “Notes.” This
Redaction type of algorithm requires some expertise to use, because you must set it to recognize

sensitive data within a block of text.

One challenge is that individual words might not be sensitive on their own, but together
they may be. This algorithm uses profiler sets to determine which information it needs to
mask. You can decide which expressions the algorithm uses to search for material such
as addresses. For example, you can set the algorithm to look for “St,” “Cir,” “Blvd,” and
other words that suggest an address. You can also use pattern matching to identify
potential sensitive information. For example, a number that takes the form 123-45-6789 is
likely to be a Social Security Number.

You can use free text redaction algorithm to show or hide information by displaying either
a "deny list” or an “allow list.”

4.15.7 Profile job concepts

The following set of concepts are options available to the user for configuring a profiling job.

Term Definition

Job A free-form name for the job you are creating. Must be unique.

Name

Multi- Check the box if the job is for a multi-tenant database. This option allows existing rulesets to

Tenant be reused to mask identical schemas via different connectors. The connector can be selected
at job execution time.

Rule Set | Select a ruleset that this job will execute against.

No. of The number of parallel streams to use when running the jobs. For example, you can select two
Streams | streams to run two tables in the ruleset concurrently in the job instead of one table at a time.

Min Minimum amount of memory to allocate for the job, in megabytes.
Memory
(MB)

optional

Max Maximum amount of memory to allocate for the job, in megabytes.
Memory
(MB)

optional
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Term Definition

Feedba | The number of rows to process before writing a message to the log. Set this parameter to the
ck Size appropriate level of detail required for monitoring your job. For example, if you set this number
optional | significantly higher than the actual number of rows in a job, the progress for that job will only
show 0 or 100%

Profile The name of a profile set, which is a subset of expressions (for example, a subset of financial
Sets expressions).
optional

Comme | Add comments related to this job.

nts

optional

Email Add email address(es) to which to send status messages. Separate addresses with a comma
optional | (,).

4.15.8 Masking job concepts

These concepts are options available to the user for configuring a masking job.

Term Definition

Job Name A free-form name for the job you are creating. Must be unique across the entire
application.

Masking Select either In-Place or On-The-Fly.

Method

Multi-Tenant Check the box if the job is for a multi-tenant database. This option allows existing

rulesets to be reused to mask identical schemas via different connectors. The
connector can be selected at job execution time.

Rule Set Select a ruleset for this job to execute against.

Masking Select either In-place or On-the-fly.

Method

Min Memory Minimum amount of memory to allocate for the job, in megabytes.

(MB) optional
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Term

Definition

Max Memory
(MB) optional

Maximum amount of memory to allocate for the job, in megabytes.

Update The number of update threads to run in parallel to update the target database.

Threads For database using T-SQL, multiple update/insert threads can cause deadlock. If you
see this type of error, reduce the number of threads that you specify in this box.

Commit Size The number of rows to process before issuing a commit to the database.

Feedback Size | The number of rows to process before writing a message to the logs. Set this

job, the progress that job will show 0% or 100%.

parameter to the appropriate level of detail required for monitoring your job. For
example, if you set this number significantly higher than the actual number of rows in a

Disable Trigger

Whether to automatically disable database triggers. The default is for this check box to

optional be clear and therefore not perform automatic disabling of triggers.

Drop Index Whether to automatically drop indexes on columns which are being masked and

optional automatically re-create the index when the masking job is completed. The default is for
this check box to be clear and therefore not perform automatic dropping of indexes.

Prescript Specify the full pathname of a file that contains SQL statements to run before the job

optional starts, or click Browse to specify a file. If you are editing the job and a pre script file is
already specified, you can click the Delete button to remove the file. (The Delete button
only appears if a prescript file was already specified.)

Postscript Specify the full pathname of a file that contains SQL statements to be run after the job

optional finishes, or click Browse to specify a file. If you are editing the job and a postscript file
is already specified, you can click the Delete button to remove the file. (The Delete
button only appears if a postscript file was already specified.)

Comments Add comments related to this masking job.

optional

Email optional

Add email address(es) to which to send status messages.
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4.16 Changing the IP address of the Delphix Engine

You can change the IP address of the Delphix Engine either from the User Interface or using the Command-
Line Interface.

g For Containerized Masking, networking is handled via the underlying kubernetes infrastructure.
There is no interface through the application to change the IP address. Changing the IP address
of a containerized instance requires those changes to happen in kubernetes and its underlying
nameservice. Frequently it is managed by the network proxy that directs traffic to the
containerized instance.

4.16.1 Pre-requisites

Ensure that no masking jobs are running.

4.16.2 Changing the IP address from the user interface
Perform the following procedure to change the IP address of the Delphix Engine from the Ul.

1. Launch the Delphix Setup application.

2. Go to System > Server Setup in the Delphix Management interface, or click Server Setup in the
Delphix Engine login screen.

In the Network panel, click Modify.
Under DNS Services, enter the new IP address.

Click Ok.

o o~ w

Refresh all environments by clicking the Refresh option on the Environments screen.

4.16.3 Changing the IP address using CLI

Perform the following procedure to change the IP address of the Delphix Engine using CLI.

1. Log into the Delphix CLI using your sysadmin account.

delphix> network

delphix network> setup

delphix network 1interface> list
NAME

vmxnet3s0
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delphix network 1interface> select vmxnet3s0
delphix network interface 'vmxnet3s0'> get
type: NetworkInterface
name: vmxnet3s0O
addresses:
0:
type: InterfaceAddress
address: 10.1.2.3/24
addressType: STATIC
enableSSH: true
state: OK
dataNode: DATA_NODE-34
device: vmxnet3s0
macAddress: 0:c:29:32:96:a3
mtu: 1500
mtuRange: 60-9000
reference: NETWORK_INTERFACE-vmxnet3sO-DATA_NODE-34
state: OK

2. Run the update command and update the address to the new IP address for the Delphix Engine.

delphix network interface 'vmxnet3s0'> update
delphix network interface 'vmxnet3s0' update *> edit addresses.0
delphix network 1interface 'vmxnet3s0' update addresses.0 *> get
Properties

type: InterfaceAddress

address: 172.16.151.154/24

addressType: STATIC

enableSSH: true

delphix network interface 'vmxnet3s0' update addresses.0 *> set address=10.1.2.4/24
delphix network 1interface 'vmxnet3s0' update addresses.0 *> get

type: InterfaceAddress (x)

address: 10.1.2.4/24 (*)

addressType: STATIC (%)

enableSSH: true (*)

3. Commit the operation.

delphix network finterface 'vmxnet3s0' update addresses.0 x> commit
delphix network tinterface 'vmxnet3s0'> get
type: NetworkInterface
name: vmxnet3s0
addresses:
0:
type: InterfaceAddress
address: 10.1.2.4/24
addressType: STATIC
enableSSH: true
state: OK
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dataNode: DATA_NODE-34

device: vmxnet3s0

macAddress: 0:c:29:32:96:a3

mtu: 1500

mtuRange: 60-9000

reference: NETWORK_INTERFACE-vmxnet3sO-DATA_NODE-34
state: OK

4.17 Stopping and starting the containerized Continuous
Compliance Engine

4.17.1 Overview

This article describes how to stop and start the containerized Delphix Continuous Compliance engine. For
information on performing the tasks for the Virtual Machine Masking Engine, please see the documentation
located in the document Starting, Stopping, and Restarting the Masking Engine (see page 304).

Containerized deployments are dependent on a customer-created configuration file which can be named
anything. For the purposes of this document, the default name of kubernetes-config.yaml will be

used. Also, any command-line examples will assume that this file is in the current directory to simplify the
example.

4.17.2 Starting the containerized Masking Engine

Starting the engine is a simple matter of asking Kubernetes to create the Pod described by the Pod
configuration file. This is done with a single kubectl command.

$ kubectl create -f ./kubernetes-config.yaml

The Pod will take some time to start. The status of the Pod can be verified with another simple kubectl
command.

$ kubectl get pods
NAME READY STATUS RESTARTS AGE
delphix-masking-0 3/3 Running 2 (5d14h ago) 13d

A Containerized Masking Pod consists of 3 containers. The above output demonstrates a Pod where 3/3
containers are READY . This is a Pod that is up and running and ready to accept connections.
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@ Itis common for the first 2 containers of the Pod to enter a READY state very quickly and for the
3rd container to take some time to become ready. How long is dependent on a number of
factors including the underlying infrastructure. (how powerful, how busy)

If the Pod STATUS indicates an error or the number of restarts is consistently climbing, that indicates that

there is a problem with the Pod and debugging will need to be done to determine the problem and the
appropriate resolution.

4.17.3 Stopping the containerized Masking Engine

Stopping a running Pod is simple despite some confusing terminology. The Kubernetes terminology for
stopping a Pod is delete , but this command does not delete any of the containers or persistent volumes.
It only stops the running Pod. The command to stop a running pod is of the same form as starting the Pod.

$ kubectl delete -f ./kubernetes-config.yaml

This tells Kubernetes to shut down whatever it previously started. Because the Containerized Masking
Engine is a Stateful application, it has persistent storage. This persistent storage is not deleted when the Pod
is shut down.

If a Pod that was shut down is then restarted, it will attempt to re-attach any persistent storage defined in the
kubernetes-config.yaml file.

4.17.4 Removing persistent volumes / persistent volume claims

If it is necessary to delete any persistent volumes (PVs) and persistent volume claims (PVCs) associated
with the Pod, that will have to be done manually. It is possible to locate any PVs and PVCs that exist with

some simple kubectl commands.

$ kubectl get pv

NAME CAPACITY ACCESS MODES RECLAIM POLICY
STATUS CLAIM STORAGECLASS

REASON AGE

pvc-7feld352-del7-4132-b2al-152f4e9cfefc 20Gi RWX Delete

Bound container-registry/registry-claim microk8s-hostpath
183d

pvc-a7275ce3-b630-4d4c-9712-b5124358cb7f  4Gi RWO Delete

Bound default/masking-persistent-storage-delphix-masking-0 microk8s-hostpath
15d

nfs-pv 500M1i RWO Retain
Bound default/nfs-pvc nfs-storage
13d
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$ kubectl get pvc

NAME STATUS VOLUME

CAPACITY ACCESS MODES STORAGECLASS AGE
masking-persistent-storage-delphix-masking-0 Bound pvc-a7275ce3-b630-4d4c-9712-
b5124358cb7f  4Gi RWO microk8s-hostpath 15d

nfs-pvc Bound nfs-pv

500M1 RWO nfs-storage 13d

To completely remove a Pod (a clean slate) would require the removal of any PVs and PVCs associated with
the Pod. The first step is to shut down the Pod. Once the Pod is no longer running, removing the PVC will
frequently also remove the associated PV.

Removing either the PV or PVC is a simple matter of using the appropriate kubectl command. To
illustrate removing a PVC, simply take note of the name of the object. From the example output above, there
is a PVC named masking-persistent-storage-delphix-masking-0.Toremove it, use the
following command.

$ kubectl delete pvc masking-persistent-storage-delphix-masking-0

4.18 Stopping, starting, and restarting the continuous compliance
engine

4.18.1 Overview

This article describes how to stop, start, and restart the Virtual Machine-based Delphix Continuous
Compliance engine. Use cases, troubleshooting tips before a restart, and steps in the CLI are outlined in the
following sections. For instructions on stopping and starting the Containerized Masking Engine, please see
the document Stopping and Starting the Containerized Masking Engine (see page 304).

4.18.2 Use cases examples

Stopping and starting the Masking Engine may be required when performing:

+ Masking Engine maintenance work.
+ Backup and Restore.

Restarting the Masking Engine may be required if:

+ The Masking Engine is unreachable or unresponsive.
+ A Masking Job is in an incorrect state.

a Stopping and Starting the Masking Engine will terminate all running jobs; this includes Imports,
Inventory Scans, Profiling and Masking Jobs, etc.
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4.18.3 Troubleshooting before a restart
If the Masking Engine is unreachable, the following should always be checked before a restart:

+ Verify that the Engine is reachable over the network using ping.

@ \Verify that no jobs are running (unless the job should be terminated). If a root cause
investigation is needed, please open a case with Delphix Support and upload a support bundle.

B Containerized Masking functions very differently from the Virtual Machine deployment. For
information on performing these same functions for Containerized Masking, please see the
documentation page for Stoping and Starting the Containerized Masking Engine (see page 304).

Using the shell or putty, access the Masking Engine and login using the sysadmin user.

a8 The sysadmin password is the password set when the Masking Engine was configured.

# Access CLI using SSH.
ssh sysadmin@<yourEngine>

4.18.4 Using the Command-Line Interface (CLI)

The CLI provides means to access information and execute commands on the Engine without a GUI; one of
which is to stop and start the Continuous Compliance Engine. This is done using the system menu.
1. Atthe CLI prompt, type system.

2. At the system prompt, do one of the following, depending on the desired action:
a. To enable the engine: type startMasking and then commit.
b. Todisable the engine: type stopMasking and then commit.
c. To restart the engine: type stopMasking and commit, then startMasking and commit.

3. To exit the CLI, type exit.
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B  If the Masking Engine fails to start, it could be worth waiting a few minutes (2 minutes or so)
and then try stopMasking, followed by startMasking again. Startup failure could be the
masking service entering Maintenance Mode. You cannot clear Maintenance Mode by entering

startMasking ; you mustuse stopMasking, followed by startMasking . If this fails,
Delphix Support needs to investigate why the service failed.

4.18.4.1 Restarting the Masking Engine example

Below is an example of how to restart the Continuous Compliance Engine using the CLI.

$ ssh sysadmin@yourEngine

Password:

yourEngine> system

yourEngine

system> 1s

startMasking stopMasking

yourEngine
yourEngine
yourEngine
yourEngine
yourEngine
Connection

system> stopMasking

system stopMasking x> commit
system> startMasking

system startMasking *> commit
system> exit

to yourEngine closed

4.19 Upgrading the Continuous Compliance Engine

4.19.1 Upgrades for virtual Compliance Engines

Upgrading Delphix appliances is a multi-step process. This process will affect the availability of the
Compliance Engine administrative interface and virtual datasets during the operation, based on the type of
upgrade chosen.

@ Customers running version 5.3.9 and earlier that are requesting an upgrade to 6.0.0.0 and
above, please contact Delphix Support to help coordinate this upgrade.

Upgrading from 6.0.x to 6.0.x includes pre-checks packaged in the upgrade image, thus,
contacting Delphix Support is not required for this upgrade (e.g. 6.0.0.0 -> 6.0.9.0).
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For more information on upgrades and the process, please visit the Upgrading the Delphix Engine®®
documentation section. The page is located in the Continuous Data documentation suite, but is relevant to

upgrading Continuous Compliance.

4.19.2 Upgrades for containerized Compliance Engines

Containerized Masking is generally expected to be used in an ephemeral fashion. The general process for
utilizing newer versions is to upload the new set of containers and deploy new engines from them.

There is not currently a certified process by which to upgrade a Containerized Masking Engine in-place. If you
have a need this, please contact your Delphix Representative and inquire about opening an enhancement
request.

4.20 Utilization

4.20.1 Overview

Delphix helps with keeping track of Compliance engine utilization. You can access the utilization reports
from the Admin > Utilization page. This article discusses the UL

4.20.2 Utilization Ul page

The Utilization page can be found on the Ul under the Admin tab. This page provides the user the capability
to generate two types of utilization reports in PDF format:
+ Jobs: The report lists the number of job executions for a specified environment and date range.
- Database Size: This report is designed to assist customers with usage-based pricing contracts. The
report contains the databases masked and their respective size.
+ Currently, this information is only gathered for Oracle databases (Oracle 12c or greater).
Support for Oracle 11g and other database platforms will be added in future releases.
+ There is also an APl endpoint to get database usage information. For more information,
please refer to APl documentation. (see page 803)

4.20.3 The Jobs Utilization Report
To generate the jobs utilization report:

1. Select the Utilization Type as Jobs.
2. Select the Job Environment from the list.

3. Provide Start Date and End Date.

80 https://cd.delphix.com/docs/latest/upgrade
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Environments Monitor Settings Admin

About Admin > Utilization
Utilization
Application Settings
~ Utilization Type
Logs Jobs x v
Roles ~ Select Job Environment
env_RP35XPSP X v

Users

Start Date - End Date (UTC)
Utilization 04/01/2024 - 04/03/2024 E

Generate PDF

4. Click Generate PDF.

4.20.4 The Database Size Report
To generate the database size report:

1. Select the Utilization Type as Database Size.

2. Select a Date Range from the predefined list of date ranges. Select Custom to supply a custom Start
Date and End Date.

Environments Monitor Settings Admin Audit

Abuut Admm. >. Utilizati (.:n
Utilization

 Utilization Type

Application Settings

Logs Database Size X -
Roles ~ Date Ranges

2024 Apr - Jun (Q2) X v
Users L
Utilization

Generate PDF

3. Click Generate PDF.

4.20.4.1 Support matrix

The Delphix engine supports database size calculation for the following databases:
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Data Source Version Availability Setup Instructions
Oracle Oracle 11g Unavailable
Oracle 12c and later | Available Preparing Oracle
Database for Profiling/
Masking (see page 311)
All other data sources Unavailable

Multiple options can be selected.
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5 Preparing data

This section includes the following topics:

Database user permissions for executing masking and profiling job (see page 310)
Preparing Oracle database for profiling/masking (see page 311)

Preparing SQL server database for profiling and masking (see page 314)
Preparing Sybase database for profiling and masking (see page 316)

5.1 Database user permissions for executing masking and profiling
job

5.1.1 Introduction

This section provides the recommended list of permissions required for executing Masking and Profiling
jobs on the Continuous Compliance Engine. This page provides general permission recommendations. The
subsequent pages in this section provide detailed recommendations for specific databases.

Delphix recommends that a separate Database user (i.e. named Masking User) be created across all the
databases with the appropriate permissions on the schemas to be masked. If needed create multiple users.
The appropriate permissions for the database Masking User are listed below.

The benefits of having a separate DB Masking User:

Replicating the new user (and privileges) are easier
Access Audits are much easier
Can be created as a central AD user and used at many places simultaneously

5.1.2 List of database entitlements required to run masking jobs

Read data from Tables
Write data to Tables
Update data in tables
Create indexes

Drop indexes

Create triggers

Drop triggers

Disable triggers

Enable triggers

Alter tables add column
Alter table delete column
Create constraints
Delete constraints
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Disable constraints
Enable constraints

5.1.3 List of database entitlements required to run profiling jobs

View Definition (Schema)
Read Data from Tables

5.2 Preparing Oracle database for profiling/masking

5.2.1 Overview

Before masking your data, it is important to prepare your database. This article explains the required
changes, reasons for the changes, and instructions on how to make the changes.

5.2.2 Archive logging

What is Archive Logging?

Oracle Database lets users save filled groups of redo log files to one or more offline destinations, known
collectively as the archived redo log, or more simply the archive log. The process of turning redo log files into
archived redo log files is called archiving. This process is only possible if the database is running in
ARCHIVELOG mode. Users can choose automatic or manual archiving.

Why is it important to make this change?

Archive logging will slow down masking processes and absorb CPU resources that could be used by the
masking process. Furthermore, since masking will change every row in every table being masked logs are
only needed for short term recovery and transaction backout.

The choice of whether to enable the archiving of filled groups of redo log files depends on the availability and
reliability requirements of the application running on the database. If you cannot afford to lose any data in
your database in the event of a disk failure, use ARCHIVELOG mode. The archiving of filled redo log files can
require you to perform extra administrative operations.

How exactly do | make this change? (exact commands, etc).

ALTER DATABASE NOARCHIVELOG;

5.2.3 DB/VDB memory allocation

What is SGA? A system global area (SGA) is a group of shared memory structures that contain data and

control information for one Oracle database instance. If multiple users are concurrently connected to the
same instance, then the data in the instance's SGA is shared among the users. Consequently, the SGA is

sometimes called the shared global area.

An SGA and Oracle processes constitute an Oracle instance. Oracle automatically allocates memory for an
SGA when you start an instance, and the operating system reclaims the memory when you shut down the
instance. Each instance has its own SGA.
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The SGA is read/write. All users connected to a multiple-process database instance can read the information
contained within the instance's SGA, and several processes write to the SGA during the execution of Oracle.
When automatic SGA memory management is enabled, the sizes of the different SGA components are
flexible and can adapt to the needs of a workload without requiring any additional configuration. The
database automatically distributes the available memory among the various components as required,
allowing the system to maximize the use of all available SGA memory. Make sure the DB/VDB memory
allocation is sufficient for the workload. Delphix’s best practices for sizing a VDB will handle most masking
requirements. If you plan to run many concurrent masking jobs a small memory allocation will negatively
impact the performance of the masking jobs.

Why is it important to make this change?
To assure that masking jobs will perform at an optimum level.

How exactly do | make this change? (exact commands, etc). Set automatic SGA memory management to
enabled. If not allowed set the SGA based on the diagnosis from the AWR report generated during a masking
job. The DBA is best suited to make the appropriate tuning changes to the SGA parameters for the version of
Oracle being masked.

5.2.4 Undo tablespace size and undo retention time:

What is tablespace? Every Oracle Database must have a method of maintaining information that is used to
roll back or undo, changes to the database. Such information consists of records of the actions of
transactions, primarily before they are committed. These records are collectively referred to as undo.

Undo records are used to: - Roll back transactions when a ROLLBACK statement is issued - Recover the
database - Provide read consistency - Analyze data as of an earlier point in time by using Oracle Flashback
Query - Recover from logical corruptions using Oracle Flashback features

When a ROLLBACK statement is issued, undo records are used to undo changes that were made to the
database by the uncommitted transaction. During database recovery, undo records are used to undo any
uncommitted changes applied from the redo log to the datafiles. Undo records provide read consistency by
maintaining the before image of the data for users who are accessing the data at the same time that another
user is changing it.

Why is it important to make this change?

The masking Engine updates or inserts masked data in batches. In the case of an insert, it only requires the
current transaction size for the commit of each table being masked. The default per table stream is 10k
rows. However, with an update, the transaction is not complete until the entire table is masked. So, the more
tables and more rows and the wider (size) each row is in each table, the more undo space is needed to
complete the transaction. Large tables, such as DW tables or history and Audit tables, most often need an
increase to the Undo space and undo Retention time for updates. If space or time is exceeded then the
masking job may fail with an ORA-01555, Snapshot too old error.

How exactly do | make this change? (exact commands, etc).

It is highly recommended to increase the Undo space and undo Retention time when running in-place jobs on
large tables. A general rule of thumb is 2 or 3 times the size of the larges table(s), or if there are multiple
tables running at the same time, then all tables combined. A DBA is best suited to make the necessary UDNO
Space and UNDO Retention changes.

5.2.5 Redo logs are optimally sized

What is Redo Logs?
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The most crucial structure for recovery operations is the redo log, which consists of two or more
preallocated files that store all changes made to the database as they occur. Every instance of an Oracle
Database has an associated redo log to protect the database in case of an instance failure.

Why is it important to make this change?

The most important reason to make this change is to keep performance optimal. If redo logs are too small,
then the log switching will occur too often, using up valuable Oracle resources.

How exactly do | make this change? (exact commands, etc).

A DBA is best suited to make these changes appropriately.

5.2.6 Change PCTFREE to 40-50:

What is PCTFREE?

PCTFREE and PCTUSED are used together, but PCTFREE is critical for updates. The larger the PCTFREE
value the more updates can be done.

Why is it important to make this change?

PCTFREE aids in performance increases for updating Oracle during masking. The Masking Engine does
many updates at the same time in batch mode. The more that can be done without DB overhead the faster
the masking jobs run.

How exactly do | make this change? (exact commands, etc).

A DBA is best suited to make these changes.

5.2.7 Change primary Key To ROWID:

What is ROWID?

For each row in the database, the ROWID pseudocolumn returns the address of the row. Oracle Database
rowid values contain information necessary to locate a row.

Why is it important to make this change?

This is especially important in masking for performance. IF ROWID is used then Oracle will manage the
updates for the rows it tracks using ROWID. This makes updates much faster. On occasion, there may be a
key (PK/FK/UK) or ID column with an index that is faster, but generally, ROWID is the fastest.

How exactly do | make this change? (exact commands, etc).

Add ROWID as the logical key on each table in the ruleset using the Masking Engine GUI. Also, in a script you
should drop foreign keys, and if possible indices and disable triggers and recreate them after the masking
job has been run for any of these types of columns being masked.

5.2.8 Masking user privileges:

The following privileges are required for the database user provided in the source connector configuration

SELECT on VSCONTROLFILE
SELECT on VSDATAFILE_HEADER
SELECT on VSINSTANCE
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Why is it important to make this change?
These privileges are needed to calculate the size of the source database.
How exactly do | make this change? (exact commands, etc).

SQL commands to grant required privileges to the user

GRANT SELECT on v_S$controlfile to [mask_user];
GRANT SELECT on v_S$datafile_header to [mask_user];
GRANT SELECT on v_$instance to [mask_user];

5.3 Preparing SQL server database for profiling and masking

Before masking your data, it is important to prepare your database. This section explains the required
changes, reasons for the change, and the instructions to make the change.

5.3.1 Logging

What is Simple Recovery Model?

SQL Database Simple Recovery model - Automatically reclaims log space to keep space requirements small,
essentially eliminating the need to manage the transaction log space. Operations that require transaction log
backups are not supported by the simple recovery model.

Why is it important to make this change?

Reducing the overhead of the transaction logging and the size of the files before checkpoints increases the
masking speed significantly.

How exactly do | make this change?

Either (a) use SQL Server Management Studio to open the DB properties dialog box and select the “simple
recovery model” or (b) issue the SET RECOVERY SIMPLE statement from a SQL query tool. Please see this
reference®! for more details.

5.3.2 DB/VDB memory allocation

What is min/max memory in SQL Server?

Memory is allocated at the SQL Server level, so all the DBs will share the entire load. The max memory should
be close to the maximum available on the server.

Why is it important to make this change?
To assure that masking jobs will perform at an optimum level.
How exactly do | make this change?

Use SQL Server Management Studio and change the max memory allocation for the server.

81 https://docs.microsoft.com/en-us/sql/relational-databases/backup-restore/view-or-change-the-recovery-model-of-a-
database-sql-server
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5.3.3 Primary/Foreign/DMS_ROW_ID Keys

What is a key?
A key is a unique, non-null value that identifies a row in the database.
Why is it important to make this change?

Using a PK or Foreign key is critical for fast updates. When a table does not have an identity column with an
index or a PK/FK then the masking engine will alter the table to have an Identity column, DMS_ROW_ID to
optimize performance.

How exactly do | make this change?

A logical key can be added to a table in the Masking Engine Ruleset for each table, if there is a specific
column that would find the row to update faster than the current PK/FK.

5.3.4 Creating a masking user and privileges

It is highly recommended to create a database user, and possibly a role, for use by the Masking Engine. This
user should be created in a non-Production environment and not in your production environment. The
following permissions are needed:

« db_datareader
« db_datawriter
+ db_ddladmin

SQL commands to add a user with the required privileges:

USE [mask_db]

GO

CREATE LOGIN [mask_user] WITH PASSWORD=N'delphix123'
GO

CREATE USER [mask_user] FOR LOGIN [mask_user]

GO

USE [mask_db]

GO

ALTER ROLE [db_datareader] ADD MEMBER [mask_user]
GO

USE [mask_db]

GO

ALTER ROLE [db_datawriter] ADD MEMBER [mask_user]
GO

USE [mask_db]

GO

ALTER ROLE [db_ddladmin] ADD MEMBER [mask_user]
GO
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B Masking large tables can result in large transactions (depending on the masking job's commit
size). It is important to manage each database's transaction log as appropriate to allow the
masking jobs to run. Failure to manage the transaction log can result in the suspension of the
transaction and hence the masking job appears to hang. Please review the ASE documentation
Managing Free Space with Thresholds®? on how to manage the transaction log threshold.
Sometimes it is necessary to resize the database to have a larger transaction log. When resizing
a Delphix VDB, take care to ensure that the any new log devices are created in the VDB's
underlying "datafile" directory provided by the Delphix Engine. For more information, see
Resizing an SAP ASE VDB®,

Before masking your data, it is important to prepare the database. This section explains the required
changes, reasons for the change, and instructions to make the change.

5.4.1 What is min/max memory in SQL server?

5.4.1.1 Determining the amount of memory SAP ASE needs

The total memory SAP ASE requires to start is the sum of all memory configuration parameters plus the size
of the procedure cache plus the size of the buffer cache, where the size of the procedure cache and the size
of the buffer cache are expressed in round numbers rather than in percentages. The procedure cache size
and buffer cache size do not depend on the total memory you configure. You can configure the procedure
cache size and buffer cache size independently. Use sp_cacheconfig to obtain information such as the total
size of each cache, the number of pools for each cache, the size of each pool, and so on.

Use sp_configure to determine the total amount of memory SAP ASE is using at a given moment: 1>

sp_configure "total logical memory"

Parameter Name Defau | Memory Config Run Unit Type
It Used Value Value

total logical 33792 | 127550 63775 63775 memory read-

memory pages(2k) only

82 https://help.sap.com/viewer/3bddaéb0ffad441aab4fe51e4e876a19/16.0.3.7/en-US/
a8c58629bc2b10148a2c8f38befbcac8.html

83 https://delphixdocs.atlassian.net/wiki/spaces/CD/pages/5341432/Resizing+an+SAP+ASE+VDB
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The value for the Memory Used column is represented in kilobytes, while the value for the Config Value
column is represented in 2K pages.

The Config Value column indicates the total logical memory SAP ASE uses while it is running. The Run Value
column shows the total logical memory being consumed by the current SAP ASE configuration. Your output
differs when you run this command because no two SAP ASEs are configured exactly the same.

5.4.1.2 Determine the SAP ASE memory configuration

The total memory allocated during system start-up is the sum of memory required for all the configuration
needs of SAP ASE. You can obtain this value from the read-only configuration parameter total logical
memory . This value is calculated by SAP ASE. The configuration parameter max memory must be greater
than or equal to total logical memory. Max memory indicates the amount of memory you will allow for SAP
ASE needs.

During server start-up, by default, SAP ASE allocates memory based on the value of total logical memory.
However, if the configuration parameter allocate max shared memory has been set, then the memory
allocated will be based on the value of max memory. The configuration parameter allocate max shared
memory enables a system administrator to allocate the maximum memory that is allowed to be used by SAP
ASE, during server start-up.

The key points for memory configuration are:

The system administrator should determine the size of shared memory available to SAP ASE and set
max memory to this value.

+ The configuration parameter allocate max shared memory can be turned on during start-up and
runtime to allocate all the shared memory up to max memory with the least number of shared
memory segments. A large number of shared memory segments have the disadvantage of some
performance degradation on certain platforms. Check your operating system documentation to
determine the optimal number of shared memory segments. Once a shared memory segment is
allocated, it cannot be released until the server is restarted.

+ The difference between max memory and total logical memory determines the amount of memory
available for the procedure and statement caches, data caches, or other configuration parameters.

+  The amount of memory SAP ASE allocates during start-up is determined by either total logical
memory or max memory. If you set alloc max shared memory to 1, SAP ASE uses the value for max
memory.

+ If either total logical memory or max memoryis too high:

+ SAP ASE may not start if the physical resources on your machine are not sufficient.

+ If it does start, the operating system page fault rates may rise significantly and the operating
system may need to be reconfigured to compensate.

Why is it important to make this change?

To assure that masking jobs will perform at an optimum level.

5.4.2 Primary/Foreign/DMS_ROW_ID keys to for masking Sybase:

What is a key?

A key is a unique, non-null value that identifies a row in the database.
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Why is it important to make this change?

Using a PK or Foreign key is critical for fast updates. When a table does not have an identity column with an
index or a PK/FK then the masking engine will alter the table to have an Identity column, DMS_ROW_ID to
optimize performance.

How exactly do | make this change? (exact commands, etc).

A logical key can be added to a table in the Masking Engine Ruleset for each table, if there is a specific
column that would find the row to update faster than the current PK/FK.

Note Sybase ASE will create unavoidable log entries when a table is altered and will increase the log size
significantly. If needed, run the masking jobs using the On-The-Fly method to avoid log file increases.

While performing a data copy, the database that contains the table must have select into/
bulkcopy/plisort turned on.

5.4.3 Creating a Masking user and privileges:

It is highly recommended to create a database user, and possibly a role, to mask. This user should not be
created in production but should be created in non-Production. The following permissions are needed:

Syntax to add user and give privileges:

sp_adduser mask_user;

CREATE user NEWUSER;

CREATE LOGIN mask_user WITH PASSWORD Delphix_123; --THIS MUST BE DONE IN MASTER
CREATE USER mask_user IDENTIFIED BY Delphix_123;

GRANT SELECT ON PII_V2 TO mask_userj; GRANT INSERT ON PII_V2 TO mask_user; GRANT
DELETE ON PII_V2 TO mask_user; GRANT ALTER ON PII_V2 TO mask_user; GRANT UPDATE ON
PII_V2 TO mask_user;

GRANT ALTER ANY TABLE TO mask_user;

Adaptive Server requires a two-step process to add a user: sp_addlogin followed by sp_adduser.

CREATE LOGIN MASK_SUPER_USER WITH PASSWORD Delphix_123;
sp_addlogin MASK_SUPER_USER, Delphix_123;

GRANT ROLE sa_role TO MASK_SUPER_USER;
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6 Connecting data

This section contains the following topics:

* Managing environments (see page 319)

+ Managing remote mounts for VM continuous compliance engines (see page 328)
+ Managing remote mounts for containerized masking (see page 335)

+ Managing SSL/TLS over JDBC for containerized masking (see page 339)
+ Managing connectors (see page 342)

+ Managing extended connectors (see page 373)

« Managing rule sets (see page 384)

+ Managing file formats (see page 405)

+ Managing inventories (see page 428)

+ Managing record types and header/footer records (see page 449)

+ Managing jobs (see page 456)

+ Whole file masking (see page 495)

6.1 Managing environments

This section describes how you can create and manage your environments in the masking service.

As a reminder, environments are used to group certain sets of objects within the Masking Engine. They can
be thought of as folders/containers where a specified user can create manage connectors, rule sets, and
jobs.

The Main Environment screen lists all the environments the logged in user has access to. It is the first screen
that appears when a user logs into Delphix.

Environments Monitor Settings Admin Audit

Environments sctons -

ID ™ = Application = Environment = Purpose = Approval = Actions

1 App Envil Masking Disabled

Displaying 1to 1 of 1

The main environments screen contains the following information and actions:
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+ ID — The numeric ID of the environment used to refer to the environment from the Masking API.

+ Application — A way to indicate the name of the application whose data will be managed within this
environment.

+ Environment — The name of the environment.

+ Purpose — The purpose of the environment.

+ Actions — List of actions

+ Edit — Edit the environment. See more details below.

+ Export — Export the environment. See more details below.

+ Duplicate — Copy the environment. See more details below.
+ Delete — Delete the environment. See more details below.

The environments on the screen can be filtered or sorted by the various informational fields by clicking on
the respective field. More information on grid filtering and sorting can be found in their respective sections,
in the Graphical user interface®* page..

6.1.1 Adding an application

For an environment to be created, an application needs to be specified. Here are the steps to add an
application:

Application

Application Name

1. On the main environments page, near the upper right-hand corner of the screen, click on the +
Application button.

2. The screen prompts you for the following items:
a. Application Name

3. Click Save to return to the Environments List screen.

84 https://masking.delphix.com/docs/latest/graphical-user-interface
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6.1.2 Creating an environment

Here are the steps you need to take to create an environment:

Environment

-

Select Application

A

Environment Name

— Purpose

Masking

[C] Enable Approval Workflow (Database RuleSets only)

Cancel Save And View

1. On the main environments page, in the upper right-hand corner of the screen, click on the +
Environment option.

2. The screen prompts you for the following items:

+ Application Name — Dropdown menu displaying the names of applications for associating
with the environment, for informative purposes.

+ Environment Name - The display name of the new environment.
+ Purpose - The type of masking workflow for the environment: Mask or Tokenize/Re-ldentify.

+ Enable Approval Workflow (Database rulesets only) — Whether or not to require approvals of
inventories before masking jobs can be run in the environment. Applicable for Database
rulesets only.

3. Either click Save to return to the Environments List screen, or click Save And View to display the
environments Jobs screen.

6.1.3 Exporting settings

To export the Settings:
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1. On the main environments page, in the upper right-hand corner of the screen, click on the Action drop-
down list and select the Export Settings option.

2. The screen prompts you to take the input for the optional Passphrase.

Click Export.

Environmer Export Settings X m Actions ~
ID ™ =3 = Actions
All details related to settings, such as Domain, Algorithm, and File Format,

1 will be exported to a file.

2 . ooe
B Passphrase (Optional) ’ -

3!

4 oeo
. .

6 P BQOASFPI  envUFCUSZQ7  Waskng  Dissbled

All the information related to Settings (Domain, Algorithm, File Format and so on) is exported to a file.

A status message will display in the bottom sheet containing the Async Task ID generated for the export.
You can utilize this ID to monitor the export status from the Monitor — Async Tasks page. Once the export
process finishes, it will automatically update the status to the corresponding Async Task entry. On
successful export, to download the exported file manually, click on the "Download file" option in the Actions
(...) dropdown corresponding to the respective Async Task ID entry.

6.1.4 Importing settings

Once you have exported your settings, you can easily import it into another Masking Engine. To import
settings:
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Import Settings

Please note that after successful completion of import operation, you need to update
the connector's Password / SSH Key and any sensitive fields in the connector's
password vault configuration (privateKey, secretld, token) as sync operation doesn't
sync those objects.

All details related to settings, such as Domain, Algorithm, and File Format, will be imported from a file.

[7] Force Override

Passphrase (Optional)

Choose File No file chosen

Cancel Import

1. Onthe main environments page, in the upper right-hand corner of the screen, click on the Action drop-
down list and select the Import Settings option.

2. The screen prompts you for the following items:

3. Passphrase — You can input the Passphrase (optional). If the settings were exported using a
passphrase then you must use the same passphrase for the import settings as well otherwise the
import operation will fail.

4. Force Overwrite — Specify whether the import should fail if an object already exists with the same ID
or the existing object should be overwritten. Click on the force overwrite checkbox if you want to
overwrite the existing object.

5. Settings File — Click on Choose File button to browse for the exported settings file that contains the
information you want to import. (This file must be a previously exported masking environment.)

6. Click Import button to start the import operation.

A status message appears in the bottom sheet with the Async Task Id generated for the import, using which
you can check the import status from Async Task Status®® page. When the import operation is complete, it
will automatically update the current status of the import operation on the Async Task Status®® page.

6.1.5 Exporting an environment

For a variety of different reasons (the main one being moving environments between masking engines), you
may want to export all the objects within an environment (connectors, rule sets, masking jobs, etc).

85 https://delphixdocs.atlassian.net/wiki/x/OWGNBw
86 https://delphixdocs.atlassian.net/wiki/x/0OWGNBw
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To export an environment use the Export Environment option available in the Masking Ul. To export an
individual environment:

Environments Monitor Settings Admin Audit

Export Environment X E

n Approval
Environment Name
Env1 Disabled
Passphrase (Optional) ]

1. Click on the Actions (...) drop-down icon beside each environment entry on the Environment Listing
screen, and choose the Export option. Alternatively, you can click the Export Environment button on
the Environment Jobs screen.

2. A pop-up is displayed with the following items pre filled :

+ Environment Name : The display name of the new environment.
3. You can input the optional Passphrase.
4. Click Export.

All the information for the specified environment (connectors, rule sets, inventory, jobs, and so on) is
exported to afile.

A status message will display in the bottom sheet containing the Async Task ID generated for the export.
You can utilize this ID to monitor the export status from the Monitor — Async Tasks page. Once the export
process finishes, it will automatically update the status to the corresponding Async Task entry. On
successful export, to download the exported file manually, click on the "Download file" option in the Actions
(...) dropdown corresponding to the respective Async Task ID entry.

6.1.6 Importing an environment

Once you have exported your environment, you can easily import it into another Masking Engine. To import
an environment
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Import Environment

Please note that after successful completion of import operation, you need to update
the connector's Password / SSH Key and any sensitive fields in the connector's
password vault configuration (privateKey, secretld, token) as sync operation doesn't
sync those objects.

Import Settings [] Force Overwrite

Select or Enter Application

Select or Enter Environment

[C] OTF Environment

Passphrase (Optional)

Settings File

Choose File No file chosen

Environment File

Choose File No file chosen

1. On the main environments page, in the upper right-hand corner of the screen, click on the Select
Action drop-down list and select the Import Environment option.
2. The screen prompts you for the following items:
+ Import Settings — Click the checkbox if you want to import settings as well.

+ Force Overwrite — Specify whether the import should fail if an object already exists with the
same ID or the existing object should be overwritten. Click on force overwrite checkbox if you
want to overwrite the existing object.

+ Application — You can select the existing application from the application drop-down or you
can enter the application name to create a new application.

+ Environment - You can select the existing environment from the environment drop-down or
you can enter the environment name to create a new environment.

+ OTF Environment — Click on OTF Environment checkbox to import the on-the-fly connectors
into that environment.
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+ Source Application — You can select the existing application from the source
application drop-down or you can enter the application name to create a new
application.

+ Source Environment - You can select the existing environment from the environment
drop-down or you can enter the environment name to create a new environment.

+ Passphrase - You can input the Passphrase by clicking the Use Passphrase checkbox. If the
exported file is used the passphrase then you should use the same passphrase for the import
as well.

+ Settings File — Click on Select... button to browse for the exported settings file that contains
the information you want to import. (This file must be a previously exported masking
environment.)

+ Environment File — Click on Select... button to browse for the exported environment file that
contains the information you want to import. (This file must be a previously exported Masking
environment.)

3. Click Import button to start the import operation.

A status message appears in the bottom sheet with the Async Task Id generated for the import, using which
you can check the import status from Async Task Status®’ page. When the import operation is complete, it
will automatically update the current status of the import operation on the Async Task Status®® page.

6.1.7 Editing an environment

To change the properties of an environment, do the following:

Environments Monitor Settings Admin Audit

|

< ) =

nts Edit Environment

Application

app_KLFJXIGO

app_5LRCPOR2

app_E826BKQH

app_QVXROM7J

app_YM561K9U

app_BQYA9FPI

app_4RR8IHOM

app_6G8EDI2J

Select Application

app_KLFJXIGO

- Environment Name

env_77Q09220

[C] Enable Approval Workflow (Database RuleSets only)

Cancel Save And View

s

87 https://delphixdocs.atlassian.net/wiki/x/OwGNBw
88 https://delphixdocs.atlassian.net/wiki/x/OwGNBw
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1. Click on the Actions (...) drop-down icon beside each environment entry on the Environment Listing
screen, and choose the Edit option.
2. The pop-up prompts you for the following information:

+ Application Name - Dropdown menu displaying the names of applications for associating
with the environment, for informative purposes.

+ Environment Name - The display name of the new environment.
+ Purpose - Read only, cannot be modified.

+ Enable Approval Workflow (Database rulesets only) — Whether or not to require approvals of
inventories before masking jobs can be run in the environment. Applicable for Database
rulesets only.

3. Click Save or Save And View.

6.1.8 Copying an environment
A user can also easily create an exact copy of a certain environment. This is a very powerful feature when

wanting to have several similar but not exact environments but don't want to start from scratch. To copy an
environment do the following:

Duplicate Environment

The new environment you are creating will include all the properties of
source environment.

‘ Environment Name

Select Application
( app_5LRCPOR2

Purpose

Masking

[[] Enable Approval Workflow (Database RuleSets only)

Cancel Duplicate Duplicate And View

1. Click on the Actions (...) drop-down icon beside each environment entry on the Environment Listing
screen, and choose the Duplicate option.
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2. The pop-up prompts you for the following information:
+ Environment Name - The display name of the new environment.

+ Application Name - Dropdown menu displaying the names of applications for associating
with the environment, for informative purposes.

+ Purpose - Read only, cannot be modified.

+ Enable Approval Workflow (Database rulesets only) — Whether or not to require approvals of
inventories before masking jobs can be run in the environment. Applicable for Database
rulesets only.

3. Click Duplicate or Duplicate And View.

6.1.9 Deleting an environment

To delete an environment:

+ Click on the Actions (...) drop-down icon beside each environment entry on the Environment Listing
screen, and choose the Delete option.
+ A confirmation dialog appears, on confirming the particular environment will be deleted.

@ Clicking the Delete icon deletes EVERYTHING for that environment: connections, inventory, rule
sets, and so on. It does not delete universal settings like algorithms, domains, etc.

6.2 Managing remote mounts for VM continuous compliance
engines
This section describes how you can mount an NFS/CIFS location inside the Continuous Compliance engine

and use it in a masking job for engines deployed on virtual machines. For information on file mounts for
containerized masking, please refer to the Managing remote mounts for containerized masking®® page.

In order to access the files shared over NFS/CIFS server from the Masking Engine, complete the following
two steps:

1. Create and connect a mount using Mount Filesystem API endpoint.

2. Create a file connector with Filesystem Mount Point mode or upload a XML/Copybook file format
using Filesystem Mount Point mode.

89 https://masking.delphix.com/docs/latest/managing-remote-mounts-for-containerized-masking
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6.2.1 Mount filesystem API

The Mount Filesystem APIs are used to perform normal CRUD operations(Create, Read, Update, and Delete)
along with three mount operations connect(mount), disconnect(unmount), and remount on a mounted
object.

6.2.1.1 Mount information

To create a mount entry, information about the mount is passed. Some of them are required and some are
optional.

+ Required Information:

+  mountName: The name of the mount. This name is used to refer to this mount in the
connector creation and file format upload Uls.

* hostAddress: The NFS/CIFS server address.

+ mountPath: The remote path shared by the NFS/CIFS server. For a CIFS mount, this should be
the path after the hostname/IP address, with any backslashes (\) replaced with a slash (/).
For example, \\70.0.0.7\Share would be entered as /Share.

+ type: The type of the server. CIFS, NFS3, or NFS4.
+ Optional Information:

+ options: The mount options.
+ connectOnStartup: Whether this mount should be connected or not when the server starts.

E When a server shuts down, all the mounts are disconnected.

6.2.2 Mount options

The API supports passing many mount options. Not all of them are supported by a server. After a mount is
connected, you might see the options field has many options that were not passed by you or some options
that have been eliminated that were passed by you. The options field shows effective options only. The
applied options are gathered after a mount is connected.

The API also restricts the usage of some mount options.

6.2.2.1 Enforced options

The following mount options are enforced and added to the list of options for all mounts:

+ nosuid: The filesystem cannot contain set userid files.
noexec: No executable script can be run from the mount.
+ nodev: The filesystem cannot contain special devices.
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6.2.2.2 Minimal options

Although options is an optional field, it is required for CIFS mounts to pass credentials. The following
options are required for CIFS mounts:

« username: The username to connect to the CIFS server.
+ password: The password of the user.
« domain: The domain of the user.

For example, "options": "username=abc,password=pass,domain=DOMAIN"

For NFSv3 mounts, options are not required, therefore canbe null.

For NFSv4 mounts, the following option is required:

+ nfsvers: The NFS protocol version number. For example, "options": "nfsvers=4.0"

6.2.2.3 Version options

The version information is passed using vers option. The supported versions based on mount types are

Mount Type Supported Versions
CIFS 2.0,2.1,3.0

NFS3 3,3.0

NFS4 4,40,4.1,42

6.2.2.4 Generic options

Some mount options are generic which can be applied to all the mount types while some are mount specific
options. In the case of remount operation, only generic options can be modified. The list of allowed generic
options are:

async, atime, auto, context, defaults, defcontext, diratime, dirsync, fscontext, group, iversion, lazytime, loud,
mand, _netdev, noatime, noauto, nodev, nodiratime, noexec, nofail, noiversion, nolazytime, nomand,
norelatime, nostrictatime, nosuid, nouser, owner, relatime, _rnetdeyv, ro, rootcontext, rw, silent, strictatime,
sync, and user.
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6.2.3 CRUD operations

6.2.3.1 Create
The create endpoint is used to create a mount entry. It takes all the information about a mount as its input

and creates a mount entry. It doesn't do any kind of validation about the mount's accessibility. The validation
is done during the connect operation.

6.2.3.2 Read
The read endpoints are used to retrieve information about a mount. There are two read endpoints.

1. getall: To get information about all mounts.

2. get: To get information about any particular mount identified by its id.

6.2.3.3 Update

The update endpoint is used to modify any information of a mount. Update operation can be performed only
on a disconnected mount.

6.2.3.4 Delete

The delete endpoint is used to delete a mount entry. A mount can be deleted only if it is not being used in any
of the connectors.

6.2.4 Mount operations

Apart from normal CRUD operations, there are three special mount related operations exposed through the
API.

6.2.4.1 Connect

The connect endpoint is used to mount a remote mount inside the masking engine. If the connect operation
succeeds then, the options field is updated with the applied mount options.

6.2.4.2 Disconnect

The disconnect endpoint is used to unmount a remote mount from the Masking Engine.
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6.2.4.3 Remount
The API supports the remount operation. This can be used to remount an active or to connect a

disconnected mount and also to update some mount information. This can update mountName,
connectOnStartup and generic options only. For other updates, use the normal update API.

6.2.4.4 Resolve mount consistency

A script runs in the background to keep the data in the mount_information table and mounts in sync. If for
some reason, the data for a mount mounted inside the mount engine and data corresponding to that mount
in mount_information table becomes inconsistent, the mount is unmounted. For example, if a mountisin a
disconnected state in DB but it is mounted in the engine, then it will be unmounted.

6.2.5 Using mounts

A mount can be used while creating File connectors.

6.2.5.1 File connector

1. Details: While creating a connector, when any file source type is selected, the details step provides
the connection mode dropdown. There are four options:

a. AWSS3

b. Filesystem Mount Point
c. SFTP

d. FTP
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Create Connection X

o Details Details

Specify details to identify this connector.

Credentials Connection Name
connector_test

Summary
Select Source Type
File - Fixed -
Select Connection Mode
[ File System Mount Point - ]
AWS S3
File System Mount Point v
SFTP
FTP

Cancel Back Test Connection Save

6 Details Step

2. Credentials: On selecting the Filesystem Mount Point option, the mount name and a path inside the
mount need to be specified in the Credentials step.

Create Connection X

Details Credentials

Specify the credentials for Fixed Width connector.

® Credentials  Select Mount
mount_5LUOZG6D X v

Summary Path Under Mount

test/subdir/sub2

Cancel Back Test Connection Save

7 Credentials Step

3. Summary: Here you can view the following information for File System Mount Point:
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a. Connection Name: This is the name of the connection being created/edited.

b. Mount Name: This is a list of mount names created in the engine.

c. Remote Path: The complete remote path. On selecting a mount name and typing a path in the
above input box, this gets updated.

d. Path Under Mount: A path relative to the path mounted. By default, it is at the root of the
remote Mount path.

Create Connection X

Summary

Details
View the connector details below. Click the Back button to make changes or click the Save button to save Fixed Width connector.
Credentials

Connection Summary

® Summary
Connection Name
connector_test

Mount
mount_5LUOZG6D

Remote Path
qa-sftp-7add-gar-130664-
27a4593a.dIpxdc.co:/var/tmp/masking-mount/test/subdir/sub2

Path Under Mount
test/subdir/sub2

Cancel Back Next Test Connection

8 Summary Step

a A connector can be created even if a mount is in a disconnected state but it should be in an
active state when a ruleset is being created or when a job is run.

6.2.5.2 Sync mounts

A mount can be synced from a source engine to a target engine using Sync APIs®C. Syncing a file connector
using a mount also syncs the related mounts. The following mount information fields are synced:

mountName
hostAddress
mountPath
options
connectOnStartup
type

In case of CIFS mounts, the password is not synced. In order to set the password in the target engine, update
the mount's options and ensure to include the password in the options.

90 https://delphixdocs.atlassian.net/wiki/spaces/CC/pages/114560050
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6.2.6 Recommended mount server configuration

The NFS and CIFS servers should be configured in such a way that the files are readable and writeable by the
Masking Engine.

6.2.6.1 CIFS server

The user-provided to connect to the mount should have read and write permission on the mount.

6.2.6.2 NFS server

1. The Masking Engine's server IP should have read and write permission on the mount.

2. For NFS, the access to a file is controlled based on the UID and GID. In order to give read & write
permission to the Masking Engine on the share path, the path should be shared with the following
options:

<mount path> <masking engine ip>(rw,all_squash,anonuid=<uid>,anongid=<gid>)
# uid and gid is of the owner of the shared path on the server

6.3 Managing remote mounts for containerized masking

This section describes how to mount an NFS mountpoint inside the Containerized Masking Engine. For
information on file mountpoints for Virtual Machine Masking, please refer to Managing File Mounts (see page
328).

In Containerized Masking, much more control is available to the admin at the Kubernetes layer. That
advantage is used to simplify file systems mounts for Containerized Masking. This document will describe
the process using NFS as an example mountpoint type.

() Restriction
Filesystem mount points must be mounted as a subdirectory of /var/delphix/masking/

remote-mounts/ .

(i) Restriction
In order for Kubernetes to utilize some particular network filesystem, the underlying host will
typically need to be able to support that filesystem. In this example, to support mounting NFS
filesystems, the underlying OS needs to be able to perform an nfs mount. This is typically
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enabled by installing the nfs-client package. For example, if the kubernetes cluster runs on top of
a debian-type linux distro, the package would need to be installed using apt install nfs-client on
each node to ensure all nodes have the necessary utilities to handle mounting NFS filesystems.

6.3.1 Creating the mountpoint connection in Kubernetes

To establish a remote mount using NFS, the first step is creating the NFS connection to the remote NFS host.
This is accomplished utilizing a special NFS persistent volume. This can be added to the beginning of the

kubernetes-config.yaml file or created as separate config files just for this purpose. If separate
config files are created, they will have to be applied before the main Pod config is applied.

Both a Persistent Volume (PV) and Persistent Volumne Claim (PVC) are necessary and the YAML for each of
these looks like the following snippets.

6.3.1.1 NFS Persistent Volume YAML

apiVersion: vl
kind: PersistentVolume
metadata:
name: nfs-pv
spec:
capacity:

storage: 500Mi
volumeMode: Filesystem
accessModes:

- ReadWriteOnce
storageClassName: nfs-storage
mountOptions:

- hard

- nfsvers=4.1
nfs:

server: <your NFS server host>

path: <the exported directory on the NFS server, for example /var/tmp/

masking-mount>

6.3.1.2 NFS persistent volume claim YAML

apiVersion: vl
kind: PersistentVolumeClaim
metadata:
name: nfs-pvc
spec:
accessModes:
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- ReadWriteOnce
volumeMode: Filesystem
storageClassName: nfs-storage
resources:
requests:
storage: 500Mi # change corresponding to actual requirements

6.3.2 Using the mountpoint in the pod configuration

Next, the recently created NFS PVC must get mounted into the application container. This is achieved by
editing the existing Pod config YAML and adding 2 objects. First, attaching the PVC to the pod as a volume.
Second, linking that volume into the application container. This is demonstrated in the excerpt below.

6.3.2.1 Excerpt of kubernetes-config.yaml to show support for NFS volumes

# Example

#

volumes:
- name:

of volume definition per Persistent Volume Claim

nfs-pv-storage

persistentVolumeClaim:
claimName: nfs-pvc
containers:

- image: delphix-masking-app:6.0.16.0-cl
name: app
ports:
- containerPort: 8284
name: http
volumeMounts:

- name: masking-persistent-storage
mountPath: /var/delphix/masking
subPath: masking

- name: masking-persistent-storage
mountPath: /var/delphix/postgresql
subPath: postgresql

H O H H H H H

#

Example of mounting an external volume

Mount path is the directory on the “app’ container to be mounted to the
remote provided Persistent Volume.

It should always start with the " /var/delphix/masking/remote-mounts’
and to be followed with customer named sub-directory per mount.

That sub-directory will automatically be created on the Masking Engine

‘app’ container.

#

- name: nfs-pv-storage
mountPath: /var/delphix/masking/remote-mounts/nfs_example
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6.3.3 Using the mountpoint in the Ul

Once a properly configured Pod is started, the configured NFS filesystem can be accessed in the Ul using the
same process that was previously used for non-containerized instances documented in Managing Remote
Mounts for VM Masking Engines (see page 328). The one sticking point is that these mount points (in the

dropdown list) by default are named "mountpoint_1", "mountpoint_2", etc.

It is possible to rename the default mount point names to something more friendly. This is done via the
PUT /mount-filesystem/{mountID} API endpoint.

@ The/mount-filesystem API has a large set of functionality that is used to manage filesystem
mounts in the Virtual Machine deployment of the Masking Engine. For Containerized Masking,
most of that functionality is handled by Kubernetes itself rendering the API tasks useless and
therefore disabled. The only functionality available in Containerized is the endpoint that allows
you to update an existing mount and only to update its name.

6.3.4 Other types of filesystem mountpoint

The above example has used NFS, but it is possible to mount any filesystem that Kubernetes will support. To
mount CIFS or some other supported remote filesystem is possible so long as the same general procedure is
followed including:

+ creating the various Kubernetes objects (such as the PV and PVC)
+ mounting it under the /var/delphix/masking/remote-mounts/ required path

6.3.5 Known limitations

You can't configure mount point manually (i.e. using API endpoints). Only mount points provided by
Kubernetes will be detected.

+ Customized mount points can't be synced from Appliance Masking Engine. If the sync bundle
contains any mount point created via API - importing that bundle to containerized Masking Engine will
fail.

+ Masking Sync is incapable of altering your various Kubernetes config YAML files which is the only
way to mount a filesystem in Containerized Masking.

+ You can't edit existing mount points at containerized Masking Engine.

+ Mount points are named automatically by Masking Engine
You can delete (via API mountFilesystem) only those mount points which are not provided by
Kubernetes (for example were synced in), and not associated with any existing connector.
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6.3.6 Local file masking troubleshooting

If Masking Engine is not responsive at <your-masking-engine-URL>:30080/masking - there might be need to
troubleshoot. If you are not sure what's the name of the masking pod you can find all pods in the given
Kubernetes's cluster by running kubectl get pod command. The one with the word masking will be the
desired pod. If multiple masking pods are run on the same instance - look for

delphix-masking-* names, Pod status could be seen by running kubectl get pod <your-masking-pod-name>.
If not all 3 containers are in the running status - let's get the description of the pod: kubectl describe pod
delphix-masking-0. In the output of the above command there is the health information for each container,
their status and the latest errors that prevented the pod from a successful startup. Most probably those
errors will give a hint on what went wrong. If Masking Engine was working fine prior to adding the Local File
Masking configuration, the error reasons could be (but not limited to):

the configured remote Persistent Volume is not accessible
the directory configured for remote Persistent Volume doesn't exist
the yaml files entries you've added are not correctly indented (yaml files are indentation sensitive).
After fixing the found problem and tearing down all created Kubernetes instances (in the opposite
order) - start applying those again.

If Masking Engine application is up and running, but the configured masking job fails - verify

the write permissions are granted to the masking target directory (on the corresponding mounted Persistent
Volume).

6.4 Managing SSL/TLS over JDBC for containerized masking

On the VM instance, we use the Virtualization Engine's Setup App to manage certificates and trust stores for
SSL/TLS needs. Since Containerized Masking Engine runs alone - we need to provide another way of creating
the truststore and storing the SSL certificate. There are multiple options of establishing truststore on linux
container. Below is an example of using Kubernetes for this purpose.

uploading the saved certificate to configmap
mounting that configmap as volume
creating a truststore and uploading there the configured certificates

6.4.1 Prerequisites

Database is configured with SSL listener. To establish the SSL/TLS connection over JDBC we should know:

database URL,

SID,

SSL listener port,

SERVICE_NAME (for database service where SSL listener is enabled)

SSL_SERVER_CERT_DN (SSL server certificate distinguished name) - could be found from the
generated certificate, for example by using the openssl utility:

openssl x509 -1in ssl_cert.crt -text
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Here ssl_cert.crt is a name of the file containing the desired certificate (the one that was copied from the
Database).

6.4.2 Create configmap entry based on database provided SSL/TLS certificate

1. save SSL/TLS certificate as .crt file.

2. use Kubernetes command to create a configmap, for example:

kubectl configmap ora-18 --from-file=ssl_cert.crt

Here ora-18 is the name of the created configmap entry, ssl_cert.crt file contains the SSL/TLS certificate. To
verify that configmap entry is added to the pod instance run the following command:

kubectl get configmap

6.4.3 Mount the configured configmap as volume

Add configmap entry as a volume to the pod instance in it's config .yaml file. If you already have other
volumes defined that new entry can go under the existing volumes section. If not create a volumes: section
as shown below:

volumes:
- name: ora-ssl-cert-volume
configMap:
name: ora-18

Here ora-ssl-cert-volume is a name for the provided volume, ora-18 is the name of the previously created
configmap entry.

Now we are ready to mount that volume to app container. Under the containers: section of the pod's
config .yaml file, find the app container and add another entry to its volumeMounts: as shown below:

- name: ora-ssl-cert-volume
mountPath: /var/delphix/ssl/ssl_cert.crt
subPath: ssl_cert.crt

Here ora-ssl-cert-volume is a pod level provided volume, ssl_cert.crt is a name of the certificate file
(originally provided by the configured configmap).

If using multiple SSL/TLS certificates - the above steps to be repeated for each certificate.

Attention!
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The used mountPath /var/delphix/ssl/ is a preconfigured location on the app container where
certificates should be stored! That's where the truststore will look for customer provided
certificates.

6.4.4 Create trust store and upload all mounted SSL/TLS certificates

We suggest using Kubernetes's lifecycle postStart hook to create the truststore and load the certificates:

In the pod's config .yaml file in the containers: section, find the app container and add to a lifecycle section to
contain a postStart: hook as shown below

name: app
lifecycle:
postStart:
exec:
command: ["/bin/bash", "-c", "for filename in /var/delphix/ssl/x.crt;
do keytool -import -trustcacerts —-keystore /var/delphix/ssl/.masking_certs -storepass
changeit -noprompt -alias $(basename \"$filename\" .crt) -file \"s$filename\"; done"]

Here we use the keytool utility to create the truststore /var/delphix/ssl/.masking_certs andto

load all the mounted certificates found in the /var/delphix/ssl/ directory.

6.4.5 Configure SSL/TLS over JDBC connector

Now any required SSL/TLS certificates are uploaded to the truststore on Containerized Masking Engine. We
can use them to establish the JDBC connection. In the connector settings for the advanced Oracle database
connector the URL to be configured as following:

jdbc:oracle:thin:@(DESCRIPTION=(ADDRESS=(PROTOCOL=tcps) (HOST=<your oracle DB URL>)
(PORT=<port where SSL listener is configured>)) (CONNECT_DATA=(SERVICE_NAME=<service
name>) ) (SECURITY=(SSL_SERVER_CERT_DN="<distinguished name of the SSL sertificate>")))

6.4.6 SSL/TLS over JDBC troubleshooting

1. verify the file contains the exact SSL/TLS certificate (copied from the DB). It should look like:

MIIBkDCB+gIBADANBgkqhkiGOwOBAQQFADARMQ8wWDQYDVQQDEwWZiYmRoY3AwHhcNMjIwOTAXMDA®G

uVWk84o0=
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1. verify the certificate is mounted under the correct /var/delphix/ssl/ directory.

2. verify the certificate is uploaded to the truststore by logging into the bash on the app container and
checking truststore exists and how many certificates are loaded:

keytool -list -keystore /var/delphix/ssl/.masking_certs -v
1. if app container didn't start - most probably the mount was not configured correctly. Check the pod

description for errors:

kubectl describe pod delphix-masking-0

Particularly check for indentation issues in the YAML entries because Kubernetes is very sensitive to
indention.

6.5 Managing connectors

Connectors are used to define data sources that the Continuous Compliance Engine can connect to and are
grouped within environments. To navigate to the connectors screen, click on an environment and then click
the Connectors tab.
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Environments Monitor Settings Admin Audit

© Information
The Inventory Tab has been removed from this screen. To access the inventory of a rule set, click on the hyperlink associated with its name on the Rule Set listing screen. X

Environments > Env1

o ENVI

Application: App1 | Purpose: MASK | Approval: Disabled

Jobs Rule Sets Connectors
Meta Data Source Connectorld * = Name = Type Actions
v DATABASE (3)
16 MysqlDBConnector Mysql ooe
17 LocalhostPostgresDB Postgres ooe
18 PostgresDBConnector Postgres eoe
v FILE(5)
18 FixedFileConnector Fixed Width oo
19 DelimitedFileConnector Delimited ooe
20 XMLFileConnector XML eoe
21 WholeFileConnector Fixed Width coe
22 JSONFileConnector Json ooe
v MAINFRAME (1)
1 MainFrameFileConnector Dataset ooe

The Connectors screen contains the following information and actions:

+ Meta Data Source: The source of the connector. E.g. Database, File, or Mainframe. The rows are
grouped by Meta Data Source.

« Connector ID: The numeric ID of the connector used to refer to the connector from the masking API.

« Name: The name of the connector.

+ Type: The specific type of connector.

+ Edit: Edit the connector. See more details below.

+ Test Connection: Test the connector. See more details below.

+ Delete: Delete the connector. See more details below.

The rows on the screen can be filtered or sorted by Connector ID and Name within each Meta Data Source
group by clicking on the respective field. More information on grid filtering and sorting can be found here®’.

91 https://masking.delphix.com/docs/latest/graphical-user-interface
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() Missing Authentication
If an authentication is missing, an aptly named warning icon will show next to Name. Hover over
the icon to identify if it's missing the password, SSH key, credential path, or access keys.

6.5.1 Database connectors

The fields that appear are specific to the DBMS Type you select. If you need assistance determining these
values, please contact your database administrator.

+ Schema Name: The schema that contains the tables that this connector will access.

- Database Name: The name of the database to which you are connecting. Note: the database name
field is case-sensitive. It must match exactly with the name of the current database as known to the
instance.

+ Host Name/IP: The network hostname or IP address of the database server.

+ Port: The TCP port of the server.

- SID: (Oracle only) Oracle System ID (SID).

+ Instance Name: (MSSQL Server only) The name of the instance. This is optional. If the instance name
is specified, the connector ignores the specified "Port" and attempts to connect to the "SQL Server
Browser Service" on port 1434 to retrieve the connection information for the SQL Server instance. If
the instance name is provided, be sure to make exceptions in the firewall for port 1434 as well as the
particular port that the SQL Server instance listens to.

- Custom Driver Name: (Generic only) The name of the JDBC driver class, including Java package
name.

+ JDBC URL: (Generic and Advanced connector mode for Oracle, MS SQL Server, and Sybase only) The
custom JDBC URL, typically including hostname/IP and port number.

6.5.2 Database connector properties

6.5.2.1 Getting properties

To retrieve all properties set on the connector, make a request to the GET database-connector/{id}/

properties endpoint. This endpoint will respond with all default properties set by the driver, superimposed

by any properties specified by an uploaded connection properties file. If a properties file is uploaded for a
connector, this list can also be viewed through the Ul on the database connector form, where you can sort by

Property, Value,or Modified.The Modified field signifies whether the property value is the
default or modified by the uploaded properties file.

B Thedatabase name field is case-sensitive. It must match exactly with the name of the current
database as known to the instance.
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a8 Only a valid JDBC URL is required to retrieve properties of a connector; a valid connection to the
database server is not necessarily required.

Edit Connection X

Custom Properties

Details
Specify connection properties(Optional) for Postgres connector.
Credentials Connection Properties @
Choose File
® Custom Properties _ _ . _
Property = \Value = Modified =
Summary localSocketAddress False
adaptiveFetch false False
useSpnego false False
quoteReturningldentifiers true False
logUnclosedConnections false False
binaryTransfer true False
sslpassword REDACTED False
Displaying 16 to 23 of 78

Cancel Back Test Connection Save

6.5.2.2 Setting properties

Properties can sometimes be set through the JDBC URL or through a connection properties file. Customizing
the JDBC URL is limited to Advanced, Generic, and Extended Connectors, while uploading a properties file is
supported by all database connectors. All properties files must have the extension .properties and must

adhere to Java properties file syntax. Even if a property specified in the properties file is not technically
supported by the JDBC driver, it will still be passed along to the driver when building the JDBC Connection.
All provided and unsupported properties will be logged whenever the properties file is loaded.

B  The properties file is assumed to be written using ISO 8859-1 character encoding.
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3. vi mssql_properties.properties (vim)

== INSERT --

@ Certain JDBC drivers do not allow specific supported properties to be set through the JDBC URL.
For example, Caché DB does not support setting the schema property through the JDBC URL, so
it must either be set through the extended connector's Schema form field or through a
connection properties file. Please defer to specific Driver documentation to see how a property
must be set.

B  When a property can be duplicated among a form field, the JDBC URL, and the properties file,
the property value will most likely be used in the following hierarchy of specification.

1. Connector form fields (where applicable) for username, password, and schema.

2. Properties file 3a. Connector form fields (where applicable) for database name, host, port,
SID, and instance name 3b. JDBC URL

Though this hierarchy is convention, it is up to the JDBC driver to implement the precedence for
duplicate properties specified among the URL, Properties object, and JDBC Connection API.
Please defer to the specific JDBC Driver documentation to verify which method of specification
precedes the other. A masking connectors form will either have the fields listed in 3a or 3b, but
not both. Therefore, it is not possible to duplicate a property between 3a and 3b.
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6.5.2.3 Security considerations

The property key or value provided in a database connector's properties file will not be regulated and is
subject to any user with CREATE or UPDATE connector privileges. This means that even supported

sensitive properties such as user, password, hostname, etc. will be available in plain text to anyone
with the VIEW connector privilege.
If possible, specify sensitive properties through relevant form fields which will be obfuscated in all places or

through the JDBC URL which will still be visible in plain text to any user with the VIEW connector privilege
but will be redacted in support bundles.

6.5.3 File connectors

The following values appear when any of the file connector types are selected:

-+ Connector Name: The name of the file connector (specific to your Delphix application and unrelated
to the file itself).
+ Connection Mode: Filesystem Mount Point, SFTP, FTP and FTPS (only for mainframe datasets), AWS

S3.

B  Dueto networking complications in containerized masking, FTP and FTPS is currently disabled
in containerized deployments. Delphix is researching options to re-enable FTP (for containerized
masking) at a future date.
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Create Connection X

e Detals Details

Specify details to identify this connector.

Credentials ~ Connection Name
Fixed-File-Connector

N

Summary
— Select Source Type
File - Fixed A¢
~— Select Connection Mode \
SFTP -
AWS S3

File System Mount Point
SFTP v

FTP

Cancel Back Test Connection Save

9 Details Step
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Create Connection X

Details Credentials

Specify the credentials for Fixed Width connector.

@® Credentials Port
22

Summary
Server Name

some-host.example.com

Path
/data/files

[] User Directory as root

Select Authentication Type

Username/Password v

Username

username

Password

Cancel Back Test Connection Save

10 Credentials Step

The rest of the values appear based on the selected Connection Mode value. For Filesystem Mount Point
connection mode, refer to the corresponding section on the Managing Remote Mounts (see page 328) page. For
other connection modes, the following values appear under the credential step:

Path: The path to the directory where the file(s) are located.

Server Name: The name of the server used to connect to the file.

Port: The port used to connect to the server.

User Name: The user name to connect to the server.

Password: (non-Public Key Authentication only) The associated password for the server.

Public Key Authentication: (Optional) (Only appears for SFTP) Select this from ‘Select Authentication
Type’ dropdown to specify a public key. Use the following instructions in this Knowledge base®?
article to complete.

92https://support.delphix.com/Continuous_Compliance_Engine_(formerly_Masking_Engine)/
Managing_Public_Key_Infrastructure_for_use_with_Masking_SFTP_Connectors_(KBA1850)?mt-deflection=true&mt-
query=Unable%20to%20Create%20Valid%20SSH%20Key
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B !f you plan to do on-the-fly masking, you will need to create a separate environment and
connector as the source for the files to be masked. The masked files will be put into the
directory being pointed to by the connector created previously (the target). However, the file
path specified in the connector of the target rule set must point to an existing file the target
directory. It does not have to be a copy of the file, just an entry in the directory with the same

name. It will be replaced by the masked file.

Starting with version 6.0.9.0 the SFTP mode is extended with the User Directory as root flag. If the Path
defined is relative to the User-home-dir as configured on the SFTP Server, select the flag below.

Create Connection

Details Credentials

Specify the credentials for Fixed Width connector.

— Port
22

® Credentials

Summary

~— Server Name

some-host.example.com

~ Path
/data/files

————— [] User Directory as root

~ Select Authentication Type

Username/Password

~— Username

username

— Password

Cancel Back Test Connection Save

11 User Directory as root

If the connector is configured via the API then that flag is accessible as userDirIsRoot, for example:
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"connectorName": "Test SFTP Connector",
"environmentId": 2,
"fileType": "DELIMITED",
"connectionInfo": {
"connectionMode": "SFTP",
"path": "/delimited",
"host": "yourSFTPServer",
"loginName": "xxxxx",
"password": "xxxxx",
"port": 22,
"userDirIsRoot": true

6.5.4 Limitations

+ The ASDD profiler support does not currently support S3 connectors.

+ S3 Role-based connectivity is restricted to Continuous Compliance instances hosted on AWS EC2.
Connectivity attempts from outside the AWS environment using this method will result in connection
failures.

6.5.5 Create, test, edit, and delete a connector

6.5.5.1 Create a connector

On the top-right corner of the Connectors page, click on the + Connection button. The Create Connection
wizard appears.

1. Details: input the following information:
+ Connector Name: The name of the connector.

+ Source Type: The type of data source (Oracle, Sybase, etc.). Each source type in this
dropdown is preceded by the Meta Data Source (Database, File, or Mainframe).

+ Connection Mode (Oracle, MSSQL Server, and Sybase only) Choose a connection type:
+ Basic: Basic connection information.

+ Advanced: The full JDBC connect string including any database parameters.

@ Basic & Advanced mode is not available for all source types.
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@® Details
Credentials
Custom Properties

Summary

12 Details Step

Details
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Specify details to identify this connector.

Connection Name

Sybase Test

Select Source Type
[- Database - Sybase

Select Connection Method

(® Hostname/IP (Basic)

(O JDBC URL (advanced)

Cancel Back Test Connection Save

2. Credentials: Provide the connection information pertaining to the source type selected.
a. The fields that appear are specific to the Source Type you selected. If you need assistance
determining these values, please contact your database administrator.
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Create Connection X

Details Credentials

Specify the credentials for Sybase connector.

@® Credentials ~ Schema Name
‘ dbos

Custom Properties

— Database Name

‘ potateos
Summary

— Host

‘ sybase-host.example.com

~ Port

‘ 4000

— Select Authentication Type

‘ Username/Password -

— Username

‘ username

— Password

Cancel Back Test Connection Save

13 Credentials Step

3. Custom Properties: Upload the properties file (typically a Java properties file) to specify
configurations for the JDBC connection.
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Create Connection X

Custom Properties

Details
Specify connection properties(Optional) for Sybase connector.
Credentials Connection Properties @
Choose File
® Custom Properties _ _ . _
Property = Value = Modified =

Summary

No items to display

Cancel Back Test Connection Save

14 Custom Properties Step

Summary: This step provides comprehensive details of all the configurations provided. After
verification of the present information, click Save.
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Create Connection X

Details summary

View the connector details below. Click the Back button to make changes or click the

. Save button to save Sybase connector.
Credentials

Connection Summary
Custom Properties

Connection Name
® Summary Sybase Test

Schema Name
dbos

Database Name
potateos

Host
sybase-host.example.com

Port
4000

Username
username

Cancel Back Next Test Connection

15 Summary Step

6.5.5.2 Editing a connector
Perform the following steps to edit a connector:

1. Inthe Connectors tab, click on either Edit under the action dropdown or directly click on the
connector name link of the connector you want to edit on the connector grid.
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Environments Monitor Settings Admin Audit

© Information
The Inventory Tab has been removed from this screen. To access the inventory of a rule set, click on the hyperlink associated with its name on the Rule Set listing screen. X

Environments > Env1

o ENVT

Application: App1 | Purpose: MASK | Approval: Disabled

Jobs Rule Sets Connectors
Meta Data Source Connectorld © = Name = Type Actions
v DATABASE (3)
16 MysqglDBConnector Mysql eoe
17 LocalhostPostgresDB Postgres eoe
18 PostgresDBConnector Postgres .
Edit
v FILE (5)
Test Connection
18 FixedFileConnector Fixed Width
Delete
19 DelimitedFileConnector Delimited
20 XMLFileConnector XML eoe
21 WholeFileConnector Fixed Width oo
22 JSONFileConnector Json eoo
v MAINFRAME (1)
1 MainFrameFileConnector Dataset oo

16 Connector Actions

Change any information necessary across its steps. For more information on the fields refer
Database Connector Fields (see page 0).
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Edit Connection X

Details Credentials

Specify the credentials for Postgres connector.

® Credentials ~ Schema Name
‘ public
Custom Properties
Database Name

‘ potateos
Summary

— Host

some-host.example.com

— Port

‘ 5432

— Select Authentication Type

‘ Username/Password v

— Username

username

[] change Password

Cancel Back Test Connection Save

3. Tochange the password, select the checkbox next to Change Password

4. To change connection properties or upload a new one, select Choose File and upload the properties
file in the Custom Properties Step.
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Details
Credentials
@® Custom Properties

Summary

17 Custom Properties Step

5. Click Save or verify all details in the summary step then click Save.

6.5.5.3 Testing a connector

Custom Properties

Continuous Compliance — Continuous Compliance Home

Specify connection properties(Optional) for Postgres connector.

Connection Properties @

Choose File

Property

localSocketAddress

adaptiveFetch

useSpnego

quoteReturningldentifiers

logUnclosedConnections

binaryTransfer

sslpassword

Value

false

false

true

false

true

REDACTED

Cancel

Modified
False
False
False
False
False
False

False

Displaying 16 to 23 of 78

Back Test Connection Save

Testing a connector can be done while creating/editing the connector or from the grid.
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Environments Monitor Settings Admin Audit

© Information
The Inventory Tab has been removed from this screen. To access the inventory of a rule set, click on the hyperlink associated with its name on the Rule Set listing screen. X

Environments > Env1

o ENV

Application: App1 | Purpose: MASK | Approval: Disabled

Jobs Rule Sets Connectors
Meta Data Source Connectorld * = Name = Type Actions
v DATABASE (3)
16 MysqlDBConnector Mysql oo
17 LocalhostPostgresDB Postgres oo
18 PostgresDBConnector Postgres X
Edit
v FILE (5)
——————— Test Connection
18 FixedFileConnector Fixed Width
Delete
19 DelimitedFileConnector 4 Delimited
20 XMLFileConnector XML oo
21 WholeFileConnector Fixed Width oo
22 JSONFileConnector Json oo
v MAINFRAME (1)
1 MainFrameFileConnector Dataset oo

18 Test Connection Grid Action
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Edit Connection X

Details Credentials

Specify the credentials for Postgres connector.

® Credentials Schema Name
public

Custom Properties
Database Name

potatoes
Summary

Host

some-host.example.com

Port
5432

Select Authentication Type

Username/Password v
Username

username

[C] change Password

Cancel Back Test Connection Save

19 Test Connection on Wizard

Test Connection in the wizard allows you to test the connection anytime, to check the validity of the
connector information that was added.

When you click Test Connection, Delphix uses the information from the wizard to attempt a database
connection. When finished, a status message appears indicating success or failure.

6.5.5.4 Deleting a connector

To delete a connector, click Delete under the action icon. When you delete a connector, you also delete its
rule sets and inventory data.
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Environments Monitor Settings Admin Audit

© Information
The Inventory Tab has been removed from this screen. To access the inventory of a rule set, click on the hyperlink associated with its name on the Rule Set listing screen. X

Environments > Env1

o ENVI

Application: App1 | Purpose: MASK | Approval: Disabled

Jobs Rule Sets Connectors
Meta Data Source Connectorld » = Name = Type Actions
v DATABASE (3)
16 MysqglDBConnector Mysql oo
17 LocalhostPostgresDB Postgres eoe
18 PostgresDBConnector Postgres 5
Edit
v FILE (5)
Test Connection
18 FixedFileConnector Fixed Width
= Delete
19 DelimitedFileConnector Delimited
20 XMLFileConnector XML eoo
21 WholeFileConnector Fixed Width oo
22 JSONFileConnector Json oo
v MAINFRAME (1)
1 MainFrameFileConnector Dataset oo

20 Delete on Grid Action
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Delete Connector

Are you sure you want to delete "LocalhostPostgresDB" Connector?

21 Delete Connector

On clicking Delete, it will prompt for confirmation. Click on Confirm to delete the connector.

6.5.6 Authentication types

Authentication type dropdown allows you to select the type of authentication you want to provide for the
source type selected, the options available here is also determined by the source type selected.

Select Authentication Type

Username/Password v

Username/Password v

Kerberos Authentication

Password Vault

22 Authentication Type Dropdown

6.5.6.1 Username/Password

- Username: The user login this connector will use to connect to the database (not applicable for
Kerberos Authentication).
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« Password: The password associated with the Login ID or Username (this password is stored
encrypted).

6.5.6.2 Kerberos authentication (Oracle only)

Before Kerberos may be used to authenticate the database, the appliance must be properly configured (refer
to the Kerberos configuration instructions (see page 267)). If this authentication is selected, the application
authenticates with the Kerberos KDC before connecting to the database, then uses its Kerberos credentials
to authenticate to the database instead of a login/password. When Kerberos is enabled, the Login ID field is
treated as the Kerberos user principal name.

« Password: If supplied, is used to authenticate the user principal with the KDC. The password field
may be left blank if the keytab set during appliance configuration contains keys for the user principal.

+ Principal Name: (Kerberos Authentication only) The name of the Kerberos user principal to use when
authenticating with the KDC. The realm portion of the principal may be omitted if it matches the
configured default realm.

- Service Principal: (Sybase with Use Kerberos Authentication only) The name of the Sybase service
instance.

+ Kerberos functionality has been disabled in containerized masking.

6.5.6.3 Password Vault

- Password Vault: (DB2, MariaDB, MS SQL Server, MySQL, Oracle, PostgreSQL, and Sybase only)
Whether to use a password vault to authenticate to the database instead of a login ID and password.
Before a password vault may be used, it must be properly configured. If this authentication type is
selected, the selected Credential Path is used to obtain database credentials from the password vault
it references.

Credential Path: (DB2, MariaDB, MS SQL Server, MySQL, Oracle, PostgreSQL, and Sybase only) The
path to credentials in a password vault to use for database authentication in lieu of a login ID and
password.

6.5.7 Mainframe MVS storage access

The Continuous Compliance Engine can connect to a wide range of host systems, including Mainframes,
Linux, and Windows, as long as they support SFTP, FTP, and FTPS protocols. Furthermore, mainframe MVS
storage can be accessed using the FTP and FTPS protocol. In order to access the mainframe data set and
effectively mask its contents, you must adhere to the z/0S path name guidelines described below. Failing to
meet these criteria will result in the user being directed towards the USS storage, rather than the mainframe
MVS storage.

+ A data set name consists of one or more parts connected by periods. Each part is called a qualifier.
+ Each qualifier must begin with an alphabetic character (A to Z) or the special character @, #, or $.

+ The remaining characters in each qualifier can be alphabetic, special, or numeric (0 to 9) characters.
+ Each qualifier must be 1 to 8 characters in length.

+ The provided path or qualifier should end with a period dot (.).
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6.5.7.1 Valid connection with Mainframe

Edit Connection

Details
@ Credentials

Summary

Credentials

Specify the credentials for Mainframe connector.

— Port

‘22

— Server Name

some-host.example.com

~ Path
’ /data/files

~ Username

username

[ Change Password

Success

Connection Succeeded Clizs

Cancel

Back

Next

Test Connection Save
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6.5.7.2 Invalid connection with Mainframe

Edit Connection X

Details
Connection Failed: sample-host.example.com: Name or service not known

® Credentials
Credentials

Summary Specify the credentials for Mainframe connector.
Port
( 21

Server Name
( sample-host.example.com

~ Path
{ /VALBMCN3

— Username

{ delphix

[] change Password

Cancel Back Test Connection Save
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Edit Connection X

Details
n Connection Failed: Expecting / to follow the hostname in URI "ftp://sample-host.example.com:21VALBMCN3".

@® Credentials
Credentials
Summary Specify the credentials for Mainframe connector.

Port
- |

Server Name

sample-host.example.com ‘

— Path
VALBMCN3 ‘

— Username

‘ delphix ‘

[[] Change Password

Cancel Back Test Connection Save

6.5.7.3 FTPS Connector for Mainframe storage
FTPS is an encryption protocol like FTP with support for TLS/SSL to establish a secure and encrypted

channel for data transfer between the Continuous Compliance Engine and the mainframe storage. This
added layer of security ensures that all data exchanged remains confidentially and tamper-proof.
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Create Connection

@ Details Details
Specify details to identify this connector.
Credentials ~ Connection Name
test-mainframe
Summary

— Select Source Type

Mainframe - Dataset

N

— Select Connection Mode

FTPS

Cancel

Create Connection

Back Test Connection Save

X

Details Credentials

Specify the credentials for Mainframe connector.

~— Port

@® Credentials
21

Summary
~— Server Name

mainfame-native.example.com

N

— Path

/masking

~— Username

username

~ Password

Cancel

Back Test Connection Save

If the connector is configured via the API, then in connection mode “FTPS" needs to passed, for example:
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"connectorName'": "MAINFRAME_FTPS",
"environmentId": 1,
"connectionInfo": {
"connectionMode": "FTPS",
"path": "MASKING.",
"host": "zos.example.com",
"loginName": "maskinguser",
"password": "maskingpwd",
"port": 21,
"userDirIsRoot": false

}

The FTPS connection mode is specifically designed and available exclusively for mainframe storage
systems. This connection mode is not available with any other connectors.

To establish a successful connection to the mainframe using FTPS, it is important that users upload the
Server SSL Certificate to the TrustStore of the Data Engine. Detailed instructions for adding the certificate to
the Data Engine TrustStore can be found in the TrustStore settings®® page.

6.5.7.4 Invalid/no certificate

The Continuous Compliance Engine experiences connection errors while trying to establish a connection
with the mainframe USS storage. These errors comes when either incorrect or invalid certificates are
provided or when no certificates have been uploaded to the TrustStore of the Data Engine.

93 https://cd.delphix.com/docs/latest/truststore-settings
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Edit Connection X

Details
n Connection Failed: Unable to find valid certificate in engine Truststore. Please upload the valid maniframe server certificate.
Credentials
Summary
® Summary View the connector details below. Click the Back button to make changes or click the Save button to save Mainframe connector.

Connection Summary
Connection Name
MainFrameFileConnector

Server Name
zos.example.com

Port
21

Path
files

Username
username

Cancel Back Next Test Connection

23 Connection failed when Invalid or No SSL Certificate was provided

6.5.8 Amazon Simple Storage Service (S3) connector for files

The Continuous Compliance Engine supports connecting to files and mainframe datasets stored in S3.
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Create Connection

@ Details Details
Specify details to identify this connector.
Credentials ~ Connection Name
AWS Fixed
Summary

— Select Source Type

‘ File - Fixed

Select Connection Mode
{AWS S3

AWS S3

File System Mount Point

SFTP

FTP

Cancel

Back Test Connection Save
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Create Connection X

Details Credentials

Specify the credentials for Fixed Width connector.

® Credentials
Prefix

Summary
Delimiter
AWS Bucket Name
AWS Region
Select Authentication Type
AWS Secret v

AWS Access Key

AWS Secret Key

Cancel Back Test Connection Save

6.5.8.1 Configuring an S3 Connector

1. connectorName: Specifies the name of the connector.

2. environmentld: Indicates the identifier of the environment where the connector will be configured.
3. fileType: Denotes the type of files to be managed by the connector.

4. connectioninfo: This section contains details necessary for establishing a connection to the S3

service.

+ connectionMode: Specifies the mode of connection, which is set to "AWS_S3" indicating that
it connects to an S3 bucket.

+ prefix: Indicates the prefix to be used for identifying files within the S3 bucket.
+ delimiter: Specifies the delimiter used in the file paths within the S3 bucket.
+ awsRegion: Specifies the AWS region where the S3 bucket is located.

+ awsBucketName: Specifies the name of the S3 bucket to connect to.
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+ awsAuthType: The Continuous Compliance Engine offers support for connecting to S3
through two authentication methods: AWS secret-based authentication( AWS_SECRET ) and
AWS Roles based authentication( AWS_ROLE ).

Secret-based authentication requires:

+ awsAccessKey: The access key is a Alphanumeric string that uniquely identifies your AWS account.
+ awsSecretKey: The secret key is associated with your access key and is used for signing requests to
AWS services.

For more information related to prefix and delimiter, please refer to the Amazon Simple Storage Service
documentation®.

6.5.8.2 Sample payloads

AWS Secret
To connect to S3, Continuous Compliance requires a user's AWS Access Key and Secret Key for
authentication.

"connectorName":"JSON S3",

"environmentId":37,

"fileType":"JSON",

"connectionInfo'":{
"connectionMode" :"AWS_S3",
"prefix":"json/",
"delimiter":"/",
"awsRegion":"us-west-2",
"awsBucketName" :"masking-bucket-name",
"awsAuthType'":"AWS_SECRET",
"awsAccessKey":"<Your AWS Access Key>",
"awsSecretKey":"<Your AWS Secret Key>"

+ AWS Role
To establish secure communication between a masking engine hosted on EC2 instance and S3, we
leverage instance profiles. This approach eliminates the need for static access keys and enhances
security by dynamically providing temporary credentials.

"connectorName":"JSON S3",
"environmentId":37,
"fileType":"JSON",
"connectionInfo'":{
"connectionMode":"AWS_S3",

94 https://docs.aws.amazon.com/AmazonS3/latest/userguide/using-prefixes.html
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"prefix":"json/",

"delimiter":"/",
"awsRegion":"us-west-2",
"awsBucketName" :"masking-bucket-name",
"awsAuthType'":"AWS_ROLE"

6.5.8.3 S3 upload sizing

S3 supports object sizes up to 5 TB. When uploading objects larger than 100 MB, Amazon recommends
using a multipart upload. As the name implies, a multipart upload breaks the object into smaller parts where
each is assigned a part number. S3 supports breaking an object into at most 10,000 parts.

When uploading a masked object, Continuous Compliance uses a multipart upload. The part size is
calculated by multiplying 20% times the masking job’s maximum memory and then dividing by the masking
job’s number of streams. For example if maximum memory is 2 GB and the number of streams is 1, then the
part size would be (20% * 2 GB) / 1 = 400 MB.

When working with a large object, you must configure the masking job’s maximum memory and streams so
that the object can be uploaded in at most 10,000 parts. For example if you need to mask a 5 TB object (the
maximum size for an S3 object), then the part size must be greater than or equal to 5 TB / 10,000 parts =
525 MB. If you plan to use 1 stream, then the maximum memory should be (1 * 525 MB) /.2 = 2,625 MB or
more.

For more information related to multipart uploads, please refer to:
+ Amazon S3 Multipart Upload®®

+  Amazon S3 Multipart Upload Limits®®

6.6 Managing extended connectors

Extended Connectors allow you to upload additional JDBC Drivers to the Continuous Compliance Engine to
enable masking of data sources not natively supported by Continuous Compliance.

6.6.1 Limitations

Delphix supports type 4 JDBC Drivers. These must be a pure-java .jar file that can be used simply by
uploading it (or it's zip file) to the engine. Anything that requires compilation on the engine, or execution of
any kind of install or licensing script, is not supported.

Extended Connectors don't support all of the features available for built-in connectors like Oracle. As of
6.0.9.0, the "Disable Constraint", "Disable Trigger" and "Drop Indexes" options can be implemented and
enabled by driver support plugins, which are detailed here (see page 981). Delphix provides support for
Extended Connectors in accordance with our Support Policy®”.

Drivers that require a Java version higher than 8 are not supported.

95 https://docs.aws.amazon.com/AmazonS3/latest/userguide/mpuoverview.html
96 https://docs.aws.amazon.com/AmazonS3/latest/userguide/qfacts.html
97 https://www.delphix.com/masking-help/jdbc-drivers-support
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6.6.2 Installing a new driver

To use a new JDBC driver, first you need to upload it to your Masking Engine. Since some drivers require
multiple files, the driver and any additional files it needs to function should be put together in a single zip file.
Even if a driver doesn't require additional files, it still needs to be zipped.

For example, to package the Informix JDBC driver for use with Continuous Compliance take all three files
provided for Informix and zip them together:

$ 1s
LICENSE.txt ifxjdbc.jar ifxlang.jar
$ zip informix.zip *
adding: LICENSE.txt (deflated 70%)
adding: ifxjdbc.jar (deflated 4%)
adding: ifxlang.jar (deflated 4%)
$ 1s
LICENSE.txt ifxjdbc.jar ifxlang.jar informix.zip
$

To upload the driver package to the engine, navigate to the JDBC Drivers under Settings.

Environments Monitor Settings Admin Audit

Settings > JDBC Drivers

Algorithms .
J DBC Dr|vers & Extensions Support Policy -+ JDBC Driver

Classifiers
Data Formats Name = Class Name = Version = Date ¥ = Description = Checksum = Actions
Domains MysQL org.mariadb.jdbc.Driver 272 2 Apr202414:00 ...  The default MySQL driver used for MySQL and MariaDB connectors.

Sybase com.sybase.jdbcd2.jdbc...  16.0 2 Apr 2024 14:00 ...  The default Sybase driver used for Sybase connectors.
Expressions

Oracle oracle.jdbc.OracleDriver 19.3 2 Apr 2024 14:00 ...  The default Oracle driver used for Oracle connectors.
JDBC Drivers

MSsQL com.microsoft.sqlserver.j... 12.41 2 Apr 2024 14:00 ...  The default MSSQL driver used for MSSQL connectors.
Profile Sets

Postgres org.postgresgl.Driver 4254 2 Apr 2024 14:00 ...  The default Postgres driver used for Postgres connectors.

DB2 com.ibm.db2 jcc.DB2Driver  4.32.28 2 Apr 2024 14:00 ...  The default DB2 driver used for DB2 connectors.

DB2 com.ibm.db2 jcc.DB2Driver  4.32.28 2 Apr 2024 14:00 ...  The default DB2 driver used for DB2 connectors.

DB2 com.ibm.db2.jcc.DB2Driver  4.32.28 2 Apr 2024 14:00 ...  The default DB2 driver used for DB2 connectors.

Displaying 1to 8 of 8

Clicking on the + JDBC Driver button will bring up a dialog box to upload the driver zip file and enter the
driver's configuration details.
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Add JDBC Driver

~ Name ~

Description (Optional)

Class Name

(This is the class that implements java.sql.Driver)

Driver @
Select the JDBC driver for upload

Choose File

Extensions Support Policy is defined here

Cancel Save

The Add JDBC Driver screen lets you set the following information.

Name: A human-readable name for the driver. Name it whatever is convenient for you. Note: Special
Characters are not allowed in the Name field.

+ Description: A human-readable description of the driver.
Class Name: The Fully Qualified Class Name of the class in the JDBC driver that implements the
java.sql.Driver interface. The class name will be in the documentation for the driver itself.

+ Select JDBC driver for upload: Lets you select the zip file containing the driver and upload it.
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@  Users cannot update the driver support that a JDBC driver references or uses via the Ul; as of
now, that can only be done via the web API.

To remove an uploaded driver, click the Actions button to the right side corner of the JDBC Drivers list and
select the option Delete. Note that the delete will fail if any Connectors exist that use the driver you're trying
to delete.

If you find you need to edit a driver's configuration options later, click the Actions button to the right side
corner of the JDBC Drivers list and select the option Edit.

6.6.3 Driver permissions

The Continuous Compliance Engine uses the Java Security Manager to prevent uploaded JDBC drivers from
performing certain actions without your permission.

Uploaded drivers are granted all permissions except for the following non- FilePermission :

Class Target Action
java.net.SocketPermission localhost:- accept, connect, listen, resolve
java.lang.RuntimePermission exitVM

java.lang.RuntimePermission createClassLoader

java.lang.RuntimePermission accessClassInPackage.sun

java.lang.RuntimePermission setSecurityManager

java.security.SecurityPermission setPolicy

java.security.SecurityPermission setProperty.package.access

With regards to FilePermissions, read access is granted to all, though wriite is only allowed for the
following directories:

- the masking user's home directory ( System. getProperty ("user.home") )
+ the JVM's default temp directory ( System.getProperty("java.io.tmpdir") )

Please note that both of these locations are shared, so care will need to be taken to avoid collisions.

The set of permissions granted to uploaded drivers is static and cannot be modified.
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6.6.4 Extended logging

The Continuous Compliance Engine provides enhanced logging for extended connectors to assist in
debugging connection problems. Enhanced logging can be enabled when the connector is created by
checking the 'Enable Logger' box. Enhanced logging may have an impact on performance so you should
enable it only when debugging connection problems.

Note that extended logging will not work with signed drivers such as MSSQL.

Enhanced Logging requires some additional permissions to be granted.

Class Name Target Name Action Name Purpose
java.io.RuntimePermissi | getClassLoader Allows the driver to load
on the classes

implementing the
logging feature

6.6.5 Creating an extended connector

Creating a connector using an Extended Driver is very similar to creating a connector with built-in support.
It can be done by the following steps:
Details Step

Choose Database - Extended as the Source Type. Specify Connection Name which is a name for this
connection.
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® Details
Credentials
Custom Properties

Summary

24 Details Step

Credentials Step

Details

Specify details to identify this connector.

— Connection Name

‘ Extended-Test ‘

— Select Source Type

Database - Extended v

Cancel Back Test Connection Save

The following fields will be available:

+ JDBC Driver Select the JDBC Driver you want to use for this connection

+ Login ID The username the Masking Engine should connect to the target database with.

+ Password The password to use to connect to the database

« JDBC URL You must provide the JDBC URL for the database to connect to. The exact format and
available parameters are specific to the database you're connecting to. Consult your database
vendors documentation for details.

Some databases allow you to specify usernames and passwords in the JDBC URL. It's best not
to do this. The Continuous Compliance Engine is careful not to log the Login ID and Password in
the Masking Engine's logs, but JDBC URLs may be logged unmodified.
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Details
@® Credentials
Custom Properties

Summary

25 Credentials Step

Custom Properties Step
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Credentials

Specify the credentials for Extended connector.

~— Schema Name

‘ test

~ JDBC URL

‘ jdbc:informiz-sqli://host.example.com:9088/sysuser

[C] Enable Logger

 Select JDBC Driver

Driver_0

\

Extensions Support Policy is defined here

— Username

‘ dbuser

— Password

Cancel

In this step, you can upload the connection properties (optional).

Back Test Connection Save
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Details
Credentials
® Custom Properties

Summary

26 Custom Properties Step

Summary Step
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Custom Properties
Specify connection properties(Optional) for Extended connector.

Connection Properties @

Choose File

Property = Value = Modified

No items to display

Cancel Back Test Connection Save

Here you can view all the details of the information entered for a quick review before saving.

Information related to Selected JDBC Driver will also be available here.
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Details
Credentials
Custom Properties

® Summary

27 Summary Step

Summary
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View the connector details below. Click the Back button to make changes or click the Save button to save

Extended connector.

Connection Summary

Connection Name
Extended-Test

Schema Name
test

JDBC URL
jdbc:infomix-sqli://sample-
host.example.com:9088/sysuser

JDBC Driver
Driver_1

Username
dbuser

JDBC Driver Detail
Type
com.informix.jdbc.|fxDriver

Version
3.70

Date Uploaded
2024-04-03T06:47:32.090Z

Uploaded By
admin

Default Driver
false

Cancel Back Next Test Connection

Once the connector is created, you can create rulesets, inventories, and jobs to profile and mask your data as
with other types of connectors.

Extended Connectors can be edited and deleted in the same way as Built In Connectors (see page 342).

6.6.6 Synchronization

Connectors using extended JDBC Drivers can be synchronized similarly to other connectors. See Working
with Multiple Masking Engines (see page 767) for details. When a job or connector requires an uploaded JDBC
Driver, the driver will be exported along with the connector or job. JDBC Drivers are part of the Global Object
and so will be synchronized whenever the Global Object is synchronized. They can also be synchronized
individually.

6.6.7 License entitlement for commercial JDBC drivers
Continuous Compliance requires the installation of a Delphix license to use certain commercial JDBC drivers.

Users who have purchased this entitlement will have access to their given license files on the Delphix
download site?®.

98 https://download.delphix.com/
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6.6.7.1 Installing a license

=] + Commercial JDBC drivers from the following vendors must be licensed using this
mechanism:

+ CData

+ To synchronize License files attached to a JDBC driver while s ynchronizing a connector,
Global Objects should be Synchronized first.

1. Download the license from the Delphix download site.

2. Upload the license to Continuous Compliance using either
a. the APl usingthe POST /license API endpoint or

b. the Ul using the License file upload button in the Add or Edit JDBC Driver dialogue box. The

License button appears on entering a valid CData JDBC driver class name as shown in this
screenshot:
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Add JDBC Driver

~ Name

Driver2|

Description (Optional)

— Class Name

cdata.jdbc.

(This is the class that implements java.sql.Driver)

Driver ©
Select the JDBC driver for upload

Choose File

License(s) ©
If you have received license(s) from Delphix for this driver, select it for
upload

Choose File(s)

Cancel Save

6.6.7.2 Managing licenses

To view the licenses installed on an engine, use the GET /license APlor GET /ALL APIlendpoint.
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6.7 Managing rule sets

This section describes how rule sets can be created, edited, and removed.

6.7.1 The rule set screen

To access the rule sets linked to a specific environment, simply click on the “Rule Sets” tab from any
location within that environment. This action will display the rule sets listing screen. If you haven't created
any rule sets yet, the list will be empty.

Environments Monitor Settings Admin Audit

© Information
The Inventory Tab has been removed from this screen. To access the inventory of a rule set, click on the hyperlink associated with its name on the Rule Set listing screen. X

Environments > Demo_Environment

¢ s« Demo_Environment

Application: Demo_Application | Purpose: MASK | Approval: Enabled

Jobs Rule Sets Connectors

Rule SetID » = Name = Connector Name Source Type = Metadata Refresh/Save Actions
23 MysglRuleset MysqlDBConnector Database mysql @

24 HanaRuleset HanaConnector Database extended @)

25 PostgresRuleset PostgresDBConnector Database POSTGRESQL @

26 LocalPostgresRuleset LocalhostPostgresDB Database POSTGRESQL @)

27 OracleRuleset OracleConnector Database oracle @ [
28 WholeFileRs WholeFileConnector Fixed Width File N/A

29 JSONFileRs JSONFileConnector JSON File N/A oo
30 FixedFileRs FixedFileConnector Fixed Width File N/A

31 XMLFileRs XMLFileConnector XML File N/A oo
32 DelimitedFileRs DelimitedFileConnector Delimited File N/A

33 MainFrameFileRuleSet MainFrameFileConnector DataSet Mainframe N/A oo

The rule sets screen contains the following information and actions:

* Rule Set ID — The numeric ID of the rule set used to refer to the rule set from the Masking API.

+ Name — The name of the rule set.

+ Connector Name — The name of the connector.

+ Source Type — The specific type of ruleset. One of Database, Fixed Width, Delimited, JSON, XML, or
DataSet

« Metadata — The type of rule set (Database type, File, or Mainframe).

- Refresh/Save — Refresh status of the rule set. Only applies to Database rule sets. See here®® for
more details.

99 https://delphixdocs.atlassian.net/wiki/spaces/CC/pages/8324329/Managing+rule+sets#Refreshing-a-rule-set
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+ Actions — List of actions
+ Edit — Edit the rule set. See more details below.
+ Duplicate — Copy the rule set. See more details below.
+ Delete — Delete the rule set. See more details below.

+ Refresh — Refresh the rule set. Only applies to Database rule sets. See here'® for more
details.

The rule sets on the screen can be filtered or sorted by the various informational fields by clicking on the
respective field. More information on grid filtering and sorting can be found here (see page 229).

6.7.2 Creating a new rule set

To create a new rule set, first select an Environment by clicking on its name. Then, navigate to the Rule Set
tab and click on the "Add Rule Set" button located in the upper right-hand corner.

A dialog box prompts you to select the type of rule set you wish to create. You'll find four options to choose
from: Database, Semi-Structured, Flat Files, and Copybook. Simply click on the option that corresponds to
your choice, and then proceed by clicking on "Continue".

What type of data does this Rule Set contain? X

Database

Select if source data for this Rule Set is in a database.

Semi-Structured Files

Select if source data for this Rule Set is in a JSON or XML file.

Flat Files

Select if source data for this Rule Set is in a Delimited or Fixed-Width format.

Copybook

Select if source data for this Rule Set is in a mainframe.

Close Continue

100 https://delphixdocs.atlassian.net/wiki/spaces/CC/pages/8324329/Managing+rule+sets#Refreshing-a-rule-set
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An Add Rule set wizard appears comprising three steps, depending on the rule set type selection made

earlier to start the creation of a new rule set. See "The Add/Edit rule set wizard®" for a complete description
of this screen and additional options, which will guide you through the process of creating a new rule set.

6.7.3 Editing/Modifying a rule set
To edit a rule set, navigate to the Rule Set tab of an environment, Click on the (...) in the Actions column for
the rule set, and select the Edit option from the menu.

An Edit Rule set wizard similar to the Add ruleset wizard appears, with data pre-filled depending on the
corresponding rule set being edited. See "The Add/Edit rule set wizard'9?" for a complete description of this
screen and additional options, modify the rule set as desired using the steps provided here.

6.7.4 The Add/Edit rule set wizard

6.7.4.1 Step 1: Details

1. Start by providing a name for the rule set you wish to create.

2. Select an appropriate connector from the dropdown menu.

+ The dropdown displays connectors that have already been created. If you haven't created any
connectors yet, the dropdown will be empty, and you will not be able to proceed with rule set
creation.

+ The connectors shown in this dropdown are filtered based on the rule set type chosen in the
previous dialog.

+ Additionally, you can quickly filter the connector list to select the desired connector by typing
into the input box.

3. Click on "Next" to proceed.

@ During the editing of a rule set, all input fields in this step will be non-editable and displayed in
read-only mode. Click "Next" to proceed to adding, removing, or modify database tables, files, or
file patterns within the rule set.

101 https://delphixdocs.atlassian.net/wiki/spaces/CC/pages/8324329/Managing+rule+sets#The-Add/Edit-rule-set-
wizard

102 https://delphixdocs.atlassian.net/wiki/spaces/CC/pages/8324329/Managing+rule+sets#The-Add/Edit-rule-set-
wizard
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Add a Rule Set for a Database X

@ Details Details

Name the Rule Set and select a connector.

Data Tables - Rule Set Name
DemoPostgresRuleset

Summary

Select Connector
[ PostgresDBConnector X v

Connector details

Connector Name
PostgresDBConnector

Database Type
POSTGRES

Database Name
hercules

Host
anp-spa.dlpxdc.co

Port
5432

Schema Name
public

User Name
metadataservice

Cancel Back Save

6.7.4.2 Step 2: Data Tables / Files

When initially creating a ruleset, this list will be empty. You can select data tables or files that are accessible
by the chosen connector to add to this ruleset. When editing the ruleset, this grid will display the tables or file
names already included in the ruleset being modified.

Database Rule Set:
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Add a Rule Set for a Database X

Data Tables

Details

Specify which data tables for the selected connectors to be included in this rule set.

@ DataTables
Add Tables Edit Logical Key Edit Custom SQL or Filters Remove Selected Reset All

Summary B Table Name Logical Key Filter Custom SQL
] my_data id id >10
test_data test_id

Displaying 1 to 2 of 2

Cancel Back Save

The “Data Tables” grid contains the following information,

+ Table Name — The name of the table in the rule set.

- Logical Key — A logical key is a unique, non-null value that identifies a row in the database.
+ Filter — A WHERE clause to filter or subset the data.

+ Custom SQL — Customized SQL SELECT query for the table.

@ While editing the ruleset, a read-only column named "Status" is shown to indicate whether the
table is newly added, modified, or removed. The status column will be blank for unmodified
items.

You can filter and sort the grid based on the "Table Name" column. For more details on grid filtering and
sorting, refer to the information here (see page 229).

Adding tables to a database rule set.

+ Click on the "Add Tables" button to include new tables in the rule set being created or modified.

« A dialog box titled "Add Database Table" will appear, listing all the table names for the selected
connector. From this list, you can select multiple tables and click "Save" to include them in the rule
set being created or modified.
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The table names can be filtered either by using a substring or a starts with condition. For more details
on grid filtering and sorting, refer to the information here (see page 229).

+ All the tables can also be selected/deselected by using the checkbox given before the header Table
Name, refer to the information here. (see page 0)

Add Database Table

Add Tables

Check one or more table names to select them for inclusion in the Rule
Set.

Table Name Y

‘ data

my_data Contains

t
test_data data

Total number of tables selected: 2

Flat Files, Semi-Structured or Copybook Rule Set :
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Edit Flat files Rule Set X

Detals Data Files

Select and configure which imported Data Format Files to include in this Rule Set.

@ DataFiles
Add File Name Add File Pattern Edit Selected Remove Selected Reset All

Summary File Name or Pattern = Format.. Endof... Delimiter = TextEn... Enclosu... Escape... IsPattern State

v Existing Files

sample.csv default_d...  LFtermin.. Double E... No No
enclosure.csv default_d...  LFtermin.. Double E... No No
export.csv default_d...  LFtermin.. Double E... No No
testdata_delimited default_d...  LFtermin.. Double E... No No
Xixt default_d... LFtermin.. Double E... No Yes
*dat test_1_de.. LFtermin.. Double E... No Yes
v Files Added
USER_PREFERENCES... date_csv... LF termin... Double E... No No Added

Displaying 1to 10 of 10

Cancel Back Next Save

The “Data Files” step contains the following information and actions, depending on the connector type
selected.

Fixed-Width : File Name or Pattern, Format File, End of Record, Mask Whole File, Is Pattern.

Delimited : File Name or Pattern, Format File, End of Record, Delimiter, Text Enclosure, Enclosure Escape
Strategy, Escape Enclosure Escape Character, Is Pattern.

XML & JSON : File Name or Pattern, Format File, Is Pattern.
Copybook : File Name or Pattern, Format File, Variable Length, Is Pattern.
Properties of a Data File :

+ File Name or Pattern — The name of the file or pattern in the rule set.

+ Format File — Name of the file format created specific to the file type.

+ End of Record — The string of characters that delineates the end-of-record for a file. Note that, for
linux this is "\n', and for windows it is "\r\n'.

+ Mask Whole File — This flag indicates whether the file is to be read as whole or line-by-line.
Applicable only for Fixed-Width file type.

+ Is Pattern — This flag indicates whether or not this file name represents a regular expression.

+ Delimiter — The delimiter for a delimited file. This field should be left blank for other file types.

+ Text Enclosure — The text enclosure for the file.

+ Enclosure Escape Strategy — The character used to escape a literal enclosure character within an
enclosed value. By default, this is equal to the enclosure value itself, so doubling the enclosure
character escape it.

+ Escape Enclosure Escape Character — This flag indicates whether the enclosure escape character
also escapes itself. For example, if the enclosure escape character is *, then the sequence ** would
be treated as a single * character, rather than an escape.
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+ Variable Length — The record format type for the mainframe data set.

@ While editing the ruleset, a read-only column named "Status" is shown to indicate whether the file
is newly added, modified, or removed. The status column will be blank for unmodified items.

You can filter and sort the "File Name or Pattern" column. For more details on grid filtering and sorting, refer
to the information here (see page 229).

Adding files or file patterns to a Flat File, Semi-Structured or Copybook Rule Set.

+ Click on "Add File Name" to include new file names in the rule set being created or modified.

+ Adialog box titled "Add File Name” will appear, the “File Name” dropdown lists all the files
accessible by the selected connector. You can choose multiple files to include in the rule set.
+ Click on "Add File Pattern" to input one or more regular expression patterns for matching the data
files accessible by the selected connector.

+ Adialog box titled “Add File Pattern” will appear, in “Regular Expression Pattern” field you can
specify multiple regular expression patterns. After typing a regular expression click on the
option Add item shown in the dropdown or press ENTER key to include the regular expression
as a input. To remove a pattern you've added, simply click on the :cancel: icon next to each
corresponding regular expression entry.

a File pattern syntax

Expressions are case sensitive. A file pattern uses the regular expression syntax defined by the

Java Pattern class. The syntax is documented here'%. For example, the pattern .*\.txt will
match any file with a .txt extension, such as example.txt.

103 https://docs.oracle.com/javase/8/docs/api/java/util/regex/Pattern.html
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Add File Name Pattern X

Specify one or more regular expression matching the file names to include
them in the rule set. Configure the format and attributes of the files
according to the specified file name patterns. A file pattern uses the regular

expression syntax defined by the Java Pattern class.

File Name Pattern

Regular Expression Pattern

= txt ) X w ]
Properties

Select File Format -

End of Record

Select End of Record -

Delimiter* CTRL

Do not use "' or "\t' - use CTRL

Text Enclosure

Enclosure Escaping Strategy

Double Enclosure -

[] Escape"Enclosure Escape Character”
This flag indicates whether the enclosure escape character also escapes itself. For example,
if the enclosure escape character is *, then the sequence ** would be treated as a single *
character, rather than an escape.

Cancel Save

+ Provide all required properties for the files or patterns as necessary. Please note that the fields
displayed here may vary depending on the selected connector types. These properties will be applied
to all selected files or the multiple regular expressions provided.

+ Selecting a file format from the drop-down menu is essential. Be sure to choose the correct
format that aligns with the data in the selected files or regular expression patterns.
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+ For Mainframe you will see a checkbox for a variable length for dataset where each record
within the dataset can have a different length.

+ For all other file types, select the end-of-record to let the application know whether the file is in
Windows/DOS format (CR+LF) or Linux format (LF).

+ If the file is delimited, you will find a field available to input the delimiter.
« if the file is fixed-width type you'll find a checkbox labeled "Mask Whole File" available. Further
information about this feature is available here'%4,

+ Click on the Save button to add all the files names or file patterns selected above to the Data Files
grid.

@ The records are not added to the rule set until the Save button is clicked.

Reset All records

"Reset All" button will restore the rule set to its original state. When editing a rule set, this action reverts any
changes since the last save. When creating a new rule set, the rule set is reset to an empty state.

Once you've completed adding, modifying or removing files/tables from the ruleset, click on "Next" to
continue.

104 https://delphixdocs.atlassian.net/wiki/x/IIW
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6.7.4.3 Step 3: Summary

Edit Flat files Rule Set X

Details summary

Review the rule set configuration. Click Back to correct errors or Save to continue.

Data Files Details

Rule Set Group
® Summary Flat

Rule Set Name
DelimitedFileRs

Connector Name
DelimitedFileConnector

Connection Type
DELIMITED

Connection Mode
SFTP

Total Data Files Added
2

Total Data Files Modified
1

Total Data Files Removed
1

Cancel Back Next

Review the rule set configuration. Click Back to correct errors or Save to continue.

@ + The "Save" button will remain inactive when no changes have been made to the edited rule
set or when creating a new rule set without any tables or files included.
+ Changing the connector selection will reset all modifications made to the rule set.

6.7.5 Removing a table or file from the ruleset
To remove a table or file from a rule set:

1. Click the Actions (...) drop-down to the right of a rule set on the rule set screen, and then select the
Edit option.

2. Inthe rule set wizard's second step (either "Data Tables" or “Data Files”), you can select one or more
tables or files either by clicking on the checkboxes or by clicking anywhere on the rows.
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3. Click on the “"Remove Selected” button, located on top of the grid.

4. A confirmation dialog will pop up, displaying the count of tables or files being removed from the
ruleset.

5. Click on Confirm.

6. Any newly added tables or files will be removed from the grid. However, tables or files already saved
to the rule set, their corresponding rows will be updated with the status "Removed".

7. Click on Next to verify the summary, and then click on Save button.

@ + Select all option is not available for the edit database rule set wizard.
Clicking the Confirm button in the dialog will not immediately delete the tables or files from
the rule set. The changes will only take effect after clicking the Save button in the rule set
wizard.

6.7.6 Modifying tables properties in a rule set

6.7.6.1 Logical key

A logical key is a unique, non-null value that identifies a row in the database.

If your table has no primary keys defined in the database, and you are using an In-Place masking strategy,
you must specify an existing column or columns to be a logical key. This logical key does not change the
target database; it only provides information to Delphix. For multiple columns, separate each column using a
comma.

@ If no primary key is defined and a logical key is not defined an identity column will be created.
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Edit Logical Key X

Specify a logical key for the table(s) you've selected. Check that the
column(s) specified exist in the table(s). Masking jobs will fail if the key
column does not exist in the table(s).

Logical Key ’

Cancel Save

1. Inthe rule set wizard's "Data Tables" step, click on one or more checkboxes or click anywhere on the
rows to select the desired tables.

To enter a logical key:

2. Click on the “Edit Logical Key” button, located on top of the grid.
3. Enter the logical key value for the tables in the Logical Key field.

4. Click on Save.

@ + The logical key cannot be more than 1024 characters in length.
Clicking the Save button in the dialog will not immediately update the table properties. The
changes will only take effect after clicking the Save button in the rule set wizard.

6.7.6.2 Edit filter

Use this function to specify a filter to run on the data before loading it to the target database.
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Edit Custom SQL or Filters X

Table can have either Custom SQL or Filter
Adding a filter to the table will remove the table's existing custom SQL, and vice versa.

Specify a custom SQL or filter for the selected tables.

(O Custom SQL @ Filter

Filter
my_dataJfid < 1000 ]

The column name should be preceded by a prefix for the table name, like

Cancel Save

1. Inthe rule set wizard's "Data Tables" step, click on one or more checkboxes or click anywhere on the
rows to select the desired tables.

customer.cust_id < 1000

To add a filter to a database rule set table or edit a filter:

Click on the “Edit Custom SQL or Filters” button, located on top of the grid.
Ensure the Filter radio button is selected

Enter the where condition for this table in the text input area.

a > L D

Click on Save.

@ + Be sure to specify column name with table name prefix, for example, customer.cust_id <
1000.
+ Clicking the Save button in the dialog will not immediately update the table properties. The
changes will only take effect after clicking the Save button in the rule set wizard.

6.7.6.3 Custom SQL

Use this function to supply a customized SQL SELECT Query for the table. Typically, this query will include a
WHERE clause to filter or subset the data.
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The custom SQL must contain the primary key column (or columns if the table uses a composite
primary key) and all columns that will be masked.

Edit Custom SQL or Filters X

Table can have either Custom SQL or Filter

Adding a filter to the table will remove the table's existing custom SQL, and vice versa.

Specify a custom SQL or filter for the selected tables.

(® Custom SQL (O Filter

Generate Custom SQL

Custom SQL

Cancel Save

1. Intherule set wizard's "Data Tables" step, select a checkbox or click anywhere on the row to select
the desired table.

To add or edit SQL code:

2. Click on the “Edit Custom SQL or Filters” button, located on top of the grid.
3. Ensure the Custom SQL radio button is selected

4. Enter the custom SQL code for this table in the text input area or click on “Generate Custom SQL" to
automatically suggest a custom SQL for you.

5. Click on Save.
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@ + You cannot update custom SQL for multiple tables simultaneously. When multiple tables are
selected, the Custom SQL radio button will be disabled.
+ The "Generate Custom SQL" option will be available only for the tables that have already
been added to the rule set.
+ Clicking the Save button in the dialog will not immediately update the table properties. The
changes will only take effect after clicking the Save button in the rule set wizard.

Delphix will run the query to subset the table based on the SQL you specify.

A table can have either Custom SQL or Filter at a given time. Adding a filter to the table will
remove the table's existing custom SQL, and vice versa.

6.7.7 Control character support for delimited files

The user can specify control character as a delimiter/end of record from UI/API.

@ Control Character
There are two ways to specify control characters,

1. From Ul click on the CTRL button to open a virtual keyboard, where you can choose the
desired control character.

2. From Ul or APl manually input the control character in the input fields. Ensure it's in the
format $[hex value of the control character], such as $[01] for *A.

The control character value supports the UTF-8 character set. Avoid using '*t' or '\t'. Instead,
utilize the CTRL button and select the appropriate control character.

6.7.7.1 Control character as a delimiter

In order to use control character as a delimiter, the user needs to click on CTRL button inside delimiter input
text or manually enter the control character value.
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Add File Name

X

Select one or more files to include them in the rule set. Configure the format and attributes

of the files according to the specified file names.

File Name
( File Name
dummy.csve X
Properties
(~ Select File Format
default_delimited.fmt X -
End of Record
LF terminated (Unix) -
—;elwmiler* _
s[02] CTRL
 BeRgh e L or \ - use OTRL (e [ rawom J[ vsista J[ rclend |
* | oron | *EEnal || Flack | [ reBEL |
‘ | swiest [ wem | owwA | wvi
~— Enclosure Escaping Strategy
Double Enclosure [ "L [FF] H "M [CR] H "N [s0] H rolsi ]
[ AP [DLE] H »q [DCL] ][ "R [DC2] H »s [DC3] ]
[[] Escape "Enclosure Escape Char [ Toca) | [ ruinak [ avisvn | [ wieTs)
This flag indicaleswhethertheenc\osureesca[ X [CAN] H » [EM] H 77 [SUB] H A [ESC] ]
escape character is *, then the sequence ** wo
| cra [ des || vwrsl || s |

6.7.7.2 Control character as an end of record

In order to use control character as an end of record, the user needs to click on CTRL button inside custom

end of record input text or manually enter the control character value.
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Add File Name X

Select one or more files to include them in the rule set. Configure the format and attributes of
the files according to the specified file names.

File Name

File Name
( dummy.csvo X -

Properties

(~ Select File Format

default_delimited.fmt X -

— End of Record

Custom v

— Custom End of Record*

$[02] CTRL

’_thm;use ‘\r\n" or '\n' - use CTRL [ @ [NUL] ][ AA [SOH] ][ "B [STX] }[ C[ETX] ]
[ [ D [EOT] H E [ENQ] H F [ACK] H AG [BEL] ]
?gx{lg;(]g‘gg:;gor'\t'—useCTRL [ “H [BS] J[ M HT] H AJ[LF] }[ MK IVT] J
* [ AL [FF] H AM [CR] H N [S0] H 0 [sl] ]

[ P [DLE] H »q [DCL] ][ "R [DC2] H *3[DC3] ]

— Enclosure Escaping Strategy

Double Enclosure [ AT [DC4] H AU [NAK] ][ ~V [SYN] H “W [ETE] ]
| xicany || »viem || zisusl || ‘llEscl |
(o) (o) (oo ) o)

[C] Escape "Enclosure Escape Characl
This flag indicates whether the enclosure escape character also escapes itself. For example, if the enclosure escape

character is *, then the sequence ** would be treated as a single * character, rather than an escape.

Cancel Save

6.7.7.3 Control character as a value

1. Control characters are supported as values in a delimited file. No special configuration is necessary.
Simply configure the delimited file format as usual.

2. The user doesn't need to configure anything extra if the control character is only part of the value and
not being used as a delimiter or end of record. However, the user needs to define delimiter/end of
record as per the requirement.
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6.7.8 Define enclosure escaping strategy for delimited files

The user can configure the enclosure escape character from the UI/API to escape the enclosure. To
configure the enclosure escape character from the Ul, user needs to select the "Enclosure Escaping Strategy”
dropdown value as per below options on the edit rule set popup window,

6.7.8.1 Double enclosure

Double enclosure option will set the escape character value same as enclosure value. For example, if the
enclosure escape character is " then escape character value will be " as well.

Add File Name X

Select one or more files to include them in the rule set. Configure the format and attributes
of the files according to the specified file names.

File Name
~ File Name
dummy.csv 0 X -
Properties
~ Select File Format
default_delimited.fmt x -
End of Record
LF terminated (Unix) -
Delimiter*
| CTRL

Do not use "t or '\t' - use CTRL
Text Enclosure

*

Enclosure Escaping Strategy

Double Enclosure -

[7] Escape "Enclosure Escape Character"

This flag indicates whether the enclosure escape character also escapes itself. For example, if the enclosure
escape character is *, then the sequence ** would be treated as a single * character, rather than an escape.

Cancel Save
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6.7.8.2 Custom

By selecting custom option user can specify any single character as an enclosure escape character except
the "escape sequences" and "control characters".

Add File Name X

Select one or more files to include them in the rule set. Configure the format and attributes
of the files according to the specified file names.

File Name

(~ File Name

dummy.csv 0 X -

Properties

(- Select File Format

default_delimited.fmt x -

End of Record

LF terminated (Unix) -

Delimiter*

| CTRL

Do not use "“t" or '\t' - use CTRL
— Text Enclosure

*

— Enclosure Escaping Strategy

Custom v

Custom Enclosure Escaping Strategy

\

Escape "Enclosure Escape Character"
This flag indicates whether the enclosure escape character also escapes itself. For example, if the enclosure
escape character is *, then the sequence ** would be treated as a single * character, rather than an escape.
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8 Default Enclosure Escape Character

The default value for "Enclosure Escaping Strategy" is "Double Enclosure”.

6.7.8.3 Escape "enclosure escape character"”

Selecting this checkbox indicates whether the enclosure escape character also escapes itself. For example,
if the enclosure escape character is " then the sequence " would be treated as a single " character, rather
than an escape.

6.7.8.4 Configure enclosure escape character for a large rule set

To configure the enclosure escape character for a large rule set, you can use this API Script. (see page 913)

6.7.9 Refreshing a rule set

Refreshing a rule set will result in the columns in the tables in the rule set being rescanned. As a result, the
inventory associated with the rule set will also be refreshed, but any pre-existing algorithm assignments will
be retained.

To refresh a rule set:
1. Click the Actions (...) drop-down to the right of a rule set on the rule set screen, and then select the
Refresh option.
2. The Refresh/Save icon on the grid will turn to an hourglass as the associated tables are rescanned.

3. After the refresh is complete, the Refresh/Save icon will return to the circular arrow.

6.7.10 Copying a rule set

If you copy a rule set, the inventory associated with that rule set will also be copied. Also, any filter conditions
defined for that rule set will be copied.

To copy arule set:
1. Click the Actions (...) drop-down to the right of a rule set on the rule set screen, and then select the
Duplicate option.
2. The Duplicate rule set window appears.
3. Enter a Name for the new rule set.

4. Click Save.

Connecting data — 404



Continuous Compliance — Continuous Compliance Home

5. Modify the rule set as you want, using the procedures described here%°.

6.7.11 Deleting a rule set

If you delete a rule set, the inventory associated with that rule set will also be deleted. Also, any filter
conditions defined for that rule set will be deleted.

To delete a rule set, Click the Actions (...) drop-down to the right of a rule set on the rule set screen, and then
select the Delete option.

6.8 Managing file formats

Unlike databases, files typically do not have built-in metadata to describe the format of the fields in the file,
so this information must be provided to Delphix. This is done through the Settings tab, where a menu item is
available on the left Data Formats. Click on Data Formats to see tabs for File and Mainframe and a button to
add a format.

Environments Monitor Settings Admin Audit

Settings > Data Formats

Algorithms
Data Formats -+ File Format
Classifiers
Data Formats File Mainframe
Domains ID ™ = Name = Type = Actions
. 1 default fixed.fmt Fixed Width

Expressions

2 default_delimited.fmt Delimited
JDBC Drivers

3 books.xml XML
Profile Sets

5 whole_file_single_field.fmt Fixed Width

6 alltype.json JSON

Displaying 1 to 5 of 10

The formats on the screen can be filtered or sorted by the various informational fields, by clicking on those
respective fields. More information on grid filtering and sorting can be found in the Graphical user
interface'% page.

105 https://delphixdocs.atlassian.net/wiki/spaces/CC/pages/8324329/Managing+rule+sets#The-Add/Edit-rule-set-
wizard
106 https://masking.delphix.com/docs/latest/graphical-user-interface
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B Thefileinventory relies on the file format it represents. As a result, any changes to the file
inventory affect all data files using that file format. Thus, altering the file inventory impacts all
files conforming to that format across the application. This is applicable to all the file types
Fixed-Width, Delimited, Mainframe, JSON & XML.

6.8.1 Assigning file formats to files

When creating a rule set, you have the option to assign a file format to a file or set of files that you are
incorporating into the rule set. It is essential to assign an appropriate file format to the data files.

You can change the file format for a file or set of files already in the rule set by editing the rule set. In the Edit
Rule set wizards second step Data Files, select required file(s), clicking on the Edit Selected button, an Edit
File Properties pop-up window will appear. There is a drop-down to select the proper format for the file(s)
selected.
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Edit File Properties

[Select File Format

Cod af Nanard

date_csv_format.fmt

db_to_delimited.fmt

default_delimited.fmt

test_1_delimited.fmt

‘ lext Enclosure

Enclosure Escaping Strategy
( Double Enclosure

[[] Escape "Enclosure Escape Character"

This flag indicates whether the enclosure escape character also escapes itself. For example,
if the enclosure escape character is *, then the sequence ** would be treated as a single *

Cancel Save

If the file is a Mainframe data set with a copybook, you will see a checkbox to signify if the file is variable
length.

character, rather than an escape.

For all other file types, select the end-of-record to let the Continuous Compliance Engine know whether the
file is in Windows/DOS format (CR+LF) or Linux format (LF). If the file is a delimited file, there will be a space
to put in the delimiter. If there are multiple files in the rule set, you will have to edit each one individually and
assign it to the appropriate file format.

6.8.2 Record types
Record types can be used to perform conditional masking of the file records. If a file has a different set of

records spread across multiple rows, the Continuous Compliance Engine should be able to understand all the
unique records.
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Take an example where a file has the following records in the first three columns of each row; first name, last
name, and age — but the last column of each row has a unique record like IP address, ethernet address, etc.
In this case, you would need to create a new record type for every unique record present in the file and assign
a specific file format to all of the record types. For more information on adding a record type, see the
Managing record types and header/footer records'®’ page.

Record types can only be managed via the Formats page. The Inventory page does not allow
adding, updating, and deleting record types.

6.8.3 Redefine conditions

For Mainframe data sets, the File Format screen allows for the entry of redefine conditions, which are used
to handle any occurrences of COBOL's REDEFINES construct that might appear in the copybook. In COBOL,
the REDEFINES keyword allows an area of a record to be interpreted in multiple different ways. In the
example below, each record can hold either the details of a person (PERSON-DET) or the details of a
company (COMP-DET).

In order to do any masking, however, the Continuous Compliance Engine must be able to determine (for each
record) which fields should be read for the correct algorithms to be applied. In order to do this, the
Continuous Compliance Engine uses redefined conditions, which are specified in the format. Redefine
conditions are boolean expressions that can reference any fields in the record when they are evaluated.

In the example copybook above, the field CUST-TYPE is used to indicate which group is present. If CUST-
TYPE holds a 'P', a PERSON-DET group is present, and if it holds a 'C', COMP-DET is present.

107 https://masking.delphix.com/docs/latest/managing-record-types-and-header-footer-records
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This can be expressed in the inventory by specifying a redefine condition with the value [CUST-TYPE]='P"' .
This expression indicates that, for each record read from the source file during the masking job, the value of
the field CUST-TYPE should be read and compared against the string 'P'.

If it is equal, the Continuous Compliance Engine will read from the record the fields subordinate to PERSON-
DET and will apply any masking algorithms specified on those fields. Similarly, a redefine condition with the
value [CUST-TYPE]="'C' should be applied to the COMP-DET field. Exactly one of the conditions should

be evaluated to true for each group of redefined fields.

For example, a copybook might have fields A, B REDEFINES A, and C REDEFINES A. Of the Redefine
Conditions attached to A, B, and C, one and only one should be evaluated to be true for each record.

6.8.3.1 Entering a Redefine condition

1. Inthe Format page for the file, click the Actions (...) button to the right of the corresponding field with
a REDEFINED or REDEF type, then select the Edit Redefine Condition option — an edit window will
appear.

Environments Monitor Settings Admin Audit

© Information
Changes to mainframe formats are global and will be applied to all rule sets utilizing them. X

Settings > Data Formats > Details

< Back VSAM_DemOCbI Actions ¥

Name = Domain Algorithm = Redefine Condition = Redefines = Actions
v CS-CUSTOMER-RECORD (16)

CUST-TYPE

> PERSON-DET (7) [CUST-TYPE]="P"
NN COMESBET((E) PERSON-DET
COMP-ENTITYNM View Redefine Condition

COMP-ADDRESS1 Edit Redefine Condition
COMP-CITY
COMP-STATE

COMP-ZIP

COMP-PHONE

2. Enter a condition in the text box that appears. This is the expression that, when evaluated to true,
causes the subordinate fields to be read and (if they have algorithms assigned) masked.

3. Click Save.
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Edit Redefine Condition

Field Name
PERSON-DET

~— Redefine Condition

[CUST-TYPE]="P"

Cancel Save

Redefine conditions can be managed only via the Formats page, the Inventory page for
Mainframe does not allow adding and updating redefine conditions.

6.8.3.2 Format for redefine conditions

Redefine conditions allow fields to be compared against either number or string literals. Square brackets
[ 1 enclosing a field name indicate a variable, which takes on the value of the named field:

[Fieldl] = 'An example String'

String literals can be enclosed in either single or double quotes. For fields that are numeric (e.g. PIC S99V9),
the operators <, <=, >,and >= can be used in addition to the =operator:

[Field2] <= -10.5

Also, conditions can be joined using AND, OR,and NOT to form more complex conditions:

([Field3] > 2.5 AND [Field3] < 10) OR NOT [FIELD4] = 'Z'
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6.8.4 Constructing file formats for upload

6.8.4.1 Delimited files

To import the file format for a delimited file, create a text document with the field names listed one per line
describing the structure of the file to Delphix. The screenshot below shows the contents of an example
delimited file format.

First_MName
Last MName
DoB

55N
Address
City

State
Zip_Code

() Notice there is no header and only a list of values.

B Delimited file mismatch between format and data

Suppose the following delimited file format is being used, where the delimiting character on
inputis , .

FieldOne
FiledTwo
FiledThree

If the input data does not match the format:

* Input Field Count < Format Field Count
After masking, delimiters will be appended to match the total fields with file format. For
example:

+ Input data: Data1, Data2
+ Result after masking: Masked1, Masked?2,

+ Note, one extra delimiter is added to match with the file format.

Connecting data — 411



Continuous Compliance — Continuous Compliance Home

Data Field Count > Format Field Count
After masking, the extra fields in the delimited file will be lost. For example:

Input data: Data1, Data2, Data3, Data4
Result after masking: Masked1, Masked2, Masked3

6.8.4.2 Fixed-width files

For fixed-width files, import a text file that describes the structure of the file to Delphix Continuous
Compliance.
To input the file format for fixed-width files, create a text document with the field names and the length of

each field, one combination per line. The screenshot below shows an example of content for fixed-width
formats. In this format, the field name is followed by the length of the field, separated by a comma.

First Name, 2@
Last Name, 3@
Doe, 16

SSN, 11
Address, 3@
City,20
State,?
Zip_Code, 18

(i) Note, there is no header - only a list of values.

a Fixed-width file mismatch between format and data

For fixed-width files, caution should be taken to ensure that the field length is accurate. An
incorrect field length will result in masking a field with the incorrect offset, which would have the

consequence of not masking what was intended.

a8 Multi-byte characters

For fixed-width files, field length is determined by the number of characters, rather than the
number of bytes.
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For XML file formats, you can use the data file itself or a subset of the file you want to mask as the format.

<?xml version="1.0" ?>

id="1"
Soon
A Comprehensive Guide
Computer
49.95
2001-04-16
DS explored 1in depth, are
integrated into a comprehensive development
environment.

6.8.4.4 JSON files

For JSON file formats, you can use the data file itself or a subset of the file you want to mask as the format.

[

"id":1,

"first_name":"abc",
"last_name":"xyz",
"email":"abc.xyz@example.com",
"gender":"Female",
"ip_address":"10.0.0.1",
"dob":"2002-07-19"

6.8.4.5 Mainframe files

For Mainframe files, you can use the copybook file as the format.

01 CUSTOMER.
05 EMAIL PIC X(30).
05 DETAILS.
10 NAME.
15 LAST-NAME PIC X(15).
15 FIRST-NAME PIC X(8).
10 ADDRESS.
15 STREET PIC X(15).
15 CITY PIC X(15).
15 STATE PIC XX.
15 ZIP PIC 9(5).
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6.8.5 Import, edit, and delete formats

6.8.5.1 Import file formats

For all file types other than Mainframe, you can import the file format via the + File Format button, located in
the Files tab. This will import the file directly into the Continuous Compliance Engine.

1. From Home, navigate to the Settings page and click into the Data Formats section on the left, then
click the Files tab at the top.
2. Click the + File Format button on the top-right, a window with the same name will appear.

3. Select a Format Type and click Next.

Add File Format X
e FormatType Format Type
Specify the format type.
Import Format Format Type
[ Delimited v

Header & Footer

Delimited Formatting Example

Summary
The following is a sample file content for Delimited file format. With these formats just the field

name is provided. Notice there is no headers and only a list of values.

First_Name
Last_Name
DOB

SSN
Address
City

State
Zipcode

Cancel Back Save

g Formatting Examples are shown in the wizard, based on each format type.

4. Import a format by clicking Choose File. The hame of the file will be the name of the file format.

5. Browse for the file from which the fields will be imported, then click Next.
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a. The contents of the imported file vary for delimited, fixed-width, copybook (Mainframe), XML,
and JSON file types.

Add File Format X

Format Type Import Format

Import a format as suggested in formatting examples in the previous step.

This will apply to the default record type of this file format.
® Import Format

Choose File

Header & Footer

default_delimited.fmt )
Summary

Cancel Back Save

@ Removing a selected file
If you accidentally selected an incorrect file, simply click the x button to the right of the file name
and repeat the selection steps above.

6. Optionally, for only the delimited or fixed-width formats, users will see a step to configure the number
of header or footer records for the file. Click Next with or without setting the header or footer, as
needed.
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Add File Format X

Format Type Header & Footer

Specify the number of header and footer records for file format.

Import Format
Number of Header Records

@® Header & Footer

Number of Footer Records
Summary

Cancel Back Save

7. View the summary on the last step to confirm the changes.

8. Click Save at any point after importing the format.

6.8.5.2 Import Mainframe formats

For Mainframe data sets, you can import the file format via the + Mainframe Format button, located in the
Mainframe tab. This will import the copybook directly into the Continuous Compliance Engine.

1. From Home, navigate to the Settings page and click into the Data Formats section on the left, then
click the Mainframe tab at the top.

2. Click the + Mainframe Format button on the top-right, a window with the same name will appear.
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Monitor Admin Audit

Settings

Settings > Data Formats

Data Formats

Algorithms

Classifiers

File Mainframe

Data Formats
Domains B 4
Expressions

JDBC Drivers

Profile Sets

—+ Mainframe Format

Name = Type Actions
VSAM_Demo.cbl Copybook eoe
Entertainment.cbl Copybook oo

Displaying 1 to 2 of 2

3. The Format Type will be preselected with Copybook, click Next to continue.

Add Mainframe Format

@® Format Type Format Type
Specify the format type.
Import Format — Format Type
Copybook v

Summary

Copybook Formatting Example
The following is sample file content for a mainframe copybook format.

01 CUSTOMER.
05 EMAIL PIC X(30).
05 DETAILS.
10 NAME.
15 LAST-NAME PIC X(15).
15 FIRST-NAME PIC X(8).
10 ADDRESS.
15 STREET PIC X(15).
15 CITY PIC X(15).
15 STATE PIC XX.
15 ZIP PIC 9(5).

Cancel

Back Save

Connecting data — 417



Continuous Compliance — Continuous Compliance Home

g Formatting Examples is shown in the wizard for copybook.

4. Import a format by clicking Choose File.

5. Browse for the format file and click Next.

Add Mainframe Format X
Format Type Import Format
Import a format as suggested in formatting examples in the
Format Type step.
® Import Format
Choose File

Summary

Entertainment.cbl @

Cancel Back Save

(i) Removing a selected file

If you accidentally selected an incorrect file, simply click the :cancel: button to the right of the file
name and repeat the selection steps above.

6. View the summary on the last step to confirm the changes.

7. Click Save at any point after importing the format.

6.8.5.3 Edit a file format

Selecting the hyperlinked Name of a format in the corresponding column will initiate the file formats edit
screen.
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Environments Monitor Settings Admin Audit

Settings > Data Formats

Algorithms
Data Formats

Classifiers
File Mainframe
Data Formats
Domains ID ™ = Name = Type = Actions
. 1 default_fixed.fmt Fixed Width eoe

Expressions

2 default_delimited.fmt Delimited eoe
JDBC Drivers

3 books.xml XML eoe
Profile Sets

5 whole_file_single_field.fmt Fixed Width eoe

6 alltype.json JSON

Displaying 1 to 6 of 14

B The file inventory relies on the file format it represents. As a result, any changes to the file
inventory affect all data files using that file format. Thus, altering the file inventory impacts all
files conforming to that format across the application. This is applicable to all the file types
Fixed-Width, Delimited, Mainframe, JSON & XML.

6.8.5.4 Delete a file format

Click the Actions button (...) to the right of the corresponding format name in the list and select the Delete
option from the dropdown. The user will be prompted for confirmation.
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Environments Monitor Settings Admin Audit

Algorithms Settings > Data Formats
Data Formats -+ File Format
Classifiers
Data Formats File Mainframe
Domains IDES = Name = Type = Actions
. 1 default fixed.fmt Fixed Width

Expressions

2 default_delimited.fmt Delimited
JDBC Drivers Delete

3 books.xml XML -
Profile Sets

b whole_file_single_field.fmt Fixed Width

6 alltype.json JSON

7 db_to_delimited.fmt Delimited

Displaying 1 to 7 of 10

6.8.6 Add, view, edit, and delete fields for file formats

6.8.6.1 Add file fields

New file fields can only be defined in delimited, fixed-width, and JSON file formats. Use the following steps to
create a new field.

1. Navigate to Settings — Data Format, click the hyperlink of a format Name from the corresponding
column. From there, an inventory-like screen will be available with several listed fields.

B Youcanalso navigate to the Data Format page from any Rulesets Inventory screen by clicking
on the Edit File Format button. An information banner is added on the Environments Inventory
page to help user with navigation.
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Environments Monitor Settings Admin Audit

© Information
Changes to format files are global and will be applied to all rule sets utilizing them. X

Settings > Data Formats > Details

Cox default_delimited. fmt

Record Ty...= Name = Position © = Domain = Algorithm = File Format = Group Nu... = Automatic...= Actions

v AllRec... (1) ooe
TableSeq 1 DOB DateShiftFixed Enabled ooo
EmployeelD 2 ACCOUNT_NO dlpx-core:CM ... Enabled oo
FirstName 3 FIRST_NAME dlpx-core:First... Enabled ooe
LastName 4 LAST_NAME dlpx-core:Last... Enabled ooe
Address 5 ADDRESS AddrLookup Enabled oo
City 6 CITY USCitiesLookup Enabled oo
State 7 US_STATE USstatesLookup Enabled ooe
ZipCode 8 ZIP RepeatFirstDigit Enabled oo
Country 9 COUNTRY dlpx-core:Coul... Enabled oo
PhoneNumbers 10 ACCOUNT_NO dlpx-core:CM ... Enabled ooe
Description 1 Enabled ooo

v newcord (1) ooe
first_name 1 FIRST_NAME dlpx-core:First... Enabled ooe

2. Click on + Field button appearing on the left corner just above the grid, to open an Add Field dialogue.
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Add Field X

Field Name

Notes (Optional) y

Formatting

Record Type -

‘ Position ’ ‘ Length

Masking

Enable Automatic Updates

Select Domain v Select Algorithm v

Cancel Save

If you select a DATESHIFT algorithm or multi-column algorithms, more fields will appear in the
dialogue. A DATESHIFT algorithm allows you to pick a date format from the dropdown list or
specify your own date format.

o ua > w

Fill out the form and click Save.
The Field Name or JSON Path and all inputs in the Formatting section are mandatory.
The Masking section is optional and can be edited later as well.

Newly added fields will be reflected under the selected record type group on the page.
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6.8.6.2 View, edit, or delete a file field

1.

The fields can be viewed, edited, or deleted using the Action menu (...) to the right of the
corresponding field.

Environments Monitor Settings Admin Audit

© Information
Changes to format files are global and will be applied to all rule sets utilizing them. X

Settings > Data Formats > Details

<o default_fixedfmt s

Record Type = Name = Position * = Domain = Algorithm = Group Num... = Automatic... = Actions

v All Records (3)

id 1 ACCOUNT_NO dlpx-core:CM Nu... Enabled

first_name 31 LAST_NAME NameTK Enabled

last_name 181 LAST_NAME dlpx-core:LastNa... Enabled View
Edit

Delete

The View is a read-only pre-filled dialogue (similar to Add Fields) and the user can not make edits.
Edit prompts a pre-filled dialogue (similar to Add Fields) and the user can make edits as needed.

Delete action, the user will be prompted for confirmation to Delete a field. Fields from XML and
Mainframe formats cannot be deleted.

B A field's masking settings ( automatic updates setting, domain assignment, and algorithm
assignment) can also be edited from the Inventory screen.

6.8.7 File structure for masking

This section describes the document structures that can be used for masking data files, including XML,
JSON, and Mainframe. Use the pages below to get an understanding of how these files are structured for
upload to the Continuous Compliance Engine.

XML structure (see page 424)
JSON structure (see page 425)
Mainframe structure (see page 427)
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6.8.7.1 XML structure

This page aims to provide general tips for handling XML documents for masking, including editing XML
structures and leveraging XPath to target data with precision. With the creation and manipulation of XML file
formats, masked data should be handled per requirements.

Understanding the structure of XML documents includes the significance of various fields within these
documents and employing XPath for data manipulation.

6.8.7.1.1 Basic concepts

+ Fields: When creating XML file formats, the presence of the field itself is more important than the
value it holds. The structure provided by these fields is necessary for data processing applications to
correctly interpret the data.

+ Empty values: Given the above, fields targeted for masking can safely have their values replaced with
empty strings or placeholders so that the document's structure remains intact for processing, while
effectively concealing the sensitive data.

6.8.7.1.2 XML example

<Person>
<First_Name>John</First_Name>
<Last_Name>Doe</Last_Name>
<DOB>1968-11-24</D0OB>
<State></State>
<Postcode -id=""/>

</Person>

6.8.7.1.3 Understanding XPath

XPath stands for XML Path Language, designed to use queries for selecting nodes from an XML document.

+ Expressions: XPath uses path expressions to navigate through elements and attributes in an XML
document.
+ Nodes: In XPath, everything is treated as nodes, including elements, attributes, and even text.

+ @ :In XPath, this symbol is used to select attributes. For example, @id selects the id attribute of
the context node.

+ Toselectthe name attribute of an employee element, you would use the XPath expression

/employee/@name .
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6.8.7.1.3.1 XPath example

/Person
/Person/First_Name
/Person/Last_Name
/Person/DOB
/Person/State
/Person/Postcode
/Person/Postcode@id

6.8.7.1.4 Group representation

XML documents are structured to represent data hierarchically, making it ideal for representing complex
data groups and relationships.

+ Elements as groups: In XML, elements represent groups or categories of data. Nested elements
represent subgroups.
« Attributes for metadata: Attributes within elements represent metadata or properties of that group.

6.8.7.2 JSON structure

In the context of data masking, a JSON file can be uploaded and used to specify which data fields (e.g. PIl)
should be masked to protect sensitive information. Accurately constructing a JSON file for data masking
involves understanding the structure of JSON, knowing what fields need masking, and correctly using JSON
Path syntax to specify those fields.

6.8.7.2.1 Understanding JSON structure

JSON data is presented in name/value pairs, with fields and values enclosed within curly braces {} for

objects or square brackets [] for lists. Each data element within an object is separated by a comma. The
correct format must be used; otherwise, it can result in errors during the masking process.

6.8.7.2.1.1 Example 1: List format with null values

"First_Name": "John",
"Last_Name": "Doe",
"DOB": "1968-11-24",
"SSN": "123-45-6789",
"Address'": "123 4th Ave",
"City": "Allentown",
"State": null,
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"Zipcode": null
}
]

6.8.7.2.1.2 Example 2: Object format with null values

"First_Name": "John",
"Last_Name": "Doe",
"DOB": "1968-11-24",
"SSN": "123-45-6789",
"Address'": "123 4th Ave",
"City": "Allentown",
"State": null,

"Zipcode": null

6.8.7.2.1.3 Basic concepts

+ Groups/fields: Only specify fields that require masking. Fields not mentioned will not be masked. The
presence of the field is vital; its value can be null since it is not relevant to the masking process—
this means the value is merely a placeholder.

+ JSON editing: JSON files are edited to specify which data needs masking. This involves defining the
structure of your data accurately, including arrays, objects, and null values.

6.8.7.2.2 Understanding JSON path

A JSON Path allows you to specify and locate specific parts of a JSON document. The syntax includes a
variety of operators and expressions, but at its most basic, it starts with $ to represent the root object or
element.

+ The $ symbol denotes the root element of the JSON document.
+ [*x] is used when targeting elements within a list.

+ ['FieldName'] targets a specific field by name.

6.8.7.2.2.1 File format XPath examples

For Example 1 (List format):

+ S$[x] targets all elements in the list.

« S[x]['First_Name'] targets the "First_Name" field of each object in the list.
For Example 2 (Object format):

+ S$['First_Name'] directly targets the "First_Name" field in the root object.
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6.8.7.2.2.2 Grouping and field representation

Use the list access syntax ( [x] ) for list structures, making sure the path points to each element in the list.

For singular objects, directly reference the field names. Incorrect definitions or paths that do not match the
data structure exactly will result in errors during the masking process.

6.8.7.3 Mainframe structure

Data masking in Mainframe environments is essential for protecting sensitive information due to the
significant amount of critical, often legacy, data processed and stored. Unlike JSON, Mainframe files are
typically not structured in a key-value pair format but rather in a fixed-width or structured format defined by
COBOL copybooks. Understanding how to specify which data to mask within these structures is crucial for
maintaining data privacy and compliance.

6.8.7.3.1 Understanding Mainframe structures

Mainframe files can be categorized into two primary types:

+ Fixed-width files: Each record has a fixed length, with specific columns designated for particular
pieces of information. Fields are identified by their position and length within each record.

+ COBOL copybook-based files: These define the layout of data files coming from COBOL applications,
specifying the name, datatype, and length of each field. They act as a template to parse and
understand the data in these files.

6.8.7.3.1.1 Basic concepts

+ Field identification: Due to the positional nature of data in Mainframe files, the fields that need to be
masked must be accurately identified (by their start position and length).

+ Record type consideration: In files with multiple record types, each type may have a different
structure. Define configurations for each record type separately.

+ Data definitions: Leveraging COBOL copybooks or equivalent metadata to define the data structure is
necessary for accurate data masking, so that the masking process understands where each field
starts and ends.

6.8.7.3.2 Specifying data fields for masking
For effective data masking in Mainframe file structures, you must specify the exact position and length of

each field to be masked so the right data anonymizes, maintaining the file's integrity and usability for testing
or development purposes.

6.8.7.3.2.1 Example: Fixed-width file masking specification

Field Name Start Position Length
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First_Name 1 20
Last_Name 21 20
DOB 41 8

SSN 49 11

This example indicates that the "First_Name" field starts at position 1 and extends for 20 characters, and
so forth for the other fields. Each field defined in this manner would be targeted for masking.

6.8.7.3.2.2 Example: COBOL copybook field masking specification

For COBOL copybooks, the specification might reference the copybook layout directly, indicating which fields
within the layout need to be masked, often by their names as defined in the copybook.

6.9 Managing inventories
An inventory describes all of the data present in a particular rule set and defines the methods that will be

used to secure it. Inventories typically include a table or file name, column/field name, data classification,
and the chosen algorithm.

6.9.1 The inventory screen
From anywhere within an environment, click on the Rule Sets tab to see the rule set screen. This displays the

list of rule sets for the environment. Click on the Rule Set name to access the given rule set’s inventory
screen.
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Environments Monitor Settings Admin Audit

© Information
The Inventory Tab has been removed from this screen. To access the inventory of a rule set, click on the hyperlink associated with its name on the Rule Set listing screen. X

Environments > Demo_Environment

¢ sk Demo_Environment

Application: Demo_Application | Purpose: MASK | Approval: Enabled

Jobs Rule Sets Connectors
Rule SetID » = Name = Connector Name Source Type = Metadata Refresh/Save Actions
23 MysglRuleset MysqgIDBConnector Database mysql @ ooe
24 HanaRuleset HanaConnector Database extended © ooe
25 PostgresRuleset PostgresDBConnector Database POSTGRESQL @ ooe
26 LocalPostgresRuleset LocalhostPostgresDB Database POSTGRESQL @ ooo
27 OracleRuleset OracleConnector Database oracle (@) ooe
28 WholeFileRs WholeFileConnector Fixed Width File N/A oo
29 JSONFileRs JSONFileConnector JSON File N/A oo
30 FixedFileRs FixedFileConnector Fixed Width File N/A ooe
31 XMLFileRs XMLFileConnector XML File N/A ooe
32 DelimitedFileRs DelimitedFileConnector Delimited File N/A oo

Environments Monitor Settings Admin Audit

Environments > Demo_Environment > DelimitedFileRs

< Back DelimitedFileRs Actions v

~ File Format
‘ default_delimited.fmt v
Record Ty...= Name = Position » = Domain = Algorithm = File Format = Group Nu... = Automati... = Actions
v AllRe.. (11)
TableSeq 1 SERIAL_NO dlpx-core:CM ... Enabled oo
EmployeelD 2 ACCOUNT_NO dlpx-core:CM ... Enabled eoe
FirstName 3] FIRST_NAME dlpx-core:First... Enabled .oe
LastName 4 LAST_NAME dlpx-core:Last... Enabled eoe
Address 5 ADDRESS AddrLookup Enabled oo
City 6 CITY USCitiesLookup Enabled eoe
State 7 US_STATE USstatesLookup Enabled .oe
ZipCode 8 ZIP RepeatFirstDigit Enabled ooe
Country 9 COUNTRY dlpx-core:Cou... Enabled oo

Displaying 1to 11 of 12

Connecting data — 429



Continuous Compliance — Continuous Compliance Home

The rows on the screen can be filtered or sorted by the various informational fields by clicking on the
respective field. More information on grid filtering and sorting can be found here (see page 229).

@ + Sorting is applied within each group when rows are grouped by Record types or Table name.

« The Mainframe grid does not have sorting enabled because the memory is shared across
record types and dataset masking is sensitive to the order of the field in the Copybook
format.

+ To show Masked column on the grid which shows information if the particular column/field
is assigned with an algorithm, hover on the Algorithm column, click on the = icon appearing
on the right side corner of the dialogue, and choose the Not blank option from the drop
down.

6.9.2 Assigning algorithms
To set criteria for sensitive columns or fields:

1. Click the Actions (...) button to the right of the corresponding column or field, then select the Edit
option for the Edit Field/Column dialogue to appear.
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Edit Field

Field Name
LastName

Notes (Optional)

Formatting

Record Type Position

All Records 4

Masking

Enable Automatic Updates

Data Model
( Plain ()

LAST_NAME

dipx-core:LastName

( Select Domain (Select Algorithm

@ + From the Inventory screen, the Edit Field/Column dialogue allows you to edit properties only
under the Masking section.
+ To edit the Formatting properties of a file field, go to the Settings — Data Formats and edit
the corresponding format. You can also navigate to Settings — Data Formats from Inventory
screen using the Edit File Format button present at the right corner, just above the grid.

2. From the Domain drop-down list, select the appropriate sensitive data element type.
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3. The Continuous Compliance Engine defaults to a Masking Algorithm, as specified in the Settings
screen. If necessary, you can override the default algorithm.
a. To select a different masking algorithm, choose one from the Algorithm drop-down list. For
detailed descriptions of these algorithms, see the Qut-of-the-box algorithm instances'®®
article.

B Ifyouselecta DATESHIFT algorithm and are not masking a datetime or timestamp column,

you must specify a Date Format (this field only appears if a DATESHIFT algorithm is selected
from the Masking Algorithm dropdown). The default format is YYYY-MM-DD in the legacy Ul.

A dropdown provides the capability to add a new date format or select from the existing list in
the dropdown. Click on the @@ or @ icon next to the dropdown for more suggestions on valid
formats.

4. Choose Enable Automatic Updates:
a. Check (Enabled)
The default setting. A profiling job can determine or update whether to mask a column.
b. Uncheck (Disabled)
The user decides whether to mask/unmask a column. The user's choice overrides the
profiling job.

5. You can add/remove notes in the Notes text field.

6. Once complete, click Save, which must be done for any edits to take effect.

6.9.3 Managing database inventory settings

+ Database inventory screen lists Columns from all the tables in the rule set, the number beside each
table name in parentheses is the total number of columns in that particular table.
If a database column is a Primary Key, Foreign Key, or Index, it will be indicated below the column
name.

+ Metadata for the database column appears under the Data Type column including its Length
mentioned in parentheses. This information is read-only.

+ By default, only Table Name, Column Name, Data Type, Domain, Algorithm, and File Format columns
will be displayed in the database inventory screen.
If the Inventory Approval Workflow (see page 0) is enabled for the environment, a Status button appears
just above the grid if any changes like Add/Edit/Delete/Import inventory are done to any column
properties.

108 https://masking.delphix.com/docs/latest/out-of-the-box-algorithm-instances
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Environments

Monitor

Settings

Continuous Compliance — Continuous Compliance Home

Admin

Audit

Environments > Demo_Environment > PostgresRuleset

< Back PostgresRuleset 7 All Logical Keys / AllFilters NI

Table = Column 1 = DataType = Domain = Algorithm = File Format = Actions
v my_data(6)

address varchar (2147483647) ADDRESS AddrLookup oo

email varchar (2147483647)

id serial (10) ACCOUNT_NO dlpx-core:CM Alpha-...

mary Key,

info_json text (2147483647) alltype.json

name varchar (2147483647) FIRST_NAME dlpx-core:FirstName

phone varchar (2147483647)

Di . 7of7

6.9.4 Managing a fixed-width or delimited file inventory settings

+ Search/select a file or file format under the File Format dropdown to create or edit the inventory of
sensitive data. The Record Types and Fields for that specific file will appear in the grid below.

+ Fields are listed in groups of Record Types, which can be collapsed and expanded by clicking on the
down arrow icon y beside each Record Type Name. Users can also Expand All and Collapse All using
the Actions button in the right corner, just above the grid.

+ The count next to the Record Type in parentheses shows the total number of fields in that record.
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Environments Monitor Settings Admin Audit

Environments > Demo_Environment > DelimitedFileRs
< sk DelimitedFileRs JEE—

~ File Format

default_delimited.fmt v

Record Ty...= Name = Position » = Domain = Algorithm = File Format = Group Nu... = Automati... = Actions

v AllRe.. (1)

TableSeq 1 SERIAL_NO dlpx-core:CM ... Enabled soe
EmployeelD 2 ACCOUNT_NO dlpx-core:CM ... Enabled ooe
FirstName 3 FIRST_NAME dlpx-core:First... Enabled .o
LastName 4 LAST_NAME dlpx-core:Last... Enabled oo
Address 5} ADDRESS AddrLookup Enabled ooe
City 6 CITY USCitiesLookup Enabled soe
State 7 US_STATE USstatesLookup Enabled oo
ZipCode 8 ZIP RepeatFirstDigit Enabled soe
Countryv °] COLINTRY dlnx-core:Coil Fnahled ooo

Displaying 1 to 10 of 12

@ + To add a new Field, Record Type to the inventory, or to manage qualifiers or headers &
footers of the selected file format, click on the Edit File Format button in the right corner.
Navigate to the selected Settings Format screen and use Add Field.

6.9.5 Managing a JSON file inventory settings

+ Search/select a file or file format under the File Format dropdown to create or edit the inventory of
sensitive data.
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Environments Monitor Settings Admin Audit

Environments > Demo_Environment > JSONFileRs

< s JSONFileRs

( File Format

‘ alltype.json v
JSON Path ™ = Domain = Algorithm = Group Number = Automatic Updates = Actions
$[*] Enabled s
$[*]['account_no'] ACCOUNT_NO dlpx-core:CM Alpha-Nume... Enabled soe
$[*1['age'] Enabled eoe
$[*]['boolean’] Enabled
$[*]['contact'] TELEPHONE_NO dlpx-core:Phone Unique Enabled oee
$[*]['contact']['address'] Enabled .oe
$[*]['contact']['address']["... Enabled .o
$[*]['contact']['address']["... Enabled oee
$[*]['contact']['address']["... Enabled .o
M1 contact'email'l Fnahled oo

Displaying 1to 10 of 18

@ + To add a new JSON path to the inventory, click on Edit File Format button in the right corner
that will navigate to the respective selected Edit Formats screen, where you can use the Add
Field button.
+ Profiling is not supported on the JSON file rule sets.

6.9.6 Managing an XML file inventory settings

+ Search/select a file or file format under the File Format dropdown to create or edit the inventory of
sensitive data.
+ The fields are displayed with XPath in a flat-grid structure and are, by default, sorted by XPath.
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Environments Monitor Settings  Admin Audit

Environments > Demo_Environment > XMLFileRs

< sk XMLFileRs sciora ~

 File Format ~

books.xml -

XPath ™ = Domain = Algorithm = Group Number = Automatic Updates = Actions
[catalog Enabled
[catalog/book Enabled
[catalog/book/author FIRST_NAME dlpx-core:FirstName Enabled
[catalog/book/description Enabled
[catalog/book/genre Enabled
[catalog/book/price Enabled
[catalog/book/publish_date Enabled
[catalog/book(/title Enabled
[catalog/book@id Enabled

Displaying 1to 9 of 9

@ + XML attributes can be identified by “@" in the XPath.

6.9.7 Managing Mainframe inventory settings

+ Search/select a file or file format under the File Format dropdown to create or edit the inventory of
sensitive data.

+ Fields are listed in groups by a parent field which can be collapsed and expanded by clicking on the
down arrow icon y beside the field name. Users can also Expand All and Collapse All using the
Actions button in the right corner, just above the grid.

+ The count next to the Field name in parentheses shows the total number of children fields.

« If afield is type of REDEFINED or REDEF then it will be indicated below the field name.
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Environments Monitor Settings Admin Audit

© Information
Manage redefine conditions for the fields at the format level by selecting 'Edit Mainframe Format'. You can handle global masking assignments directly on this page. X

Environments > Demo_Environment > MainFrameFileRuleSet

< sk MainFrameFileRuleSet Actons -

( File Format

VSAM_Demo.cbl h¢

Name = Domain = Algorithm = Redefine Condition = Redefines = Actions

v CS-CUSTOMER-RECORD (16)

CUST-TYPE

> PERSON-DET(7) [CUST-TYPE]="p"
REDEFINED

v COMP-DET (6) PERSON-DET
REDEF
COMP-ENTITYNM
COMP-ADDRESS1
COMP-CITY
COMP-STATE
COMP-ZIP

COMP-PHONE

@ + To edit Redefine conditions, click on the Edit Mainframe Format button at the right corner
above the grid to navigate to the respective selected Edit Formats screen, where you can
edit Redefine conditions. For more information on Redefine condition see the Managing File
Formats'?? article.

a8 + Masking a node with Level 88 children is not supported. A Level 88 node refers to the
condition name in the Copybook format. If we allow masking a node with Level 88 children,
the dataset file generated after masking will no longer be compatible with it's Copybook
format.

109 https://masking.delphix.com/docs/latest/managing-file-formats
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6.9.8 Importing and exporting an inventory

B Importing and exporting an inventory is CSV format is only supported for database, delimited,
fixed-width, and XML inventories.

6.9.8.1 To export an inventory

1. Click on the Actions button in the right corner just above the grid, then choose Export Rule Set from
the options.

2. The Export Ruleset window appears with the name of the currently selected Rule Set and provide a

corresponding .csv File Name to export.

Export Rule Set

Rule Set
DelimitedFileRs

Export File Name

3. Click Export.

When the export operation is complete, a .csv file with the name provided earlier will start to be Downloaded
on the browser.

6.9.8.2 To import an inventory

1. Click on the Actions button in the right corner just above the grid, then choose Import Rule Set from
the options.
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2. The Import Rule Set window appears with the name of the currently selected Rule Set.

H T A

nvironmante Maoanmtar

Import Rule Set

Rule Set

DelimitedFileRs

Select CSV file to import

Choose File

3. Click Choose File to browse for the exported comma-separated (.csv) file.

4. Click Import.

When the import operation is complete, the inventory you imported appears in the Rule Set list for this
environment.

@ + Only one rule set can be imported at a time.

+ The format of an imported .csv file must exactly match the format of the exported inventory.
If you plan to import an inventory, you should export it first and then update the exported file
as needed before importing it.

+ After importing the inventory to a 10.0.0.0 version or above Compliance Engine from older
versions, rule set refresh is mandatory when the inventory has any document store type
assignments, or the user needs to perform document store type masking on the columns
from the imported inventory.

6.9.9 Document Store Type masking
This feature provides the ability to mask structured documents that are stored in database columns and

delimited files. This is done by marking a column/delimited field as Structured and assigning a respective
Document Store Type and File Format to it.
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With the release of version 10.0.0.0 of the Continuous Compliance Engine, the document store type masking

will support automatic datatype identification. This will be done by using the JDBC SQL Type''? associated
with columns. String and BLOB types will be supported for document store type masking.

()  With version 10.0.0.0 release

+ In the case of existing rule sets, a rule set refresh is mandatory before using Document Store
Type masking.

+ Masking jobs having rule sets with Document Store Type assignments will need mandatory
rule set refresh. Without rule set refresh job will not be allowed to run.

+ Masking jobs having rule sets without document store type assignments will not need rule
set refresh.

+ Rule set refresh is not required for newly created rule sets.

a + For Database columns

+ The database column type should be from one of the following JDBC SQL Types:
CHAR, NCHAR, VARCHAR, NVARCHAR, CLOB, NCLOB, LONGVARCHAR,

LONGNVARCHAR, BLOB, SQLXML .
+ BLOB type will not be supported for MySQL databases.
+  SQLXML type will be only supported for Oracle databases.
+ The file format must be either XML or JSON.
+ For Delimited file-fields

+ Document store type masking for delimited field is supported when JSON or XML
data is enclosed by Enclosure and has enclosure escaping strategy as Double

Enclosure .
+ Only the double enclosure escaping strategy is supported. Custom enclosure

escaping strategy and "enclosure escape character” functionality are not supported
for delimited fields with structured data.

+ More details on how to assign enclosure to delimited file-rule set can be found
here (see page 384).

Database columns with a supported data type or a Delimited file field provide a setting called Data Model,
which can be configured as either Plain or Structured.

As shown in the image below, columns with Plain selected as the Data Model can be masked as a single
value by assigning a Domain and Algorithm.

110 https://docs.oracle.com/javase/8/docs/api/java/sql/JDBCType.html
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When the Structured value is selected for the Data Model, a Document Store Type and File Format can be
assigned as shown in the image below.

Edit Properties

Table Name: my_data

Column Name: xml_data

Notes (Optional)
(XML CLOB column having XML document data stored in it

Masking

[C] Enable Automatic Updates

~— Data Model

Structured (i )

XML books.xml

~— Document Store Type ‘/ Select File Format

The image below shows the Inventory screen for the database rule set with a structured column. To quickly
access an assigned File Format from this screen (books.xml in this example), click on the Actions button (...)
and select the Edit File Format option from the dropdown.
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Environments Monitor Settings Admin

Environments > Demo_Environment > PostgresRuleset

< s PostgresRuleset
Status: New

Table = Column = DataType = Domain = Algorithm = File Format = Actions
v my_data(4)

igr\'mary Key, Index )

json_data varchar (1024)

name varchar (2147483647)

xml_data varchar (1024) books.xml
v test_data(5) Edit

address varchar (2147483647)

Edit File Format
email varchar (2147483647)

T

id serial (10)
Primary Key, Index

name varchar (2147483647)

TGN immalan (AAATAOAR AT

Displavina 110 11 of 11

@ Users can assign algorithms to the fields inside document store selected file format by either
clicking on the Actions button (...) and selecting the Edit File Format option in the grid or by
going to Settings > Data Format and click on the assigned File Format name.

6.9.9.1 Multi-column algorithm support for document store type masking

With the release of version 10.0.0.0, Multi-column algorithms'"" will be supported for JSON and XML
document store type masking with limited buffer-data size.

@ Buffer size (in bytes) will be using calculated using the below formula:
((Max_memory_of_Job/No_of_streams_for_job)*CharStreamingBufferLimitRate)/100
+ The default values will be used when the maximum memory and number of the stream for
the job are not defined.

111 https://masking.delphix.com/docs/latest/using-multi-column-algorithms
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+ Buffer-data size is configurable via the application setting
CharStreamingBufferLimitRate under Mask group settings. For adjusting

CharStreamingBufferLimitRate, refer to the Masking API client’2,

The fields having multi-column assignments should not exceed the limit of buffer data size. In case of
exceeding the limit of buffer data size, the job will fail. Users can configure buffer size by adjusting

CharStreamingBufferLimitRate to avoid exceeding the buffer data size issue.

6.9.9.1.1 Multi-column algorithm with JSON file format

@ +  Multi-column algorithm is supported for JSON files and JSON in Document Store Type
masking.
«  Multi-column algorithm is not supported for JSON fields where,

+ JSON field is an array.
« JSON fields are part of different arrays.
+ JSON fields are on different levels having one or more fields from JSON arrays.

Multi-column algorithm assignment for JSON fields will be validated at the time of assignment. If any of the
above combinations are found while assigning a multi-column algorithm, that assignment will not be
allowed.

Below is a sample JSON file format with valid and invalid multi-column assignment examples.

112 https://masking.delphix.com/docs/latest/masking-api-client
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JSON Content JSON Fields having Multi-column assignment Invalid/Valid
{ wgatas ¢ $[‘'data’][founders’]['name’][*] Invalid. Multi-column algorithm assignment is not
e founderst: { $['data’][‘registration_id"] allowed as JSON field ‘name’ is an array

"name": [

Ezz:g:ﬂ:zz; $[‘data’][‘hospital'][‘patient’][*]['name’] Invalid. Multi-column algorithm assignment is not

1 $[‘data’][‘doctor_details’][*][‘doctor_name’] allowed for JSON fields that are part of different JSON

} arrays. Here ‘name’ belongs to an array ‘patient’ and

Mhospitals ¢ : ; : s
ome: “Hospital Nan", doctor_name’ belongs to an array ‘doctor_details
"registered_on": "2001-01-01",

"inaugurated_on": "2002-01-01", | $['data’]['hospital’][found_date’] Invalid. Multi-column algorithm assignment is not
;:ﬂg;‘ém[ 1905-12-10%, $[‘data’][‘hospital’][‘patient’][*][‘doa’] allowed for these fields as one of the fields i.e. ‘doa’
{ belongs to an array and fields are on different levels.
"doa": "2001-07-31",
o 300004 13n" $[‘data’]['hospital][‘patient’][*]['doa’] Valid
“name": "Patient_Namel", $[‘data’][‘hospital‘][‘patient’][*][‘dol’]
“test_report": [
ntest_id": 1, $[‘data’][‘hospital']['registered_on’] Valid
“test_name": "TSH1", $[‘data’][‘hospital’]['inaugurated_on’]

"dot": "2001-08-02",
"result": "positive"

} $['data']['doctor_details’][*]['doj'] Valid
1 $['data']['doctor_details’][*]['dol"]

}
1

3, $[‘data’][‘hospital’]['name’] Valid
“registration_id": 932884, $[‘'data’][‘registration_id’]
"doctor_details": [
! doj": "2001-07-31", $['data']['hospital']['patient][*]['dol'] & Invalid. Multi-column algorithm assignment is not
"dol": "2004-01-02", $['datal['hospital]['patient’][*][test_report'][*]['dot'] allowed for these fields as they are different levels

(GEEOFRENE S DOCEOrNEnets having fields belonging to different arrays. ‘dol’ belongs

] to ‘patient’ while ‘dot’ belongs to ‘test_report’

Assigning a multi-column algorithm to an invalid combination of JSON fields will produce an
error that shows JSON paths.

Edit Field X

Invalid Multi-column assignment for following paths $['books'][*][name’],$['cars’][*]
['name]]

6.9.9.1.2 Multi-column algorithm with XML file format

In the case of XML document store type masking, multi-column algorithm assignment to XML elements will
not be validated at the time of assignment. XML can be difficult to find out if an element is a type of an array
or a single element until the whole data is read. Here, the masking job will fail immediately when any of the
invalid multi-column assignments are found while running the job. Make sure the algorithm assignment
should follow the below rules.

@ +  Multi-column algorithm for XML file masking is not supported.
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+ Multi-column algorithm assignment to XML attributes is not supported.
+ Multi-column algorithm is not supported for XML elements where,

+ The element is a type of array.
+ Elements are part of different arrays.
+ Elements are on different levels having one or more elements of type array.

Below is a sample XML file format with valid and invalid multi-column assignment examples.

<hospital id="101">
<name>Hosp1ital_name</name>
<registered_on>2001-01-01</registered_on>
<inaugurated_on>2002-01-01</inaugurated_on>
<found_date>1905-12-10</found_date>
<patient>
<doa>2001-07-31</doa>
<dob>1907-08-01</dob>
<do1>2005-04-12</dol>
<name>Patient_Namel</name>
</patient>
<patient>
<doa>2002-09-31</doa>
<dob>1908-01-01</dob>
<do1>2007-04-11</dol>
<name>Patient_Name2</name>
</patient>
</hospital>
<registration_id>932884</registration_id>
<doctor_details>
<doj>2001-07-31</doj>
<do1>2004-01-02</dol>
<doctor_name>Doctor_Namel</doctor_name>
</doctor_details>
<doctor_details>
<doj>2005-07-07</doj>
<do1>2007-01-03</dol>
<doctor_name>Doctor_Name2</doctor_name>
</doctor_details>
</data>

XML Content XML elements having Multi-column assignment | Invalid/Valid
<data> /data/founders/name Invalid. Multi-column algorithm assignment is
<founders> /data/registraion_id not allowed as element ‘name’ is an array
<name>Whooley</name>
<name>Boddy</name> . . . . . . .
</founders> /data/hospital/patient/name Invalid. Multi-column algorithm assignment is

/data/doctor_details/doctor_name

not allowed for elements that are part of
different arrays. Here ‘name’ belongs to an
array ‘patient’ and ‘doctor_name’ belongs to an
array ‘doctor_details’

/data/hospital/found_date
/data/hospital/patient/doa

Invalid. Multi-column algorithm assignment is
not allowed for these as one of the elements i.e.
‘doa’ belongs to an array and elements are on
different levels.

/data/hospital/patient/doa Valid
/data/hospital/patient/dol

/data/h